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Abstract 

Improving the efficiency, reliability, and durability of photovoltaic cells and modules is key 

to accelerating the transition towards a carbon-free society. With tens of millions of solar cells 

manufactured every day, this thesis aims to leverage the available characterisation data to 

identify defects in solar cells using powerful machine learning techniques. Firstly, it explores 

temperature and injection dependent lifetime data to characterise bulk defects in silicon solar 

cells. Machine learning algorithms were trained to model the recombination statistics’ inverse 

function and predict the defect parameters. The proposed image representation of lifetime data 

and access to powerful deep learning techniques surpasses traditional defect parameter 

extraction techniques and enables the extraction of temperature dependent defect parameters. 

Secondly, it makes use of end-of-line current-voltage measurements and luminescence images 

to demonstrate how luminescence imaging can satisfy the needs of end-of-line binning. By 

introducing a deep learning framework, the cell efficiency is correlated to the luminescence 

image and shows that a luminescence-based binning does not impact the mismatch losses of 

the fabricated modules while having a greater capability of detecting defects in solar cells. The 

framework is shown in multiple transfer learning and fine-tuning applications such as half-cut 

and shingled cells. The method is then extended for automated efficiency-loss analysis, where 

a new deep learning framework identifies the defective regions in the luminescence image and 

their impact on the overall cell efficiency. Finally, it presents a machine learning algorithm to 

model the relationship between input process parameters and output efficiency to identify the 

recipe for achieving the highest solar cell efficiency with the help of a genetic algorithm 

optimiser. 

The development of machine learning-powered characterisation truly unlocks new insight 

and brings the photovoltaic industry to the next level, making the most of the available data to 

accelerate the rate of improvement of solar cell and module efficiency while identifying the 

potential defects impacting their reliability and durability. 
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Chapter 1 - Introduction 

1.1 The path to a brighter future 

“We do not inherit the earth from our parents, we borrow it from our children.” is a quote 

often attributed to a famous philosopher from my hometown, Antoine de Saint-Exupéry. Never 

has this rung truer than today, with the looming threat of global warming. With the increase of 

greenhouse gases over the last century, the earth’s average surface temperature is increasing 

at a rapid pace,1 destabilising the planet’s climate.2 This phenomenon, climate change, in turn, 

threatens our ecosystem and biosphere with severe climate events, increased droughts, 

warming and rising oceans, and mass extinction.3 Climate change also destabilises our societies 

with increased poverty, population displacement, health risks, and food shortages.4 The 

consensus in the science community is that climate change is human-induced and only with 

drastic actions can the path forward lead to a brighter future.5 Humankind truly stands at the 

precipice of the point of no return. 

According to the intergovernmental panel on climate change (IPCC),6 almost three quarters 

of greenhouse gases emitted are due to humanity’s energy needs, mostly from burning fossil 

fuels. To address humanity’s impact on the climate, it is therefore paramount to transition 

towards a carbon-free society, starting with the energy sector. Due to the abundance of solar 

energy reaching the planet’s surface,7 solar energy or photovoltaic (PV) stands out as a natural 

major player to mitigate the rise in global temperature. Indeed, the IPCC recommends that 

almost a third of the planet’s energy needs to be produced by PV before the end of the decade.6 

Furthermore, PV is the ideal candidate as its production and installation costs have gone down 

significantly in the last decade, making it the cheapest source of electricity available.8 

Nevertheless, to further accelerate the transition toward solar-based electricity generation, the 

international technology roadmap for photovoltaics (ITRPV)9 identified three key strategies:9 

cost optimisation across the PV production value chain, specialised PV modules for different 

market segments, and most importantly, improved efficiency and reliability of PV devices. 
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Concurrently with the rise of climate change, the development of artificial intelligence (AI) 

has brought a new set of tools that has revolutionised our society from the healthcare system10 

to engineering fields11 to the education system.12 With the advent of machine learning (ML) and 

deep learning, AI could play a major role in humankind’s fight to stabilise the climate:13 

deepening our understanding of climate models, accelerating the development of breakthrough 

innovations, and improving current solutions. For PV, the use of AI has significant potential 

across the value chain, from discovering new materials to performance analysis in the field. 

Intelligent machines are reporting for duty, to help humanity survive the climate crisis and, 

together, to save the world. 

1.2 Aims and objectives 

Of the different PV technologies available, silicon (Si) based PV dominates the current 

market, both in terms of produced and installed capacity.9 In this thesis, the work is focused on 

Si-based technologies in order to have the most immediate impact on the PV sector. 

Furthermore, to ensure continuous improvement in efficiency and reliability of PV devices, high 

quality characterisation is required. In PV production lines, monitoring systems such as 

current-voltage (I-V) measurements and luminescence imaging are employed. I-V 

measurements provide key electrical parameters while luminescence imaging, either 

electroluminescence (EL)14 or photoluminescence (PL),15 provides spatial information such as 

non-uniformity of local defects. Those “inline” characterisation techniques are key to ensuring 

efficient production lines and are used for process optimisation to produce the highest possible 

efficiency. However, characterisation can also be done “offline”, to provide more insight into 

efficiency losses or material properties. Temperature-and-injection dependent lifetime 

spectroscopy (TIDLS)16 is such a characterisation method that provides insight into the impact 

of Si bulk defects, which have been shown to be a key contributor to their total efficiency loss.17 

This thesis aims to leverage the available PV characterisation data and state-of-the-art ML 

algorithms to unlock the full potential of different characterisation techniques for PV devices. 

The main objectives are: 

1. To identify a wide range of defects in Si solar cells using ML to extract defect 

parameters from TIDLS measurements; 

2. To replace I-V measurements in Si solar cell manufacturing with automated deep 

learning-based analysis of luminescence images; 
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3. To enable a fast cycle of learning for solar cell manufacturing efficiency optimisation 

through data-driven modelling using the natural variation of a production line. 

1.3 Thesis outline 

In Chapter 2, the concepts required for the remainder of the thesis, such as PV 

characterisation and ML methodology, are introduced. An extensive review of the 

characterisation methods used for the PV industry and ML for the modelling is performed. The 

different uses of deep learning for automated luminescence image analysis are also reviewed. 

 

In Chapter 3, the impact of bulk defects in Si and the recombination statistics are first 

reviewed. ML and deep learning approaches are introduced for defect parameter extraction 

from TIDLS measurement data and are compared to the traditional fitting method. The chapter 

also introduces a new image representation of lifetime data that empowers the deep learning 

method. 

 

In Chapter 4, large datasets of I-V measurements from industrial partners and their 

corresponding EL images are leveraged using deep learning. The ML models learn to predict 

the solar cell efficiency directly from the EL image. The impact of end-of-line binning of solar 

cells is assessed and multiple applications of the proposed technique are demonstrated on both 

EL and PL. 

 

In Chapter 5, the work from Chapter 4 is extended by proposing an automated loss-analysis 

framework that can identify defects in EL images and assess the efficiency shortfall due to the 

presence of the defect. The method is validated through experimental data and applied to the 

entire PV production dataset. 

 

In Chapter 6, an efficiency optimisation framework for manufacturing processes that relies 

solely on the natural variation of the production line is introduced. The framework is then 

demonstrated using a virtual production line. 

 

In Chapter 7, the key findings are summarised and an outlook for future work and further 

improvement is outlined.



 

4 

Chapter 2 - Background and review1 

In this chapter, the relevant concepts in the thesis are presented. First, an overview of the PV 

devices and their main characterisation methods is discussed in Section 2.1. Second, the 

concepts of ML are introduced in Section 2.2, discussing the different algorithms, training 

procedures, and scoring metrics employed in the subsequent chapters. Finally, the application 

of ML in the PV field is reviewed in Sections 2.3 and 2.4. 

2.1 Characterisation of photovoltaic devices 

2.1.1 Overview of current photovoltaic technologies 

The PV market is dominated by crystalline Si technologies (95% market share)18 , which are 

divided between multi-crystalline Si (mc-Si) and mono-crystalline Si (mono-Si).19 Despite other 

technologies also being present on the market, such as thin-films or perovskites,19 the ITRPV18 

predicts Si-based technology will remain the market leader over the next decade. Hence, in this 

thesis, the focus is on Si-based technologies. 

Of the Si-based technologies, passivated emitter and rear contact (PERC) cells stand out as 

the major player, with 80% market share, as shown in Fig. 2.1(a), surpassing older technologies 

like aluminium back surface field (Al-BSF). Emerging technologies such as Si heterojunction 

(HJT), and Si-based tandems are predicted to phase out Al-BSF technologies in terms of market 

share, while the core PERC-style cells remain constant over the next decade. However, within 

PERC-style cells, passivated contacts are predicted to split the market share with traditional 

PERC cells, while PERC on mc-Si will be phased out in the next five years [Fig. 2.1(b)]. 

The cell morphology is also changing, with increasingly larger and thinner wafers and more 

busbars.18 In Fig. 2.1(c), the increase in the number of busbars can be seen, as well as the 

 
1 This chapter is partially based on: 

Y. Buratti, Z. Abdullah-Vetter, G. M. Javier, P. Dwivedi, and Z. Hameiri, “A review of deep learning for defects classification in 
silicon cells and modules from luminescence images,” Asia-Pacific Solar Research Conference, 2021. 

Y. Buratti, Z. Abdullah-Vetter, G. M. Javier, P. Dwivedi, and Z. Hameiri, “Machine learning in silicon photovoltaic 
characterisation: A review,” internal review, 2022. 
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emergence of busbarless20 techniques which will challenge traditional characterisation 

methods. Finally, the solar cells within PV modules are also transitioning to half21 and shingled 

cells,22 as shown in Fig. 2.1(d). 

 

Figure 2.1 - World market share as predicted by the IRTPV for: (a) different cell technologies, (b) Si cell 
concepts with different rear side passivation technologies, (c) different busbar technologies, and (d) module 
cell formats for cells smaller than 182×182 mm2 [credits: ITRPV].18 

2.1.2 End-of-line characterisation of photovoltaic devices 

To monitor PV devices’ performance and reliability, it is necessary to accurately estimate 

their energy conversion efficiency as well as detecting any onset of potential faults. At the 

different stages of the manufacturing processes, from Si wafers to solar cells to PV modules, 

there are opportunities to monitor different aspects of the devices. One of the main and most 

popular characterisation techniques is I-V measurements. Usually performed for end-of-line 

characterisation of solar cells and PV modules, I-V testers electrically contact the device and 

measure its response to illumination, measuring key electrical parameters such as: short-circuit 

current (Isc), open-circuit voltage (Voc), maximum power point power (Pmp), energy conversion 

efficiency (η), fill factor (FF), series resistance (Rs) and shunt resistance (Rsh). Performing I-V 

measurements at end-of-line enables: (i) binning of solar cells to avoid power mismatch loss in 
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PV modules,23 (ii) establishing a power rating for PV module production, (iii) filtering out 

defective cells or modules or flagging them for further investigation.24 

To complement I-V measurements, luminescence imaging has recently gained popularity for 

production line monitoring. Imaging techniques are predicted by the ITRPV to be incorporated 

into 100% of production lines over the next decade.18 EL imaging, first introduced by Fuyuki 

et al.,14 measures the light emitted by radiative recombination of electrically-introduced 

carriers. PL, demonstrated by Trupke et al.,15 uses a light source to generate the carriers. Both 

imaging techniques can capture large areas of a solar cell and clearly outline local defects or 

non-uniformity which are challenging to detect with I-V testers. Luminescence imaging also 

provides insightful knowledge on solar cell quality and reliability, such as series resistance,25 

dark saturation currents,26 and transport properties.27 Compared to EL, PL is a contactless 

measurement and has been shown to be applicable at the module level with line-scan PL28 or 

outdoor PL which uses the sun as the excitation source.29 Other imaging techniques which are 

not discussed in this thesis include ultra-violet fluorescence imaging (UVF)30 and infrared 

thermography (IRT).31 

2.2 Machine learning 

Within the broader field of AI, ML algorithms have the ability to learn and improve without 

explicit programming. From ML training algorithms result data-driven models which identify 

patterns, make predictions, and inform decision making. There are three main types of ML 

algorithms based on the available data and desired outcome: (i) supervised learning, where 

models make predictions based on labelled examples;32 (ii) unsupervised learning, where 

models find hidden patterns in unlabelled data;33 and (iii) reinforcement learning, where 

models learn by trial and error on specific tasks.34 In this thesis, the focus is on supervised 

learning, which can be differentiated into two types: classification and regression. Classification 

tasks aim to predict the label of an input, where the label is part of a discrete set. Conversely, 

regression tasks occur when the label is a continuous variable. The access to data-driven or 

physics models also enables optimisation, which will be discussed in Section 2.3 

2.2.1 Algorithms 

In this section, the relevant ML algorithms encountered in this thesis are introduced. Most 

of them can be used for both regression and classification tasks. 
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Neural network (NN)35 is a layered group of nodes, called neurons, with a set of weights that 

are updated with each forward and backpropagation iteration (epoch). Each layer of the NN is 

a linear combination of the previous layer followed by a non-linear activation function, allowing 

the NN to learn to model complex non-linear patterns. 

Random forest (RF)36 is an ensemble of decision trees, where each tree is built to find the 

criteria that maximises data separation from a random subset of the training data. The RF 

model outputs an average decision by all its decision trees. Enhancements of this method are 

possible through boosting, notably adaptive boosting (AB),37, 38 and gradient boosting,39 which 

weight the decision of every tree to improve the predictive power of the overall model. 

Support vector machine (SVM)40–42 consists of mapping the training datapoints to a higher 

dimensional feature space where the data becomes easily separable. The mapping function can 

use a non-linear kernel to allow for more complex model behaviour. SVMs are usually used for 

high dimensional data and low sample size, while providing a memory efficient model. SVMs 

models are preferred when the dataset is sparse as it can lead to well-placed decision 

boundaries. 

k-nearest neighbours (k-NN)43 algorithms simply assign the predicted label to be the 

majority vote of the closest known training data points. Depending on the nature of the features, 

normalisation and assigning weights to the neighbours’ contribution are key to building 

successful k-NN algorithms. However, when the data distribution is skewed or a certain 

subclass is over-represented, the k-NN becomes biased and loses its generalisable predicting 

power. 

Convolutional neural network (CNN)44 is an extension of NN that works with two-

dimensional data (images) instead of just a feature vector (NN). The layers of neurons are 

replaced with convolutional layers, with trainable weights, and pooling layers to reduce the 

dimensionality. The succession of multiple convolutional and pooling layers composes the 

‘feature extraction’ block of the CNN, transforming the image into a one-dimensional feature 

vector. The vector is then fed to a fully connected NN, composing the ‘classification block’ of the 

CNN, depending on the task at hand. Similarly to NN, during training, the weights of the different 

layers of the CNN are optimised to minimise loss function through multiple epochs. 

Generative adversarial networks (GAN)45 combine two CNNs trained in competition with 

one another. The generator, the first CNN, is tasked to produce ‘fake’ data (usually images), 

either from random noise or from some inputs for context. The discriminator, the second CNN, 

is tasked to classify the incoming data (either from the generator or the dataset) as ‘real’ or 
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‘fake’. Both CNNs train in an adversarial fashion in a zero-sum game where the generator 

performs better at fooling the discriminator after each epoch. GAN training results in two 

models-a generator that can be used to generate new data and a discriminator that learns the 

markers of the real data over the fake data. 

The last two algorithms (CNN and GAN) are considered deep learning algorithms based on 

the vast number of trainable parameters (sometimes millions). Due to the flexibility in 

designing those deep learning networks, multiple groups’ research focuses on finding the best 

possible CNN architectures for a specific task. In the last decade, a yearly challenge to classify 

more than 14 million images, the ImageNet set,46 has driven the development of very efficient 

CNNs. Some of those architectures are used in this thesis, such as AlexNet,47 ResNet,48 

SqueezeNet,49 and VGGNet.50 The architectures are usually shared with their trained weights in 

the ImageNet classification task (pre-training) but can also be trained from scratch. Other 

algorithms and methods which are not discussed in the remaining chapters are reviewed in 

Sections 2.3 and 2.4. 

2.2.2 Training and evaluation procedures 

In the training apparatus of supervised ML algorithms, the dataset is split into two training 

sets: 90% of the data goes into the training dataset while 10% is kept for the validation dataset, 

as shown in Fig. 2.2(a). Both datasets consist of a set of feature vectors (inputs) corresponding 

to their label (output to predict). In the training phase, the ML algorithm is fed the input of the 

training set and its prediction is compared to the real output. The error between the predicted 

and actual label is usually incorporated to further train the ML and learn the relevant features 

and how the features impact the output. Once trained, the ML is evaluated on a separate dataset, 

previously unseen, using the appropriate metrics (discussed further in this section), avoiding 

data leakage problems that can occur.44 

 

Figure 2.2 - Training apparatus for supervised learning algorithms using both (a) a direct training and 
evaluation or (b) a cross-validation approach. 
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Due to the randomness of training and validation splitting, different splits can lead to 

different scores in the evaluation phase. To overcome this limitation, cross-validation (CV)51 is 

employed. The idea is to split the dataset into a fixed number of folds. For each iteration of the 

CV, one of the folds is held for testing (similar to evaluation), while the remaining folds are used 

to train the ML algorithm. An example of five-fold CV is shown in Fig. 2.2(b). When comparing 

ML algorithms for the same task, a CV approach (or in general multiple train/validation splits) 

is preferred as the random aspect of the splitting procedure is mitigated. It also diminishes the 

risk of over-fitting to the training data.51 When the CV approach is employed for ML hyper-

parameters, i.e. parameters controlling the training process of the ML optimisation, it is 

necessary to reserve part of the dataset for final evaluation. Hyperparameter tuning, although 

not presented in this thesis, was performed in Chapter 3 and Chapter 6 on distinct datasets than 

the one use for final training, to ensure no bias in the training phase. 

To evaluate the ML algorithms, different metrics are used depending on the learning task. 

For regression, the actual and predicted continuous labels are compared on the validation 

dataset using the coefficient of determination (R2) and the root mean square error (RMSE), 

defined as:51 

 𝑅2: = 1 −
∑ (𝑦i

pred
− 𝑦i

true)
2

𝑁
𝑖=1

∑ (𝑦i
true − 𝑦mean

true )2𝑁
𝑖=1

 (2.1) 

 RMSE ∶=  √
1

𝑁
∑ (𝑦i

pred
− 𝑦i

true)
2𝑁

𝑖=1
 (2.2) 

where ‘pred’ references to the predicted values, ‘true’ references the actual values and ‘mean’ 

the average value of the validation dataset. yi spans the N data points of the validation dataset. 

The R2 score has a maximum value of 1 which indicates a perfect correlation and enables 

comparison between prediction targets. The RMSE can be seen as a ‘normalised’ score as it has 

the same units as the prediction target and is proportional to 1-R2.52 In essence, the same trends 

should be observed with both regression scores, while the RMSE scores can be related to the 

regression target, as it has the same dimensions. 

For classification, the predicted and actual discrete labels are compared in a confusion 

matrix. For the example of a binary classification, predictions can have one of the following four 

outcomes: true positive (TP), true negative (TN), false negative (FN) and false positive (FP). The 

main classification metrics are defined as:52 
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 Accuracy ≔
TP+TN

TP+TN+FP+FN
  (2.3) 

 Recall ∶=
TP

TP + FN
 (2.4) 

 Precision ≔
TP

TP + FP
 (2.5) 

 𝐹1 ≔
Recall ⋅ Precision

2 ⋅ (Recall + Precision)
=

2 ⋅ TP

2 ⋅ TP + FN + FP
 (2.6) 

The accuracy measures the ratio between correctly predicted class labels and the total 

number of instances in the dataset. The F1-score is the harmonic average of the precision (how 

good the classifier is at finding instances of the class) and recall (did the classifier find all 

instances of the class). When possible, the F1-scores are preferred for comparison as they 

inherently consider class imbalance in the dataset, contrary to the accuracy.53 Those definitions 

can be extended for multiclass classification tasks by averaging the metrics for each label posed 

as a binary classification (‘label’ vs ’all other labels’). 

For the training and evaluation of the deep learning CNN algorithms, the cross-entropy loss 

(CEL) metric is used:44  

 𝐶𝐸𝐿:=  ∑ (∑ 𝑏𝑖,𝑐 log 𝑝𝑖,𝑐
𝑀

𝑐=1
)

𝑁

𝑖=1
 (2.7) 

where M is the number of classes, bi,c the binary indicator (0 or 1) that element i is in class c and 

pi,c the predicted probability by the CNN that element i is in class c. The CEL is positive, and a 

perfect model would have a CEL of 0. During CNN and NN training, a fraction of the training 

dataset, distinct from the validation set” is kept aside for early stopping check. 

Other metrics used for the literature review (Sections 2.3 & 2.4) include: (i) the mean 

absolute error (MAE), where the absolute difference between the actual and predicted values 

used in the RMSE formula, and the maximum relative errors (REmax) for regression tasks; (ii)the 

intersection over union (IoU),54 mean average precision (mAP) or the Dice coefficient,55 which 

measure the overlap of a predicted region with the ground truth, for localisation tasks; and (iii) 

the structure similarity index (SSIM),56 which compares the luminance, contrast and structure 

components of two images for segmentation or denoising tasks. 
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In this thesis, the computer used for training has an Intel® Xeon® W-2145 processor, a 

central processing unit of up to 3.70 GHz, and a random-access memory of 64 GB. An NVIDIA 

Titan V graphical processing unit was used for training the deep learning models. The ML 

methods were implemented using Python, with the packages DEAP,57 Scikit-learn58 and 

Pytorch.59 

2.3 Data-driven modelling and characterisation 

Big data analytics is key in reducing costs and improving decision-making in solar cell 

production lines. Different types of measurements and machine learning can be used to provide 

insights for PV manufacturers and researchers. In this section, the previous research works 

done on ML-assisted process optimisation, device investigation, and manufacturing line 

assessment are discussed. 

2.3.1 Process optimisation 

Optimising processes in Si solar cell manufacturing are valuable in improving the 

performance of mass-produced cells. ML regression models and optimisation approaches have 

been used for this purpose. This section discusses recent applications of ML in the optimising 

process involved in the manufacturing of Si solar cells. 

Early studies on ML-assisted process optimisation have been done by Kayabasi et al.60, 61 In 

their first paper,60 they determined the optimum parameters of a diamond wire saw cutting 

machine for Si ingots. Twenty-eight experiments were conducted to obtain data on different 

combinations of spool speed, z-axis speed and coolant oil, as well as their corresponding surface 

roughness. These data were used to train an NN which resulted in a 1.43% MAE in predicting 

the surface roughness. A parameter sweep was done to select the best configuration that would 

output the lowest surface roughness. However, no validation of optimum parameters was 

made.  A similar approach was taken in their second paper61 wherein they tried to optimise 

nano-etching parameters to obtain the lowest surface reflectance of Si wafers. They conducted 

32 experiments with varying masking and etching durations of n-type mono-Si wafers. The 

masking duration and etching duration were both used as inputs to the NN, while the surface 

reflectance was used as a target output. The trained model resulted in an MAE of 1.01%. The 

optimum process parameters were determined through a parameter sweep and results were 

validated through experiments. 
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These studies were followed by Ozturk et al.62, 63 Their work focused on the optimisation of 

the lapping or refining process of Si wafers. In their first paper,62 they conducted 218 lapping 

operations to train their NN. Input parameters were rotation speed, lapping duration, and 

lapping pressure while the output parameter was the surface roughness. A parameter sweep 

was used to find the parameters that would minimise the surface roughness. Lastly, to validate 

their results, a scanning electron microscope was used to investigate the surface of the sample 

produced from the optimum process. In their second paper,63 they did fewer experiments 

where only the rotation speed and lapping duration were varied. They replaced the NN with 

several nonlinear regression models that resulted in a maximum R2 of 0.997. They also 

improved their optimisation approach by implementing the differential evolution algorithm 

(DEA), Nelder-Mead algorithm (NMA), random search algorithm (RSA), and simulated 

annealing algorithm (SAA). RSA and DEA had the best performance among the four, however 

the results were not validated through experiments or numerical simulations. This paper was 

the first study on stochastic optimisation of surface roughness of Si wafers. 

Qi et al.64 used a combination of NN and genetic algorithm (GA) to optimise parameters in a 

Czochralski Si (Cz-Si) crystal growth process. They used a global heat and mass transfer model 

through in-house software to generate 50 samples which they verified via experimentation. An 

NN was trained to replace the numerical transfer model: the inputs were the crystal rotation 

rate and crucible rotation rate, while the outputs were the average oxygen concentration and 

deflection of the interface. The REmax were 5.27% and 5.19% for the two outputs. Since there 

are two outputs, a two-objective optimisation approach was used, and the cost function was the 

equally weighted sum of the two NNs. Optimum parameters were further validated with the 

global heat and mass transfer model. Reductions of 19.92% and 4.43% were observed in the 

deflection of the interface and the average oxygen concentration respectively.  

Rachdi and Hoffman65 used a different approach for optimising the plasma-enhanced 

chemical vapor deposition (PECVD) of silicon nitride (SiNx). Optical emissions spectroscopy 

(OES) measurements were used to predict SiNx layer properties (thickness, refractive index, 

bond densities) through linear fitting. The regression model has a REmax of 10.3% for thickness, 

1.7% for refractive index and 35.8% for bond densities. They extended their model by 

correlating OES measurements with process parameters. Then, they implemented a parameter 

sweep to obtain ideal parameters.  They discovered that optimum layer properties can be 

achieved by increasing the power and decreasing the number of gases. 
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Lastly, Wagner-Mohnsen et al.66 focused on optimising a POCl3 diffusion process. Sentaurus 

was used to generate 2,400 sets of data. A gaussian regression (GR) model was then trained to 

predict the solar cell efficiency using input parameters: time, temperature, etch depth, and 

finger pitch. They implemented a five-fold cross validation method and the resulting RMSE is 

0.085%. To determine the optimum process parameters, the GR model was used as an objective 

function of a GA. After around 150 iterations, the final input parameters improved the solar cell 

efficiency to around 23.4%. 

It was seen that ML can be used to optimise different processes in manufacturing solar cells. 

In terms of data, early works have relatively small experimental datasets (<100), but the 

accuracy of their regression models were acceptable. Conversely, recent work like Wagner-

Mohnsen et al.66 made use of simulations that allowed them to generate large datasets (>1000), 

and in ML, larger datasets are preferred as they can be used to train more generic and accurate 

models. Generally, different regression algorithms were used but more advanced algorithms 

like NN are favoured over simpler regression. It can also be observed that there is no common 

metric for assessing the accuracy of the regression model. 

Table 2.1 - Research works on ML-assisted process optimisation (*calculated from data given). 

To date, most optimisation approaches have used a parameter sweep. This may work if only 

a few input parameters are being optimised, however, when more input parameters are being 

investigated, stochastic optimisation algorithms like GA are preferred to take into account 

various interactions between the input parameters. The majority of the studies did not validate 

their results with experiments nor simulations, which is recommended to enable further 

investigation of the results and strengthen the claim of the research. Furthermore, publishing 

Reference Year Focus 
Regression 

model 
Accuracy 

Optimisation 
approach 

Kayabasi et al.60 2017 
Diamond wire 

saw cutting 
NN 

MAE = 1.43%* 
R2= 0.993* 

Parameter 
sweep 

Kayabasi et al.61 2018 
Wet chemical 

etching 
NN 

MAE = 1.01%* 
R2 = 0.999 

Parameter 
sweep 

Ozturk et al.62 2018 
Wafer lapping 

process 
NN 

MAE = 2.72%* 
R2   = 0.998* 

Parameter 
sweep 

Ozturk et al.63 2018 
Wafer lapping 

process 
Non-linear 
regression 

R2 = 0.997 
DEA, NMA, 
RSA, SAA 

Qi et al.64 2020 
Cz-Si crystal 

growth 
NN 

REmax = 5.27%, 5.19% 
R2 = 0.974* 

GA 

Rachdi & 
Hofmann65 

2021 PECVD 
Linear/ Non-

linear regression 
REmax = 10.3%, 1.7%, 

35.8% 
Parameter 

sweep 
Wagner-

Mohnsen et al.66 
2021 

POCl3 
diffusion 

GR RMSE = 0.085% GA 
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the code and/or datasets is uncommon. Making resources publicly available aids other 

researchers to further develop and validate their work. Table 2.1 presents a summary of 

research on ML-assisted process optimisation. 

2.3.2 Physics-based device investigation 

Solar cells have a complex structure with several factors contributing to their performance. 

Design investigation allows researchers and manufacturers to understand different loss 

mechanisms and further optimise solar cell performance. ML techniques have been 

implemented to reduce the time and labour requirements for device investigation. This section 

presents physics-based and data-based ML applications in this area.  

ML has been used to model the physics of different aspects of a solar cell and solar 

characterisation techniques. The following studies feature a wide range of objectives from 

modelling computationally expensive characterisation techniques to simplifying the 

optimisation process of solar cell design with the assistance of ML. While these studies are quite 

varied, they all show that ML is applicable in many different aspects of solar cell 

characterisation and design optimisation pipelines by replacing or enhancing existing physics 

models. 

Aiello et al.67 applied a parallel self-adaptive low-high evaluation evolutionary algorithm 

(PSALHE-EA) to optimise the structure of a thin-film Si solar cell. Parameters that were 

investigated were the radius and location of silica and silver nanoparticles on top of the cell. 

They developed an objective function based on finite element method (FEM) simulations for 

light scattering to maximise the efficiency and at the same time, minimise the amount of silver 

nanoparticles. Through the PSALHE-EA, the proposed optimum designs for varying cell 

thicknesses yielded suitable efficiency values with minimal silver consumption. 

Kaya and Hajimirza68 aimed to replace finite difference time domain (FDTD) simulations 

with ML. Usually, simulations using FDTD are used for wide bandwidth studies, which can be 

computationally expensive. Studying the optimal design for thin film amorphous Si (a-Si) solar 

cells, the authors used a trained NN to predict the external quantum efficiency (EQE) of the 

simulated cells as a surrogate model in place of FDTD. The total training dataset consisted of 

1,000 simulations using FDTD, and CV  with four folds was used to train the NN to replace FDTD. 

The design of the a-Si solar cell was optimised using SAA and the quasi-Newton method. While 

it isn’t clear if there was a separate test set after identifying the optimum NN structure, the 
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trained model allowed the optimisation procedure to be 20 times faster than using FDTD to 

simulate the EQE of the solar cell design. 

Hamedi et al.69 aimed to predict the spectral absorption of nanowires used on solar cells. 

Modelling of the absorption spectrum shows the effect of the pitch and radius of the nanowires 

on the performance of the solar cells. To replace FDTD, they trained an NN on data with the 

pitch and radius as input and the absorption spectrum as an output (200 values target vector 

across 300-500 nm). The optimised NN achieved a minimum RMSE of 0.017 nm on the 

simulated data, however, it is unclear if a validation or a test set was used in the training 

optimisation. The trained NN provided the output predictions much faster than the 

computationally expensive FDTD modelling approach. 

Bhattacharya et al.70 explored the two-dimensional domain for optimising solar cell 

metallisation designs. They initially formulated a mathematical model accounting for the front 

surface conductivity of solar cell as a function of the voltage and current. They developed 

SolarNet, a CNN-based power optimisation tool based on the physics of the surface. Their model 

was able to improve the efficiency by 3.5% (relative). The results demonstrated the superiority 

of the model in improving metallisation designs compared to traditional techniques, with 

results consistent under different busbar configurations. 

Table 2.2 - Research works on physics-based applications of ML-assisted device investigation. 

In summary, it can be seen that ML can be used to replace or enhance existing physical 

models when designing or investigating PV devices. ML-powered design optimisation is a 

common application in this area, and it has also been prominent in organic PV and other more 

complex solar cell structures. While the ML objectives described in this section are quite varied, 

Reference Year Focus Physics model ML model Main results 

Aiello et al.67 2017 

Optimise the sizing 
and positioning of 

silica and silver top 
cell nanoparticles 

FEM simulations 
on light scattering 

PSALHE-EA 
Improved efficiency 
with minimal silver 

usage 

Kaya and 
Hajimirza68 

2018 
Optimise the cell 

geometry of a-Si cells 

FDTD simulations 
on optical 

absorptivity 

ANN, SAA, 
quasi-

Newton 

Improved EQE by 
25%-50% 

x20 modelling 
speed 

Hamedi et 
al.69 

2019 

Replace FDTD 
simulations when 

modelling nanowire 
solar cells 

FDTD simulations 
on 

electromagnetic 
absorption 

NN RMSE = 0.017 nm 

Bhattacharya 
et al.70 

2021 
Optimise the 

metallisation design 

2D solar cell 
conductivity 

model 
CNN 

3.5% relative 
efficiency 

improvement 
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NNs were the preferred ML algorithm. Due to the wide range of ML objectives discussed in this 

section, it was difficult to identify a common metric that could be used for each study. However, 

as RMSE and R2 are common staples in ML regression tasks, studies that aim to replace existing 

physics models should use these metrics when comparing the ML produced data with the 

physical model. It was also unclear whether all the studies discussed in this section utilised 

validation/ test sets to validate their results, which is strongly recommended to reinforce the 

claims made in the research papers. Finally, as suggested previously, publishing of code and/or 

datasets, a useful approach to allow other researchers to reproduce or further develop the same 

or similar ML applications, is not often practised. Table 2.2 presents a summary of the research 

discussed in this section. 

2.3.3 Data-driven modelling for devices 

Characterisation techniques are used to analyse solar cells and infer their underlying 

material properties. Over the last few years, different studies have built ML models using 

experimental measurements, instead of physical models. The resulting models have been 

employed for regression, inference, and data reduction purposes. 

Ripalda et al.71 demonstrated the ability to improve the estimation of the yearly averaged 

efficiency of multi-junction solar cells. The yearly average efficiency is defined as the yearly 

energy yield per unit area divided by the time integrated solar irradiance of different solar 

spectra throughout the year.71 Typical yearly spectra datasets involve 20,000 solar spectra that 

account for differing sun positions and atmospheric phenomena. The entire dataset is usually 

required to estimate the yearly average efficiency of multi-junction solar cells, and methods 

such as binning into typical spectra to reduce the dataset size for computational efficiency often 

overestimates the cell efficiency. This study aimed to use ML to achieve this dataset reduction. 

For each spectrum, their feature vectors were first reduced to 200 points via agglomerative 

clustering, which is a dimensionality reduction method. By utilising a k-means clustering 

model, applied to the dimensionally reduced spectra dataset, they obtained a set of less than 30 

proxy spectra which can be used to estimate the yearly average efficiency of the cells optimised 

in the study. It was shown that the agglomerative k-means clustering proxy spectra dataset 

resulted in less than 0.3% efficiency overestimation, compared to the typical binning process 

of the yearly spectra dataset, which resulted in over 1% efficiency overestimation. Both data 

and code have been made available for others to utilise these results, as well as their code to 

estimate the yearly average efficiency of multi-junction solar cells. 
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Kumar and Maheshwari72 demonstrated the capability of using RF and gradient boosting 

classifiers to identify defects normally found in EL images using I-V measurements. The total 

dataset consisted of 6,051 module I-V and EL measurements of fielded modules of differing cell 

technologies. The study involved extracting features such as typical I-V parameters as well as 

statistical features such as the skewness, kurtosis, and entropy of the current and voltage of the 

I-V curve. These features were input to the ML models with the goal of categorising the EL 

images into different defect classes. It was shown that the RF and gradient boosting classifiers 

achieved an F1-score of 91.2% and 97% respectively. While this study draws similarities to the 

studies discussed in Section 2.4, it provides a novel method to classify the defects found in EL 

images without inputting any EL features to the models, hence showing that the ML models are 

capable of correlating the effect of these defects with I-V measurements. 

Grau-Luque et al.73 predicted the thickness of aluminium oxide (AlOx) deposition by spatial 

atomic layer deposition (S-ALD) on different substrates using unsupervised ML. The study 

focused on proposing a new characterisation method for S-ALD on flexible PV modules, which 

involved 30×30 points of normal reflectance measurement profiles. The samples consisted of 

AlOx layers deposited on copper indium gallium selenide (CIGS) and Si cells as well as 

backsheet material with distinct thicknesses. The resulting measurement points were 

converted to a control parameter. Principal component analysis (PCA) and linear discriminant 

analysis (LDA) were used to categorise the individual control parameter measurement points 

into the separate classes associated with the thickness of the AlOx layers of the samples. It was 

found that different illumination sources and different reflectance measurement profiles lead 

to differing classification results where PCA-LDA achieved 98% accuracy with a halogen lamp 

source and 72% accuracy with an LED source. 

Zhu et al.74 modelled the effect of front and rear passivating film layers on PERC solar cells 

using ML.74 They studied the passivating effects of silicon oxide (SiOx) and SiNx layers on both 

the front and rear of thin (100 µm) PERC solar cells, with the assistance of NNs. The film layers 

investigated were a SiOx/SiNx/SiNx front structure and SiOx/SiNx rear structure. The thickness 

of the five layers was the input to the NN with cell efficiency as the target output. From a training 

dataset of 139 simulated cells, the NN learned the correlation between the thicknesses of the 

thin film layers and the efficiency of the resulting cell. In a small test set of 17 cells, the NN 

achieved an RMSE of 0.22% and R2 of 0.984. The authors also showed that of the input features 

(film layers), the two front SiNx layers had the largest effect on the NN’s efficiency predictions. 
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The analysis of measurements from PV devices is often used to identify key performance or 

characteristic metrics that define the investigated devices.  Despite the papers above having 

different ML objectives, a common approach was to collect large datasets and then use ML to 

infer the relationships among different parameters. The common prediction metrics used here 

are the RMSE, R2 value or simply the percentage difference from the true value. However, for 

the studies such as the AlOx layer thickness classification task,73 where there may be class 

imbalance, F1-score is preferable. Furthermore, as suggested in other sections of this review, 

sharing code, trained models, and/or datasets would enable other researchers to reproduce the 

results, further develop the ML methodology, or apply it to novel applications. Table 2.3 

summarises the studies discussed in this section. 

Table 2.3 - Research works on data-driven applications of ML-assisted device investigation. 

2.3.4 Hybrid-powered applications 

ML models become more robust as more data are fed to them. Several studies have built and 

validated ML models through a combination of physics models and actual measurements. This 

section presents these studies in detail. 

Peshek et al.75 developed localised polynomial regression models to automatically detect 

anomalous behaviour in fielded modules. They gathered two datasets: one through simulation 

using the diode model in LTspice76 to simulate I-V curves of 60 and 72 cell modules with zero, 

one, or two bypass diodes activated, while the other dataset consisted of over 1.5 million I-V 

curves collected from fielded modules over 500 days from a single solar farm. Using both 

datasets, local polynomial regressors were fit to first identify ‘change-points’ (inflections) in the 

I-V curve, which is usually correlated to the bypass-diode activation in the module. Additional 

polynomial regression lines were used to estimate the current, voltage, and I-V curve slopes at 

Reference Year Focus 
Experimental 

data 
ML model Main results 

Ripalda et al.71 2018 
Clustering spectral 

variations for estimating 
yearly average efficiency 

Spectral 
dataset 

NN 
<0.3% efficiency 
overestimation 

Kumar and 

Maheshwari72 
2021 

Classifying EL defects 
from IV measurements 

I-V 
measurements 

RF and 
gradient 
boosting 

F1-score = 97% 

Grau-Luque et 

al.73 
2021 

Predicting the AlOx layer 
thickness 

Normal 
reflectance 

PCA-LDA 
98% accuracy with 

halogen illumination, 
72% with LED 

Zhu et al.74 2022 
Predicting efficiency 

from front and rear film 
design 

Thickness of 
solar cell 

layers 
NN 

RMSE = 0.22% 
R2 = 0.984 
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each change-point. These slopes and change-point features were then used to classify the 

different I-V curves as type I, II, or III, which are the number of change-points and hence 

activated bypass diodes identified in the I-V curve. As a result, the authors show that the 

heterogeneity of the solar farm could be studied using large amounts of I-V data. Over an 

experimental five days of I-V data collection of 288 curves per day, the regression models 

identified that a small population of I-V curves were type II or III every day of the study. This 

highlighted that modules of a solar farm may always be heterogeneous, such that there will 

always be activation of bypass diodes in the modules throughout the day, leading to uneven 

degradation of modules over the lifetime of the solar farm.  The use of ML was not parameter 

regression, rather the modelling of PV modules in conditions outside the usual one or two-diode 

model and highlighting the significance of big data collection from solar farms. Furthermore, no 

metrics were provided as to the accuracy of the type classifications of the I-V curves, nor the 

number of change-points identified by the regression models. The authors conclude that using 

such large amounts of I-V data will provide insights into the heterogeneity of the performance 

and hence, future degradation of solar farm installations. 

Ma et al.77 investigated the ability of linear regression to automatically and accurately extract 

I-V parameters from light I-V measurements of PV modules under different bypass diode 

conditions. Upon activation of the bypass diodes of a PV module, the I-V curve will show 

characteristic steps in the current output. I-V curves were simulated using the one-diode model, 

splitting the steps in the curves, and treating them as separate I-V curves. Linear regression 

upon a “five-point” moving window was applied on the different steps of the curve and the Isc, 

Voc, Rs, Rsh, Pmp, and FF were reported for each step of the I-V curves. The proposed method 

achieved MAEs of 2% for Isc, 0.5% for Voc, 21.10% for Rs, 24.65% for Rsh, 3.43% for Pmp, and 

2.9% for FF from 2.2 million I-V curves of PV modules, including measurements reported by 

Fraunhofer-ISE laboratory.78 

Wagner-Mohnsen and Altermatt79 used a combination of numerical device modelling, 

machine learning, and statistics to understand how different material properties and process 

variations influence the performance of industrial PERC cells. They initially simulated 400 

PERC cells through Sentaurus. In each simulation, they varied the following material properties: 

wafer resistivity, emitter doping, front recombination velocity, SRH lifetime, dimensions of 

front metal finger, BSF depth, and rear passivation quality. With these, they extracted the 

corresponding I-V parameters. GR, RF and SVM were trained to replicate Sentaurus 

simulations. The GR model yielded the most accurate results in terms of RMSE with values for 
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the short-circuit current density (Jsc), Voc, FF, and efficiency of 0.026 mA/cm2, 0.372 mV, 

0.017%, and 0.018% respectively. They matched the GR model results with 15,722 actual PERC 

measurements to trace back material properties of these cells. Through their approach, they 

were able to determine and compare the material properties of cells from the lowest efficiency 

bin to the highest efficiency bin. 

Lastly, Olikh et al.80 demonstrated the prediction of iron (Fe) impurity characteristics. The 

concentration of Fe in Si cells was predicted from the ideality factor extracted from simulated 

dark I-V curves. The authors simulated dark I-V curves in the computational software, SCAPS-

1D, by sweeping temperature, bulk doping boron (B) concentration, Fe concentration, and base 

thickness and fit the ideality factor using the one diode model. It was assumed that the change 

in the extracted ideality factor was only associated with Fe and Fe-B impurities in the bulk of 

the solar cell. The NN was capable of predicting the Fe concentration with RMSE = 0.54 and 

R2 = 0.813. Furthermore, the ideality factor caused by only Fe can be decoupled by two I-V 

measurements and intense illumination to dissociate the Fe-B pairs. This procedure was done 

to obtain the decoupled ideality factor of Fe and used as an extra feature to re-train the ANN. 

The resulting model achieved better results of RMSE = 0.138 and R2 = 0.948, however it 

requires the users to conduct the extra measurements. 

Table 2.4 - Research works on hybrid applications of ML-assisted device investigation. 

The majority of hybrid-powered applications in this field are focused on parameter 

extraction that satisfy both physics models and experimental measurements. I-V 

Reference Year Focus Data source ML model Main results 

Peshek et al.75 2016 
Classifying atypical 
diode behaviour in 

fielded modules 

LTspice 
simulations; I-V 
measurements 

Polynomial 
regression 

N/A 

Ma et al.77 2019 
Extracting I-V 

parameters of PV 
modules 

One-diode model 
simulations;  I-V 
measurements 

Moving 
window linear 

regression 

MAE of: 
Isc : 2% 

Voc : 0.5% 
Rs : 21.1% 

Rsh : 24.65% 
Pmp : 3.43% 
FF : 2.90% 

Wagner-
Mohnsen and 

Altermatt79 
2020 

Inferring material 
properties of PERC 

cells 

Sentaurus 
simulations; I-V 
measurements 

RF, SVM, GR 

RMSE of: 
Jsc : 0.026 mA/cm2 

Voc : 0.372 mV 
FF : 0.017% 

Efficiency : 0.018% 

Olikh et al.80 2022 

Extracting iron 
concentration from 

dark I-V ideality 
factor 

SCAPS-1D 
simulations; I-V 
measurements 

Custom deep 
NN 

RMSE = 0.138 
R2 = 0.948 
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measurements are one of the standard tools in characterising solar cells, thus they were used 

by all the presented studies. Different approaches were also observed in building of ML models. 

As an example, Peshek et al.75 trained their models on both theoretical simulations and 

experimental measurements for classification purposes whereas, Wagner-Mohnsen and 

Altermatt79 trained their models solely on theoretical simulations for developing a digital twin 

and then extended their analysis by validating their ML model on experimental measurements. 

ML algorithms in this area are becoming more sophisticated as they transition from simple 

polynomial regression to deep NN. However, there is still no standard evaluation metric that 

was observed for regression models. A summary of the studies is presented in Table 2.4. 

2.3.5 Manufacturing line assessment 

Quality control ensures manufactured solar cells comply with industrial standards. In PV 

manufacturing lines, non-compliant cells are rejected while compliant cells are binned 

according to their performance.23 This section discusses research works in which ML has been 

used to investigate sources of variance in solar cell performance, identify anomalies in a 

manufacturing line, and monitor real-time manufacturing processes. 

Wasmer et al.81 studied the impact of material and process variations on the efficiency 

distribution of mc-Si PERC cells. They matched efficiencies and corresponding parameters of 

800 fabricated cells through Sentaurus simulations. A GR model was trained based on 

simulation results to generate more data. With a ten-fold CV, the accuracy of the trained model 

was R2 = 0.998 and MAE = 0.022%. The generated data was investigated using a variance-based 

sensitivity analysis where material- and process-related parameters were ranked according to 

their impact on the efficiency variance. Through their approach, they discovered that 68% of 

the efficiency variance is material- related while 22% is process-related, explaining 90% of the 

overall variance. Their results provide insights into which material and process parameters 

need to be adjusted accordingly. 

Klöter82 proposed another approach to identify sources of variance in solar cell performance. 

For this, he analysed 200,000 cell measurements from an actual production line. For each cell, 

56 parameters (e.g., inline measurements, wafer position in batch) were investigated. SVM 

models with a radial basis function kernel were trained on these parameters and their 

corresponding electrical parameters. Though no accuracy metrics were defined, he presented 

a histogram on the difference between the measured and predicted Voc. 90% of the predicted 

values have errors of less than 0.9 mV. The trained weights of each input parameter from the 
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SV model were used to rank the influence of each on the variance in solar cell performance. His 

results show that the highest impact is attributed to wafer material parameters. 

Evans and Boreland83 applied structural equation modelling (SEM) and commonality 

analysis on standard manufacturing line measurements to understand the relationships 

between parameters and their impact on the variability in solar cell performance. Examples of 

parameters examined were grid finger width, recombination, device layer resistivity and 

electrical performance. They presented four case studies: (1) investigation of the grid finger 

width, (2) impact of resistance and recombination on the efficiency variance, (3) variance 

analysis with mid-line data, and (4) evaluation of the resistivity device layers and contact grid 

resistance. The fourth case study was applied in a production environment and aided 

manufacturers to identify inconsistent cells in their line.  

Arena et al.84 implemented Monte-Carlo and PCA to detect anomalies in a PV manufacturing 

line. Monte-Carlo simulations were first used to pre-process sensor measurements from 

different stations in the line. A PCA-based anomaly detection model was then trained using data 

during normal operation. In addition, a key performance indicator was assigned to each sensor. 

Their approach was tested in different scenarios and demonstrated the ability to identify 

anomalies on unseen data. Assuming that their approach is implemented on the whole 

manufacturing line, they estimated a downtime reduction of 1-2%. 

Kunwar et al.85 implemented ML on two-dimensional measurements, i.e. synchrotron 

radiation images, in PV ribbon fabrication. Their goal was to automatically detect interfacial 

microstructures from thousands of images. Data augmentation was first used to increase the 

size of their dataset. Then, they used CNNs to detect bubbles and intermetallic compounds from 

the images. Their models showed a validation accuracy of over 95%, which demonstrated their 

feasibility for actual process monitoring in manufacturing lines. 

Pei et al.86 applied a combination of factor analysis, SVM and particle swarm optimisation 

(PSO) to investigate the different loss parameters and their contribution to the variance in 

machining quality. Results in the optimisation space were looped back to the physical space, 

enabling optimisation and control in the actual manufacturing line. 

Wasmer et al.87 also implemented ML methods to decompose sources of efficiency variance 

of p-type Cz-Si wafers. For this, they analysed about half a million cells with around 300 

measurements (e.g., anti-reflection coating thickness, emitter sheet resistance) per cell. An 

ensemble of decision trees was trained on this data (R2 = 0.84). Since features can be highly 

correlated with each other, hierarchical clustering was implemented to group similar features.  
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Through their approach, the top 20 features/clusters that have an impact on efficiency were 

identified. Further investigation included studying the temporal impact of each of these 

features on the efficiency. ML-assisted manufacturing line assessment studies span across 

various applications and datasets. 

These works applied advanced statistics, machine learning, and deep learning to achieve 

their objectives. The majority of the research works are focused on identifying different sources 

of efficiency variance where no accuracy metric has been defined. Other studies were focused 

on anomaly detection in manufacturing lines where downtime reduction84 and classification 

accuracy85 have been used to evaluate the models developed. It was also seen that large 

datasets are important elements in these studies. These data are often private but there are 

some researchers that started publishing their data,88 making it accessible to more researchers 

in the field. It is highly encouraged to share data. A summary of the studies is presented in 

Table 2.5. 

Table 2.5 - Research works on ML-assisted manufacturing line assessment. 

2.4 Deep learning for luminescence imaging 

In this section, it will be shown how deep learning powered EL and PL analysis can meet the 

challenges of the growing PV industry by exploring applications on defect classification, defect 

Reference Year Focus ML model Main results 

Wasmer  et al.81 2017 
Identifying sources of 

efficiency variance 
GR, variance-based 
sensitivity analysis 

90% of measured 
variance in 

efficiency explained 

Klöter82 2018 
Identifying sources of 

efficiency variance 
SVM 

High accuracy in 
model prediction, 

fast identification of 
variance sources 

Evans and 
Boreland83 

2018 
Identifying sources of 

efficiency variance 
SEM, commonality 

analysis 

Detailed proportion 
of different sources 
of variance, flagged 

anomalies in a 
production line 

Arena et al.84 2021 
Detecting anomalies during 

PV manufacturing 
Monte-Carlo, PCA 

Estimated 1-2% 
downtime reduction 

Kunwar et al.85 2021 
Detecting defects during 

solar PV ribbon fabrication 
CNN Accuracy = 98% 

Pei et al.86 2021 
Quality monitoring and 

control of series solar cell 
production line 

Factor analysis, 
SVM, PSO, etc. 

Detailed insights on 
quality loss 

mechanisms 

Wasmer  et al.87  2021 
Identifying sources of 

efficiency variance 

Decision trees, 
Hierarchical 

clustering 

Top 20 sources of 
variance were 

identified 
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detection and segmentation, and other novel uses. Although some of the recent works involve 

traditional ML algorithms on EL or PL image analysis, usually through building a feature 

descriptor of the image,89–92 the same authors and most of the community is moving towards 

deep learning-based solutions, usually involving CNNs. Therefore, this section will mostly focus 

on these more advanced algorithms. ML and deep learning algorithms can be trained on 

classification tasks, such as finding cell defects in EL and PL images. The usual defects, such as 

cracks and finger failures, come from cell manufacturing. To prevent performance and 

reliability issues in installed PV systems, these types of defects need to be identified during or 

after cell processing and before module manufacturing. Other defects (potential or light 

induced degradation, delamination, glass breakage or soiling) are caused by environmental 

stress and are identified in module EL or IRT imaging. 

2.4.1 Classification of defects 

To train an algorithm on a classification task, a labelled dataset is required. Large datasets 

(>1000) are preferred so that algorithms will have better performance and lower overfitting 

error. However, labelling large datasets can be time-consuming and expensive. 

A dataset containing 2,654 mc-Si and mono-Si EL images, extracted from 44 modules, was 

published in 2018 by Buerhop-Lutz et al.93 The dataset, referred to as the ELPV dataset, is 

available on Github.93 Each image in the dataset is 300×300 pixels and is annotated as 

Functional or Defective. 

The ELPV dataset was first used by Deitsch et al.94 for defect classification. They applied a 

CNN (VGG) as a feature extractor and an SVM for the classification task. They achieved an F1-

score of 88.4% and compared their results to a non-deep learning approach involving feature 

engineering and an SVM classifier achieving an F1-score of 82.4%. Their study pioneered in 

demonstrating the superiority of automated feature extraction through a CNN compared to 

handcrafted features. Several groups later used the ELPV dataset for the comparison of deep 

ML models. Akram et al.95 introduce data augmentation techniques (random horizontal, vertical 

flipping, contrast operations) to increase the size of the ELPV dataset. Their architecture was 

also based on the VGG CNN with a reduced number of layers and achieved a 92.2% F1-score. 

The data augmentation was shown to increase the accuracy by 6.5%.95 Acharya et al.96 

relabelled the dataset into four classes (‘no defect’, ‘micro defect’, ‘large defect’, and ‘low 

resolution defect’). They then trained a custom CNN architecture achieving a 73.8% F1-score, 

better than the results achieved by a VGG16 classifier (65.0% F1-score) on the same dataset. 
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Their custom CNN was based on a Siamese CNN where the left and right side of the EL image 

was passed to separate twin pipelines of the CNN. 

Ge et al.97 introduced another approach, adding a fuzzy inference system element to the 

convolutional kernel of the CNN, increasing the F1-score from 80.0% (VGG) to 82.0% (hybrid 

fuzzy CNN). However, they mentioned that the performance could be significantly better with 

larger datasets. Finally, Demirci et al.98 returned to the CNN feature extractor approach, 

combining the features extracted by multiple CNN architectures, reduced the number of 

features using a minimum redundancy maximum relevance method and fed the resulting 

feature vectors into an SVM classifier for an F1-score of 95.5% on the binary classification in the 

ELPV dataset. The same method with a single CNN architecture (VGG) resulted in a lower F1-

score (91.9%), demonstrating that different CNN architectures learn to extract different 

features, and an ensemble method (combining algorithms) can improve the results, although at 

the cost of extra training time.  

A summary of the results on the ELPV dataset is shown in Table 2.6. In a span of three years, 

deep learning-based algorithms are improved at the defect classification task with a learning 

curve from 88.4% to 95.5% F1-score. These values are higher compared to the performance of 

the SVM classifier on custom features for the same task with an 82.4% F1-score. 

Table 2.6 -  Defect classification F1-score results on the ELPV dataset. 

In a different study by the ELPV publishing group, Bartler et al.99 extended the dataset from 

44 to 1,366 modules resulting in an unbalanced dataset of 98,280 cells with only 3.4% defective 

cells. As a result, data augmentation techniques (random horizontal and vertical flipping) and 

resampling have been used to balance the dataset. A CNN based on the VGG network was 

trained to classify the cells, achieving an F1-scores of 93.0%, a significant improvement to the 

work of Deitsch et al.,94 showcasing the importance of large dataset to train deep learning 

algorithms. However, the extended dataset was not published by the authors. 

Reference Year ML model Classes F1-score 

Deitsch et al.94 2019 
Custom features + SVM 
CNN(VGG) + SVM 

functional; defective 
82.4% 
88.4% 

Akram et al.95 2019 CNN(VGG) functional; defective 92.2% 

Acharya et al.96 2020 
CNN(Custom) 
CNN(VGG) 

no defect; micro defect; large 
defect; low resolution defect 

73.8% 
65.0% 

Ge et al.97 2021 
CNN(VGG) 
CNN(Hybrid fuzzy) 

defective; maybe defective; 
maybe functional; functional 

80.0% 
82.0% 

Demirci et al.98 2021 
CNN(VGG) + SVM 
CNN(Ensemble) + SVM 

functional; defective 
91.9% 
95.5% 
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Larger datasets (not published) encouraged the training of more complex deep learning 

algorithms. For example, Ying et al.100 used 13,835 mc-Si cell EL images to train a custom CNN 

architecture as a feature extractor and used an RF to classify into six classes: ‘no defects’, ‘open 

welding’, ‘broken grid’, ‘solid black’, ‘shadow’, and ‘hidden crack’ with an F1-score of 93.0%. The 

authors trained a multi-channel CNN where the EL image was resized for each of the channels 

capturing simple to more complex features in each channel. Karimi et al.101 applied a CNN 

technique for defect classification of cells in PV modules that had undergone different lengths 

of damp heat exposure, introducing cracks and corroded defects. The authors showed that their 

custom CNN achieved 96% accuracy and compared it to a direct classification with RF (96%), 

and SVM (82%). The F1-scores were not reported, although as mentioned, F1-score is more 

meaningful to unbalanced datasets than accuracy. 

Table 2.7 - Defect classification F1-score and accuracy results on non-published dataset for classification 
tasks. 

Reference Year ML model Dataset Classes Performance 

Bartler et al.99 2018 CNN(VGG) ELPV (extended) functional; defective F1-score: 92.2% 

Ying et al.100 2018 CNN(custom) + RF 
13,835 mc-Si 
cells from 
module EL 

no defect; open 
welding; broken 
grid; solid black; 
shadow; hidden 

crack 

F1-score: 93.0% 

Karimi et 
al.101 

2019 
CNN(custom) 
RF 
SVM 

3550 mc-Si and 
mono-Si cells EL 

good; cracked; 
corroded 

F1-score: 98% 
F1-score: 96% 
F1-score: 82% 

Luo et al.102 2019 
CNN(SqueezeNet) 
CNN(AlexNet) 
CNN(ResNet) 

507 defective 
monoSi EL into 
40,000 GAN 
generated 
images 

grid fingers; 
material defect; 

microcrack; deep 
cracks 

Accuracy: 60.6% 
Accuracy: 74.7% 
Accuracy: 98.4% 

Tang et al.103 2020 
CNN(VGG) 
CNN(Custom) 

ELPV+Jinko 
1800 EL images 
with GAN 
augmentation: 
7400 

defect-free; micro-
crack; finger-

interruption; break 

Accuracy: 82% 
Accuracy: 82.5% 

 

To increase dataset sizes, and increase the defective to non-defective ratio, geometric data 

augmentation is commonly used.95 However, GANs can also be trained to generate a diversity 

of samples from a few examples of a defect class. With GANs, Luo et al.102 augmented a dataset 

of 507 defective mono-Si EL images into 40,000 generated images for each of the four classes 

(‘Grid fingers, ‘Micro-crack’, ‘Material defect’, and ‘Deep crack’). Multiple CNN architectures 

were then trained for the classification task and achieved accuracies of 98.42% (ResNet), 

74.73% (AlexNet), and 60.6% (SqueezeNet). Although the F1-scores were not reported, they 
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are expected to be close to the accuracies due to the balanced nature of a GAN-generated 

dataset. However, the authors mentioned that due to disproportions of the original datasets 

toward the ‘grid fingers’ class, the trained CNN achieved lower accuracy for the other classes. 

This can be explained by the limited diversity of defect examples generated by the GAN for 

classes with fewer examples. Tang et al.103 also used GAN for data augmentation and trained a 

VGG CNN to classify four classes with 82% accuracy. The results for the non-ELPV datasets are 

summarised in Table 2.7. 

The ELPV dataset provides a clear way to benchmark new approaches or deep learning 

algorithms as they improve year on year, reaching a 95.5% F1-score with deep learning CNNs. 

Other datasets showed improvements in both F1-score and accuracies for multi-classification 

tasks since 2018 with the implementation of data augmentation strategies using GANs. Most of 

the recent work on defect classification focuses on the harder task of defect detection and 

segmentation. Having an effective segmentation can lead to much easier defect classification 

and the papers reviewed in the next subsection usually have a classification component. 

2.4.2 Defect detection in luminescence images 

Classification models can answer the question on the presence of defects in a solar cell 

luminescence image. Identifying where the defect is in the image is a different question that 

requires a different deep learning framework. To answer that question, algorithms can be 

trained on two different tasks: detection or segmentation. The goal of a detection algorithm is 

to output a bounding box, or region of interest, around the defects in the image. 

Defect detection algorithms are built on the faster region-proposal CNN (R-CNN) or the “you 

only look once” (YOLO) framework. A comparison of the different potential backbone for the R-

CNN in the task of surface defect detection in mc-Si EL images was performed by Liu et al.104 

The authors concluded that deep CNN structures perform the best, such as ResNet-101 with an 

mAP of 88.34%. The authors also improved on the R-CNN by adding a feature pyramid network 

(FPN) to increase the robustness of the feature extraction, achieving an mAP on their validation 

set of 89.97%. They also applied a guided anchoring region proposal network (GAR) which is 

used to adapt the shape and position of the bounding box to the feature of the defect, further 

increasing the mAP to 94.62%. Another classic deep learning-based detection algorithm, YOLO, 

is used by Zhang et al.105 for detecting broken, unsoldered or cracked cells in mc-Si cell EL 

images from modules. The authors conclude that YOLOv3, with an mAP of 82.5%, slides in 
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between the R-CNN (80.1%) and the R-CNN+FPN (82.9%). The authors also introduced a fused 

multi-channel CNN between the R-CNN and its FPN counterpart to achieve an mAP of 85.7%. 

Finally, to address issues of low detection precision of certain features, the authors employed 

a data-mining strategy gathering online EL images. A dataset expansion using gaussian noise 

filtering and image binarization technique was implemented by Xu et al.,106 labelling up to 

11,450 defects from 870 mono-Si cell EL images (dataset unpublished). The authors propose 

the use of a single-shot detection (SSD) algorithm built on the R-CNN+FPN framework, 

achieving an mAP of 73.4%, outperforming the classic R-CNN (68.2%) and YOLOv3 (62.2%). 

Contrary to Zhang et al.’s105 work, the R-CNN performs better than YOLOv3 on that particular 

dataset. Two papers from Su et al.107, 108 in 2021 drive the performance even higher with a 

couple of innovations in the deep learning model’s structure. Both papers are applied on the 

same dataset of 3,629 mono-Si cell EL images (unpublished) containing a high density of images 

of defects (~59%) such as cracks, finger failure and black core. Each EL image (10241024) is 

split into 1/8th patches (128128) to enhance the size of the dataset, keeping the high 

resolution of defects and lowering the training time. In the first paper,107 the authors upgrade 

the FPN approach with a bi-directional attention feature pyramid network (BAF) further 

moving the network’s attention away from non-important background features to relevant 

defect features. With the R-CNN+BAF, the authors achieved an mAP of 88.07% compared to 

78.79% for YOLOv3 on the same dataset. The improvement over R-CNN for the BAF (+4.96%) 

is significantly better than for the FPN (+2.5%) from Zhang et al.105 In the second paper,108 the 

authors improved the RPN by integrating a complementary attention network (CAN) for 

adaptive background feature suppression and defect feature highlighting, reaching an mAP of 

87.38%, an improvement of 4.28% over the classic R-CNN. The classic R-CNN from Su et al.107, 

108 performs significantly better (mAP: 83.11%) than YOLOv3 (mAP: 78.79%) agreeing with Xu 

et al.’s106 finding. 

The results of the deep learning algorithms for defect detection are shown in Table 2.8. The 

baseline of R-CNN as the go-to algorithm seems to hold across the reviewed paper, with 

improvement over the R-CNN leading to the best performance in the field. Incidentally, the 

development of high-performing defect detection algorithms can lead to high-performing 

algorithms for defect classification tasks, as shown by Su et al.,108 achieving an F1-score of 

98.47% with their R-CNN+CAN. Similarly to the previous defect classification sub-section, a lack 
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of published datasets constrains the authors to compare all the different algorithms on their 

dataset, making it more difficult to compare to the rest of the literature. 

Table 2.8 - Defect detection performance from deep learning models on luminescence images. 

2.4.3 Defect segmentation from luminescence images 

Another ML approach to answer the question of the location of a defect in a luminescence 

image is through semantic segmentation, i.e. a pixel-level classification task where the 

algorithm is charged to find all the pixels in the image corresponding to a defective area. 

In 2019, Mayr et al.109 trained a ResNet CNN for a classification task on the ELPV dataset as 

a surrogate task for segmentation. The authors achieved an F1-score of 83% for the 

classification, lower than the CNN models of Deitsch et al.94 and Akram et al.95 from the same 

year. However, the authors’ approach on the ResNet CNN differs from more classic CNN models 

as they modified the convolutional layers and removed the pooling layers to preserve the 

spatial information through the forward path of the CNN. The fully connected layer, which 

performs the classification into the different bins, is replaced with a convolutional layer, 

effectively outputting an activation map per classification bin. After training for the 

classification task, a thresholding method on the CNN’s activation map performs the 

segmentation. 

Rahman et al.110 trained a U-Net with a global attention block (GAB) for each U-Net level 

connection to weigh the important image features. The segmentation training of the U-Net was 

performed on 400 cell EL images with defects, achieving an IoU of 0.630. The addition of the 

GAB increased the performance to 0.648. Another type of attention technique was introduced 

Ref Year Model Dataset Detection of mAP 

Liu et al.104 2019 
R-CNN(ResNet) 
R-CNN+FPN 
R-CNN+FPN+GAR 

5,000 mc-Si cell EL surface defects 
88.34% 
89.97% 
94.62% 

Zhang et 

al.105 
2020 

YOLOv3 
R-CNN 
R-CNN+FPN 
Multi-channel R-CNN 

mc-Si cell EL from 
1462 modules and 
online data mining 

broken, unsoldered, 
cracked 

82.5% 
80.1% 
82.9% 
85.7% 

Xu et al.106 2021 
YOLOv3 
R-CNN 
R-CNN+FPN SSD 

870 mono-Si cell 
EL images 

scratch, broken gate, 
dark, pollution 

62.2% 
68.2% 
73.4% 

Su et al.107 2021 
YOLOv3 
R-CNN 
R-CNN+BAF 

3,629 mono-Si cell 
EL images in 1/8th 
patches 

cracks, finger 
failure, black core 

78.79% 
83.11% 
88.07% 

Su et al.108 2021 
YOLOv3 
R-CNN 
R-CNN+CAN 

3,629 mono-Si cell 
EL images in 1/8th 
patches 

cracks, finger 
failure, black core 

78.79% 
83.11% 
87.38% 
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by Jiang et al.,111 with the addition of the popular squeeze and excitation blocks (SE) which 

improved the accuracy and precision of the segmentation. The model was trained on a subset 

of ELPV (25 mono-Si and 25 mc-Si EL images with defects), achieving an IoU of 0.661 and a Dice 

coefficient of 0.480 without the attention SE blocks, and an IoU of 0.693 and a Dice of 0.541 with 

the attention SE blocks. 

Qian et al.112 implemented a segmentation approach combining CNN-based features and a 

stacked denoising autoencoder (AE). The model was trained on the ELPV dataset achieving a 

pixel-level F1-score of 46.88%. Similarly, Otamendi et al.113 used a CNN for classification and AE 

for the segmentation task of defects, achieving an SSIM of 0.992. The dataset used was a 

combination of the ELPV dataset and an additional 5,592 cell EL images from the authors’ 

industrial partners, including half-cut cell images. The additional images included different cell 

morphology such as heterojunction cells and half-cut cells, showing the potential application of 

deep learning techniques across the different PV technologies. 

More use cases of implementation of segmentation were performed by Pratt et al.,114 using 

a wide variety of cell EL images extracted from modules from manufacturing and post thermal 

and mechanical stress testing. The authors trained a U-Net to generate pixel-wise classification 

for multiple classes of defects, such as cracks and inactive areas. Despite the low number of 

images in the dataset (150 cell images including 30 in the validation set), the authors show 

qualitative agreement between the ground truth and predicted segmentation across the wide 

variety of cells in the dataset. Tian et al.115 compared three algorithms for the segmentation task 

on the ELPV dataset: CNN, U-Net, and U-Net++, a more complex U-Net with densely connected 

nested decoder sub-networks. The authors showed that the U-Net++ performed best with an 

IoU of 0.955 compared to the U-Net (0.929) and the CNN (0.892). This solidifies the trend 

toward U-Net as the framework of choice for segmentation tasks. 

A different approach for defect segmentation is taken by Ni et al.,116 looking to reconstruct 

defective EL images into defect-free images. The image difference then highlights the defective 

area and completes the segmentation task. The authors trained a deep belief network (DBN) 

for the reconstruction process on mc-Si cell EL images (dataset unpublished). An improvement 

on the reconstruction algorithm by implementing GANs is used by Su et al.,117 where the 

authors used the CycleGAN network and introduced a strong identity loss to translate images 

between defective and defect-free domains, achieving an IoU of 0.887. Balzategui et al.118 

introduced an automatic labelling deep learning approach based on GANs. Their approach 

enables detection of anomalous patterns on solar cells as unsupervised learning (no labelling 
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needed). This is based on the training of GAN on non-anomalous data and uses the difference 

in image between the original and reconstruction images as a segmentation and automatic 

annotation and labelling of the image. The performance comparison between the different 

reviewed papers for defect segmentation can be found in Table 2.9. 

Table 2.9 - Defect segmentation performance from deep learning models on luminescence images. 

Across the reviewed papers, the U-Net architecture seems the algorithm of choice for 

semantic segmentation, while the image difference approach, mainly with the use of GAN for 

the reconstruction step, is also promising. A future step would be to implement instance 

segmentation, where the algorithms need to separate the different instance of defects instead 

of just the defect class. A lack of agreement in the performance metric to report is seen in the 

case of segmentation, compared to detection (mAP) and classification (F1-score). IoU stands out 

as the most reported metric and should be systematically reported in future segmentation 

work. Finally, datasets are not published for segmentation either, making the ELPV dataset key 

for comparison with the literature. 

2.4.4 Other deep learning applications 

Deep learning applications from luminescence images also branch out along the value chain 

of PV manufacturing. On bare silicon wafers (pre-processing solar cell), Demant et al.119 

introduced a DenseNet-based CNN to predict the expected I-V characteristics of the full solar 

Reference Year ML model Dataset Metric Performance 

Ni et al.116 2018 
DBN+Image 
difference 

540 mc-Si EL images Qualitative - 

Mayr et al.109 2019 
CNN activation map 
with surrogate 
classification task 

ELPV Qualitative - 

Rahman et al.110 2019 
U-Net 
U-Net+GAB 

400 cell EL images with 
defects 

IoU 
0.630 
0.648 

Jiang et al.111 2020 
U-Net 
U-Net+SE 

Subset of ELPV IoU | Dice 
0.661 | 0.480 
0.693 | 0.541 

Qian et al.112 2020 CNN+AE ELPV Pixel F1-score 46.88% 

Otamendi et al.113 2021 AE 
ELPV and 5,592 EL 
images 

SSIM 0.992 

Pratt et al.114 2021 U-Net 
150 cells EL images 
from stressed modules 

Qualitative - 

Tian et al.115 2021 
CNN 
U-Net 
U-Net++ 

ELPV IoU 
0.892 
0.929 
0.955 

Su et al.117 2021 
GAN+Image 
difference 

540 cell mc-Si EL 
images 

IoU 0.887 

Balzategui et al.118 2021 
GAN+Image 
difference 

1873 cell mono-Si EL 
images 

Qualitative - 
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cell from the as-cut mc-Si wafers PL images. The authors extended their analysis of the PV 

production line using deep learning with dataset quality visualisation in a second paper.120 A 

third paper121 by the same authors introduced GANs for denoising the wafer images, further 

improving the prediction capability of the CNN. Fu et al.122 also used CNNs to predict the 

incident photon-to-electron conversion efficiency of mono-like cast Si from PL images of bare 

silicon wafers. Finally, Han et al.123 implemented R-CNN and U-Net for crack segmentation of 

bare silicon wafer luminescence images. 

On the other side of the PV manufacturing value chain, Karimi et al.124 used deep learning on 

module EL images and time-series I-V measurements to predict PV module power and series 

resistance when the modules are undergoing thermal cycling stresses. The authors 

demonstrated the capabilities of deep learning in predicting degradation mechanism in three 

different types of Si cells. Similarly, Hoffman et al.125 developed a deep learning-based method 

for determining the power at maximum power point of Si PV modules from on-site or indoor 

EL images. The dataset, containing 719 EL images at various stages of degradation from 137 

mono-SI and mc-Si modules, was published by the authors, under the name of ELPVPower125 

and can be used for reference in future work involving module EL image analysis or degradation 

prediction. 

Apart from luminescence imaging, deep learning techniques have also been used on different 

imaging techniques. Li et al.126 implemented defect classification on images in the visible light 

range taken by a drone flying over a PV power plant looking for defects such as dust shading, 

encapsulant delamination, glass breakage or yellowing. Similarly, Chen et al.127 looked at the 

visible light range of cells for defect classification using deep learning. Most of the non-

luminescence work resides on the analysis of IRT with deep learning classification methods 

done by Pierdicca et al.,128 Akram et al.,129 and Bommes et al.130 on module images, each with 

an increased complexity in the classification algorithms. A dataset of 20,000 labelled IRT images 

of modules with 11 classes was recently published, along with a defect classification 

implementation, by Fonseca et al.131 Su et al.132 also applied their attention mechanism 

innovation for detection of hot spots on IRT images. Finally, at the other end of the spectrum, 

Gilleland et al.133 implemented an SSD for defect detection on UVF images. 
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2.5 Summary 

This chapter reviewed the underlying concepts relevant to the thesis, from an overview of 

PV technologies and their characterisation techniques to the ML algorithms and training 

apparatus. An extensive review of ML for PV applications examined the use of ML for process 

optimisation, device investigation and modelling, and production line monitoring. A deep dive 

on the use of deep learning for luminescence images for defect classification, localisation and 

segmentation is then discussed. From the review and background, multiple areas of interest 

have been identified and will be presented in the subsequent chapters of the thesis. 

Solar cell research, manufacturing, and monitoring is heavily reliant on characterisation 

methodologies involving a range of different physical, analytical, and numerical modelling. The 

analysis of these characterisation measurements is used to inform the optimisation and 

assessment of production lines while also providing deeper understanding about the PV device 

under investigation. With the advent of larger datasets from monitoring systems or stronger 

computation to simulate those datasets, the use of ML has become a powerful tool to improve, 

replace, or innovate the characterisation of PV devices. In Chapter 3, large simulated datasets 

are used to solve parameter extractions with a useful characterisation technique, providing 

automated analysis of the characterisation technique while offering insights into the physics at 

hand. In Chapter 6, the optimisation of an entire simulated production line is undertaken, using 

ML to model the interactions of over 40 different process parameters to the output efficiency, 

providing a method to efficiently and rapidly find the optimum set of process conditions to 

manufacture high efficiency cells. 

The wealth of information contained in luminescence imaging is a wonderful medium to 

train deep learning algorithms. The main applications in the PV field have been focused on 

defect detection, localisation, and segmentation. Understanding what defects are present in 

your PV device helps manufacturers troubleshoot their production lines and ensure excellent 

quality and reliability. In this thesis, the aim is to go a step further and give quantifiable analysis 

from deep learning in terms of cell performance metrics. In Chapter 4, a deep learning 

framework is introduced to predict the cell efficiency from the luminescence image using a 

combination of CNNs and ML algorithms, with the aim of replacing end-of-line I-V testers. In 

Chapter 5, the resulting models from Chapter 4 are incorporated into an automated loss-

analysis framework, where a GAN is trained to “repair” luminescence images by replacing 

defective areas with functional areas. The framework provides an effortless and fast deep 
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learning approach to identify which defects are present in a production line and how those 

defects impact the overall cell efficiency. 

Throughout the different applications of ML in PV, access to published datasets or published 

trained models is a key requirement for benchmarking new approaches and driving the 

development of novel methods. For this reason, all of the code and ML models presented in this 

thesis is shared through a GitHub link available in each chapter. When possible, the data is also 

shared through the GitHub link. While the ML applications discussed in this chapter cover a 

wide variety of topics, this is only the beginning of the AI revolution of the PV industry, and the 

results presented in this thesis are but a modest contribution. 
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Chapter 3 - Machine learning bulk defect 
parameter extraction from lifetime 
spectroscopy2 

Research focused on higher efficiency Si solar cells has shone a light on Si bulk defects as a 

key contributor to their total efficiency loss.17 It is, therefore, crucial to identify and characterise 

bulk defects to eliminate (or at least reduce) their impact. Based on the Shockley, Read,134 and 

Hall135 (SRH) statistics, three parameters define a defect: its energy level Et, and its electron and 

hole capture cross-sections, σn and σp, respectively. Often, the capture cross-section ratio k 

(σn/σp) is used to replace σn and σp. Using the TIDLS,16, 136 the defect parameters can be extracted 

using the defect parameter solution surface (DPSS) analytical method that was developed by 

Rein et al.137 This method has been employed to extract the defect parameters of copper,138 

iron,139, 140 chromium,141, 142 aluminium,143 and many more contaminants.136, 144–148 Due to the 

presence of noise in TIDLS measurements, at least two potential solutions are commonly 

identified (usually one in the upper half-bandgap and one in the lower half-bandgap).136, 144, 146 

The DPSS method, referred to here as the “traditional” approach, has been refined over the 

years: linearisation of the SRH equation under specific conditions has been proposed to 

facilitate the fitting procedure;145, 149 faster convergence techniques, such as the Newton-

Raphson method, have been adapted;150 and defect parameter contour mapping was developed 

to visualise the potential solutions.151 

 
2 Partially based on: 

Y. Buratti, J. Dick, Q. L. Gia, and Z. Hameiri, “A machine learning approach to defect parameters extraction: using random forests 
to inverse the Shockley-Read-Hall equation,” 46th IEEE Photovoltaic Specialist Conference, p. 3070-3073, 2019. 

Y. Buratti, Q. T. Le Gia, J. Dick, Y. Zhu, and Z. Hameiri, “Inversion of the Shockley-Read-Hall equation using random forests,” 
Asia Pacific Solar Research Conference, 2019. 

Y. Buratti, Q. T. Le Gia, J. Dick, Y. Zhu, and Z. Hameiri, “Extracting bulk defect parameters in silicon wafers using machine 
learning models,” npj Computational Materials, vol. 6, no. 1, p. 1-8, 2020. 

Y. Buratti, Q. T. Le Gia, J. Dick, and Z. Hameiri, “Deep learning extraction of the temperature-dependent parameters of bulk 
defects,” ACS Applied Materials and Interfaces, vol. 14, no. 43, pp. 48647–48657, 2022. 

Data and code available on https://github.com/acdc-pv-unsw/DPML. 

https://github.com/acdc-pv-unsw/DPML
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To overcome these limitations, this chapter proposes ML-based approaches to extract the 

defect parameters from TIDLS measurements. The proposed methods bring the newest 

technological prowess of ML, reviewed in Chapter 2, to defect parameters extraction in order 

to propose an alternative way to solve this decades-old challenge. Multiple ML training 

algorithms are considered, and compared, to predict the defect parameters directly from TIDLS 

measurements with no knowledge of the SRH equation. The developed methods are not limited 

to Si and can be used for non-Si PV materials. 

This chapter starts with a review of the impact of a defect on the minority carrier lifetime 

and the “traditional” DPSS parameter extraction technique (Section 3.1). The ML-based 

methods for defect parameter extraction directly from the lifetime curves is then presented 

(Section 3.2) and from a new image representation of the lifetime data (Section 3.3), which 

address the limitations of the DPSS such as the assumption of temperature independent defect 

parameters. 

3.1 Minority carrier lifetime and impact bulk defects 

3.1.1 Shockley-Read-Hall recombination statistics 

In steady state conditions and assuming the absence of traps, the impact of a defect on the 

bulk lifetime can be calculated using the SRH recombination statistics. A defect is identified by 

three defect parameters: Et, σn, and σp. The lifetime component resulting in the SRH defect is 

given by: 

 𝜏SRH =
𝜏p0 ⋅ (𝑛0 + 𝑛1 + Δ𝑛) + 𝜏n0 ⋅ (𝑝0 + 𝑝1 + Δ𝑛)

𝑛0 + 𝑝0 + Δ𝑛
 (3.1) 

where τSRH is the SRH lifetime, Δn is the excess minority carrier concentration, and n0 (p0) is the 

electron (hole) carrier concentration at thermal equilibrium. The capture time constants τn0 

and τp0 are also defined: 

 𝜏p0: = (𝜎p ⋅ 𝑣p ⋅ 𝑁t)
−1

 (3.2) 

 𝜏n0: = (𝜎n ⋅ 𝑣n ⋅ 𝑁t)
−1 (3.3) 
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where νn (νp) is the electron (hole) thermal velocity calculated using the model of Green et al.152 

and Nt is the defect density. Finally, Et impacts the SRH lifetime through the n1 and p1 terms, 

given by: 

 𝑛1: = 𝑛i ⋅ 𝑒
𝐸t
𝑘B𝑇 (3.4) 

 𝑝1: = 𝑛i ⋅ 𝑒
−𝐸t
𝑘B𝑇 (3.5) 

where kB is Boltzmann’s constant, T is the temperature, and ni is the intrinsic carrier 

concentration calculated using the model of Couderc et al.,153 considering bandgap narrowing 

from the model of Yan et al.154 Et is defined relative to the intrinsic energy of Si (Et = 0 eV at 

midgap) and grows positive as Et gets closer to the conduction band. k is also defined as an 

alternate defect parameter: 

 𝑘 ≔
𝜎𝑛
𝜎𝑝
=
𝜈𝑝 ⋅ 𝜏𝑝0

𝜈𝑛 ⋅ 𝜏𝑛0
 (3.6) 

which is usually reported alongside Et in the literature. 

3.1.2 Defect parameter solution surface 

The state-of-the-art fitting method uses Rein's DPSS137 which determines, for each injection-

dependent lifetime curve at a fixed temperature, a set of possible solutions to the SRH 

equation.137 By continuously varying Et, the best fit for the other parameters (usually k and τn0) 

can be found, creating a continuous surface in the parameter space which represents sets of 

parameters that well fit the SRH equation. For a fixed temperature, this corresponds to an 

infinite number of solutions for the defect parameters. By repeating the process for each 

temperature-dependent measurement, different DPSS curves are determined. These curves 

usually intersect at two points that indicate the possible combinations of the defect parameters, 

with one set of parameters in the upper bandgap and one in the lower bandgap.16, 136, 139–143 

To simplify the parametrisation process performed by the DPSS approach, Murphy et al.145 

proposed a linearisation of the SRH equation assuming either a p-type Si wafer (n0 ≪ p0) or an 

n-type Si wafer (p0 ≪ n0). In this chapter, an alternate linearisation of the SRH equation is 

proposed: 
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 𝜏SRH = 𝑚𝐵 ⋅ 𝑋 + ℎ𝐵  (3.7) 

with 

 𝑋:=
1

𝑛0 + 𝑝0 + Δ𝑛
 (3.8) 

and mB, hB are, respectively, the slope and intercept of the proposed linearisation: 

 𝑚𝐵: = 𝜏𝑛0 ⋅ (𝑝1 − 𝑛0) + 𝜏𝑝0 ⋅ (𝑛1 − 𝑝0) (3.9) 

 ℎ𝐵: = 𝜏𝑝0 + 𝜏𝑛0 (3.10) 

Compared to Murphy et al.,145 the proposed linearisation can be applied regardless of the 

wafer bulk type and has the advantage that the intercept term hB does not depend on Et. This 

enables an analytical resolution of the SRH equation which is presented in Appendix A. With 

this linearisation, the DPSS parametrised curves (k-DPSS and τn0-DPSS curves) are given by: 

 𝜏𝑛0 =
𝑚𝐵 − ℎ𝐵 ⋅ (𝑛1 − 𝑝0)

𝑝1 + 𝑝0 − 𝑛1 − 𝑛0
 (3.11) 

 𝑘 =
𝜈𝑝

𝜈𝑛
⋅ (
ℎ𝐵
τn0

− 1) (3.12) 

with the dependence on Et arising from the terms n1 and p1,noting that a different DPPS curve 

is obtained for each measured temperature. 

The determination of Et, and hence the other defect parameters, is given by finding the 

intersection of the k-DPSS curves. A quantification of that intersection is given by the sharpness 

Sk, defined as the standard deviation of the k-DPSS curves, divided by the mean of those 

curves.150 The global minima of the sharpness curve provides the best fit from the k-DPSS curves 

resulting in the DPSS prediction of Et, and therefore of the other defect parameters (from the 

parametrisation on Et). 

3.1.3 Temperature dependence of defect parameters 

In the SRH equation [Eq. 3.1], most terms have a temperature dependency (thermal 

velocities, thermal equilibrium carrier concentration, intrinsic carrier concentration), however, 
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the defect parameters (σn and σp) are usually assumed to be independent of temperature.137, 145 

Although this assumption simplifies the defect parameter extraction, it is not valid for many 

defects.155 In particular, two main temperature-dependent capture mechanisms have been 

identified: (i) multiphonon emission capture,156 and (ii) cascade capture.157 Each of these 

capture mechanisms results in a different parametrisation of the capture cross-section relative 

to the temperature. Capture cross-sections following a multiphonon emission capture 

mechanism increase with increasing temperature following a Boltzmann exponential law:155, 156 

 𝜎(𝑇) = 𝜎0 ⋅ 𝑒
−𝐸∞⋅(

1
𝑘𝐵𝑇

−
1

𝑘𝐵𝑇0
)
 (3.13) 

while those following a cascade capture mechanism decrease with increasing temperature 

following a power law:155, 157 

 𝜎(𝑇) = 𝜎0 ⋅ (
𝑇0
𝑇
)
𝛼

 (3.14) 

with σ0 the capture cross-section at temperature T0, E∞ the activation energy, and α the power-

law coefficient. Each capture mode can be defined for either σn or σp and the corresponding 

subscript is applied to the capture parameter (E∞,n, E∞,p, αn, αp). Here, k0 is denoted as the k ratio 

at T0. 

3.2 Machine learning-based defect parameter extraction 

3.2.1 Dataset simulation and methodology 

Table 3.1 - SRH lifetime curves dataset simulation parameter range. 

A solution to parameter extraction is proposed using ML regression and classification. ML-

based methods being data-driven, large datasets are required to train the ML algorithms. To 

meet that need, millions of lifetime curves are simulated using the SRH equation for a fixed 

Parameter Symbol Range or value Unit 

Defect energy level Et [−0.55; 0.55] eV 
Capture cross-sections σn, σp [10−17; 10−13] cm2 
Excess carrier concentration Δn [1013; 1017] cm−3 
Temperature T [200, 400] K 
Defect density Nt 1012 cm−3 
Doping density Ndop 5.11015 cm−3 
Doping type - {p} - 
Power law coefficient for cascade capture α [1; 4] - 
Activation energy for multiphonon emission capture E∞ [0; 0.25] eV 
Noise scale parameter ϵn [0; 0.05] - 
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doping Ndop, defect density Nt, wafer type, and the desired number of temperatures. For each 

combination of randomly generated defect parameters (Et, σn, σp), a fixed number of lifetime 

points at different Δn for each temperature is simulated. The resulting feature vector can be 

used for classification or regression tasks. The simulation parameters are given in Table 3.1. In 

this section, the defect parameters are assumed to be temperature independent. Five 

temperatures (200 K to 400 K with a 50 K step) are selected, resulting in a 500-point feature 

vector. The generated dataset contains the lifetime curves of 100,000 defects. 

 

Figure 3.1 - The dataset is simulated using random defect parameters within defined constraints and 
different ML models are trained for each of the prediction targets: Et,+, Et,-, k, and the defect energy half 
bandgap location. 

The simulated dataset is randomly split into a training dataset (90% of the simulated data) 

used to train the ML model and a validation dataset (10%) used to evaluate the model. In the 

traditional defect parameter extraction approach, two solutions for Et are usually obtained, 

with one in the upper half of the bandgap (Et,+) and the second in the lower half of the bandgap 

(Et,-). In this section, for the regression of Et, the training of the ML model is done separately for 

each half bandgap. The results are then combined and presented together. To identify in which 

half-bandgap the defect is located, the same approach is used to train a classifier model to 

predict the sign of Et. The classifier outputs the probability of the defect being in the upper or 

lower half bandgap. For the regression of k, the training of the ML model is done on the whole 
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bandgap. In total, four ML models are trained to inverse the SRH equation: two regression 

models to predict Et, one regression model to predict k, and one classification model to 

determine the defect energy location. The ML algorithms are trained and evaluated using the 

R2 and RMSE metrics for regression and accuracy metric for classification, all of which are 

defined in Chapter 2. Multiple algorithms are trained for regression as described in Chapter 2: 

RF,36 AB,37, 38 gradient boosting,39 NN,35 SVM,40, 41 and k-NN.43 This method is named ‘DPML’ 

(defect parameter machine learning extraction). The DPML training flow is summarised in 

Fig. 3.1. 

When measuring the SRH lifetime curves through TIDLS, measurement noise impacts the 

extraction of the defect parameters, usually by impacting the DPSS resolution, leading to 

uncertainties in predicting the defect parameters. To mimic the noise seen in measurements, a 

Gaussian noise that scales inversely proportional to Δn (low Δn have higher noise) can be added 

to the lifetime: 

 𝜏𝑆𝑅𝐻,𝑛𝑜𝑖𝑠𝑒(Δ𝑛) = 𝜏𝑆𝑅𝐻(Δ𝑛) ⋅ (1 +𝒩(0, 𝜖𝑛
2) ⋅ ln (

Δ0
Δ𝑛
)) (3.15) 

where the noise is drawn from a normal distribution 𝒩(0,ϵn2) for each Δn point (ϵn is the noise 

scale parameter) before being scaled by the logarithmic factor, and Δ0 is the excess minority 

carrier concentration with zero noise. At Δn = Δ0, the logarithmic factor becomes 0 and the SRH 

lifetime has no added noise. The noise modelling and the scale of ϵn are motivated by 

experimental observations of TIDLS measurements. Efforts are made in actual measurements 

to achieve SRH curves with low noise levels, however, studying the impact of higher noise levels 

can provide insights into the different parameter extraction techniques. By default, simulated 

Gaussian noise is not added to the lifetime curves unless stated otherwise. 

3.2.2 Regression results 

Five iterations of training for each of the ML training algorithms were performed. Each 

training used different random model initialisation and random training/validation dataset 

split to ensure the repeatability of the ML algorithm’s predictive power. For NN, the evaluation 

data is held-out until the end of the epoch-based training. In Fig. 3.2, the results of each 

training’s R2 score are presented for the different ML models for both (a) Et and (b) k 

predictions. The models have been ordered from the best performers to the worst and the 

average and standard deviation R2 are given for each model and regression target. In the figure, 
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the statistical box plot for each model is shown in green, while the black dots represent each 

individual training iteration. 

 

Figure 3.2 - Defect parameter regression model comparison: (a) R2 scores of models on validation dataset 
for Et, and (b) R2 scores of models on validation dataset for k. 

Apart from the SVM models, which are expected to perform better when the datasets are 

small and sparse,158 and one instance of NN, all trained ML models have an R2 above 0.95 on the 

validation dataset, showing the feasibility of using ML as an inverse function with no a priori 

knowledge of the SRH equation. The highest average R2 (>0.99) is achieved by the RF model for 

both k and Et prediction. From Figs. 3.2(a) and (b), it can be concluded that the decision tree-

based methods, such as RF, AB and gradient boosting achieve the highest average R2 score in 

predicting both Et and k. As mentioned, SVM tend to perform worse than other models when 

predicted datapoints overlap in the parameter space.40 NNs have a higher variance than the 

other models, due to their sensitivity to the random initial weights and the random order in 

which the data is processed during training.159 Indeed, the training of NNs relies on 

backpropagation steps that shift the weights of the network proportional to the error of the 

data points that it is trained to predict in order to minimise that error.35 Changing the order in 

which the NN evaluates the data shifts the networks to different local minima because of these 

initial larger weight shifts. 

Figure 3.3 shows the predicted parameters versus the true parameters for the best 

performing RF model using the validation dataset. In each graph, the data points are semi-

transparent, and the darker area outlines the linearity of the correlation between predicted and 

true values, as most data points lie on the y = x line. For Et [Fig. 3.3(a)] an R2 above 0.99 and an 
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RMSE of 0.02 eV is achieved, matching the typical error bars for reported Et values (between 

±0.02 eV to ±0.04 eV).16, 141, 142, 146–148 

 

Figure 3.3 - Random forest defect parameter regression: (a) True vs predicted Et and (b) true vs predicted 
log10(k); both on the validation dataset for the best performing model. 

For k prediction results [Fig. 3.3(b)], the log10 of k is plotted due to k spanning multiple 

orders of magnitude. This is to ensure that scoring metrics such as the RMSE are still meaningful 

and not biased to the higher orders of magnitude. Excellent predictions are achieved for log10(k) 

with an R2 score above 0.99 and an RMSE of 0.11. The RF model correctly predicts Et across the 

entire range 87% of the time at ±0.02 eV precision. However, it is noticeable that far from the 

midgap (|Et|> 0.1 eV), the correct prediction is much higher (91%) for this precision level. Close 

to the midgap (|Et|< 0.1 eV), the prediction of Et at ±0.02 eV correctness drops to 75%. This can 

be explained by examining the SRH equation [Eq. 3.1] when Et is close to 0 eV. The dependency 

on Et arises from the n1 and p1 terms. When Et approaches 0 eV, both n1 and p1 terms become 

negligible compared to n0+Δn and p0+Δn, respectively. Thus, the resulting SRH lifetime has only 

a weak dependence on Et, increasing the difficulty of both human and ML prediction near the 

midgap. 

To validate this explanation, 200 simulations of defects with a fixed k = 100 and Et spanning 

from −0.1 eV to 0.1 eV were performed. The lifetime curves of these defects at 400 K are shown 

in Fig. 3.4. It can be observed that the defects are indistinguishable from one another on a macro 

scale. The insert is a zoom-in of the ensemble of lifetime curves at a low injection level and it 
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reveals that this ensemble of curves is 50 ns wide. Whereas it is extremely difficult to 

distinguish those lifetime curves with the naked eye, the RF model still correctly predicted 75% 

of the defects with ±0.02 eV accuracy. 

 

Figure 3.4 - Lifetime curves at 400 K of 200 simulations of defects with k = 100 and Et near the midgap. 
The insert is a zoom-in to estimate the width of the lifetime ‘band’. 

3.2.3 Classification results 

As mentioned in Section 3.1, the traditional DPSS approach often identifies two possible 

solutions, one in the lower half bandgap and one in the upper half bandgap. To address this 

limitation, ML models are trained to classify in which half bandgap the defect is located. In 

Fig. 3.5(a), the models have been ordered from the best to the worst and the average and 

standard deviation of each model’s accuracy (Acc) are provided. The statistical box plot for each 

model is shown in green, while the black dots represent each individual training iteration. NNs 

significantly outperform the other models, reaching an average accuracy of 82.7%. It is worth 

noting that all the other algorithms produce models with above 75% accuracy proving the 

possibility of identifying the half bandgap’s location with TIDLS measurements. Despite the 

NNs’ good performance, the variation in the accuracy score between trained models shows the 

same behaviour as in the regression’s case of sensitivity to the first few steps of 

backpropagation (as shown by the standard deviation of this model). From Fig. 3.5(a), it can 
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also be observed that the RF models are significantly better than their boosting counterparts. 

Boosting techniques add error scoring methods during the training of the different decision 

trees.38 Hence, the difference in the performance between boosting and RF may be due to the 

overfitting of the training data by the boosting models.39 The best trained NN has an accuracy 

of 87.7% on the validation dataset and its confusion matrix is shown in Fig. 3.5(b). The 

confusion matrix is symmetric, as expected, showing that both half bandgaps are treated 

equally. 

 

Figure 3.5 - Defect half bandgap energy location classification model comparison: (a) Accuracy scores for 
each model on the validation dataset and (b) true vs predicted confusion matrix on the validation dataset 
for the best performing neural network. 

To provide more insight into the 12.4% incorrectly predicted half bandgap locations, the 

corresponding defects are plotted in Fig. 3.6, as a k vs Et plot. Each data point represents a single 

defect parameter combination fed into the NN model while its colour is based on the NN’s 

classification probability towards their true half bandgap location. The grey data points 

correspond to correctly predicted defect half bandgap location while coloured data points are 

incorrectly predicted. The darker the data points, the more inaccurate the classification by the 

NN is. 

The data points aggregate around two trends. For defects with |Et|< 0.1 eV, the classification 

accuracy drops to 68.7%, which still provides a decent indication regarding the half bandgap 

location without the need for additional measurements. As previously discussed (Fig. 3.3), 

defects with Et near the midgap are harder to differentiate for both humans and ML. Outside 

the midgap range (|Et| >0.1 eV), the NN classification model performs extremely well, with a 
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94.7% half bandgap location classification accuracy. The second trend is that outside the 

midgap region, the most incorrect classification is for defects with k values around 0.83±0.01, 

represented by the dotted black line in Fig. 3.6. This corresponds to the ratio between the hole 

and electron thermal velocity. Indeed, when k approaches vp/vn, it equalises τn0 and τp0, 

resulting in the following simplified SRH equation: 

 𝜏SRH = 𝜏n0 ⋅ (1 +
𝑝1 + 𝑛1 + Δ𝑛

𝑝0 + 𝑛0 + Δ𝑛
) (3.16) 

Since n1 and p1 have opposite Et dependence, the SRH equation in the case k = vp/vn is symmetric 

with respect to Et. This means that for a fixed k value, satisfying k = vp/vn, or equivalently 

σn/σp = vp/vn, the lifetime curves for any given Et are identical to the lifetime curves of the 

opposite energy level −Et. For this reason, it is difficult to pinpoint the exact half bandgap 

location of defects when the value of k := n/p is close to vp/vn. As shown in Fig. 3.6, the 

prediction probability, in this case, tends to be 50% for each half. However, the regression 

targets k and Et are not compromised by that regime, as seen in Fig. 3.3. 

 

Figure 3.6 - Best performing NN k vs Et plot, where coloured data points represent defects where half 
bandgap location is incorrectly predicted. Grey data points represent correctly predicted half bandgap 
location. The dotted black line corresponds to k equals vp/vn. 
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3.2.4 Experimental validation 

To be able to apply the ML approach to experimental measurements, an adaptation of the 

simulation parameters (such as the wafer type, Ndop, and temperature) to the desired 

measurement is necessary. The adaptation is a simple process as the user has easy access and 

control over the simulation parameters. Once the ML model is trained, the experimental 

measurements can be fed to the model to extract the defect parameters. This validation can 

then be done by comparison to the DPSS analysis. 

 

Figure 3.7 - DPSS curves of experimental measurements at multiple temperatures. The black point and 
ellipse (error bar) show the solutions obtained by the DPSS while the coloured symbols indicate the defect 
parameters extracted using machine learning. 

To put the method into practice, an n-type Si wafer with Ndop = 5.1×1015 cm−3 from Zhu et 

al.136 is used. Lifetime measurements were done using TIDLS at eight different temperatures. 

The resulting experimental lifetime curves are shown in Fig. 3.7(a). The DPSS method is then 

used to extract Et and k and the results are compared to ML predictions in Fig. 3.7(b). Each DPSS 

curve represents the best fit to the SRH model at that temperature. As discussed, the defect 

parameters are identified by simultaneous minimisation of the fit errors at all temperatures. 

The two solutions found by the DPSS method are marked by the black diamonds. The 

transparent ellipse represents the error space defined by the associated DPSS error bars. These 

two solutions are (Et = −0.30 ± 0.03 eV; k = 1.87 ± 1.18) for the lower half bandgap and 

(Et = 0.28 ±0.04 eV; k = 1.01 ±0.44) for the upper half bandgap solution. The ML predictions are 

obtained by training an instance of different ML training algorithms compared in this study: 

NN, RF, and its boosting counterparts. Figure 3.7(b) shows that the RF and AB both predict the 

defect parameters within the DPSS’s uncertainty range for both Et and k, and both half bandgap 
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solutions while the gradient boosting predicts Et within the DPPS’s uncertainty range but 

overshoots k in the upper half bandgap, and the NN slightly underestimates Et in the lower half 

bandgap. Furthermore, calculating the sharpness of the DPSS curves’ intersection points to the 

half bandgap defect energy location in the lower half bandgap. In this experimental case, the 

ML approach concurs with the DPSS results. The agreement between the ML models and the 

DPSS method highlights the success of the application of ML techniques for the extraction of 

defect parameters. 

3.3 Deep learning-based defect parameter extraction 

3.3.1 Lifetime image representation and methodology 

Similarly to the previous section, multiple random combinations of defect parameters’ 

lifetime curves are generated using the simulation parameters from Table 3.1. For each defect 

parameter combination, nine temperatures (spread evenly between 200 K to 400 K) and 100 

excess carrier concentrations are used to generate the lifetime data. Individual datasets are 

generated for each of the two applications that are discussed in this section: 100,000 defects 

for the temperature independence application (Section 3.3.2) and 300,000 defects for the 

temperature dependence application (Section 3.3.3). 

 

Figure 3.8 - (a) The traditional SRH lifetime curves representation of a defect (Et = 0.03 eV; k = 10) across 
nine temperatures, (b) the rearranged SRH lifetime curves in the temperature and injection space, and (c) 
the temperature and injection lifetime maps after re-scaling and interpolation. 

Lifetime curves are presented as a function of Δn for one (IDLS)137, 160 or multiple (TIDLS)136, 

144, 146 temperatures. In this chapter, an alternative method to describe the lifetime is introduced: 

using temperature and injection lifetime maps (TILM). An example of the SRH lifetime curves 

of a defect (Et = 0.03 eV; k = 10) is shown in Fig. 3.8(a). The SRH curves are rearranged by 

presenting the lifetime using a third axis (a colour gradient) as a function of the temperature 

(y-axis) and Δn (x-axis) as shown in Fig. 3.8(b). The TILM is converted via interpolation to a 



Chapter 3 - Machine learning bulk defect parameter extraction from lifetime spectroscopy 

3.3 Deep learning-based defect parameter extraction 

 

49 

224×224 pixel image, where the choice of the TILM image size is determined by the choice of 

the deep learning algorithm, but can be adapted to any required size. Different regions can be 

identified in the TILM image [Fig 3.8(c)]: high lifetime (yellow) for high temperatures and low-

to-mid injection levels, low lifetime (dark blue) for low temperature and low injection levels, 

and mid-lifetime (green) for high injection levels across all temperatures, which is consistent 

with the SRH lifetime curves. Compared to the SRH lifetime curves, the TILM image can provide 

a clearer snapshot of the defect’s impact on the lifetime across multiple temperatures and 

injection levels, with the different high and low lifetime regions easily identifiable. 

Furthermore, having access to a dataset of images (TILM) enables the use of powerful deep 

learning techniques such as CNNs. 

 

Figure 3.9 - The deep learning framework for defect parameter extraction. A set of randomly selected 
defect parameters are used to generate a large dataset through the SRH recombination statistic. The CNN 
is trained first for the classification tasks using the TILM images before being used as a feature extractor 
to train an RF for the regression tasks. 

After converting the lifetime curves to TILM, the images are used to train a CNN (based on a 

VGG network50) to classify the defect energy level into the correct half-bandgap or to determine 

the temperature dependence capture mode (radiative, multiphonon emission, or cascade 

capture). The CNN is composed of a “feature extraction” block (convolutional and pooling 

layers) and a “classification” block (fully connected layers).44 After the CNN training, the 

“classification” block is discarded and the weights of the “feature extraction” block are fixed. 

Hence, the CNN is used as a feature extractor, transforming the TILM image into a condensed 

feature vector (from a 224224 pixel image into a 2,048 points vector). The resulting set of 

deep learning features is then used to train an RF algorithm to predict the defect parameters 

(Et,+, Et,−, k) and the relevant capture mode parameters (E∞,n, E∞,p, αn, αp). This method is named 

‘DPDL’ (defect parameter deep learning extraction). A summary of the training and prediction 
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framework for DPDL is shown in Fig. 3.9. Compared to the DPML method which uses the 

vectorized form of the lifetime curves directly to train the RF, the CNN approach imbues its 

learning of the classification task prediction into the extracted features before training the RF 

for the regression tasks. The DPDL approach consists of CNN for classification and CNN+RF for 

regression, while the DPML uses NN for the classification and RF for the regression tasks. The 

CNN and RF are trained on 90% of the generated dataset and evaluated on the remaining 10%. 

To evaluate the ML algorithms on the regression tasks, the R2 and RMSE metrics are used. 

3.3.2 Validation on temperature-independent defect parameters 

 

Figure 3.10 - True vs predicted half bandgap location of Et confusion matrix on the validation dataset for 
(a) a CNN trained on TILM images (DPDL) and (b) a NN trained on the vectorized SRH lifetime curves 
(DPML). 

The performance of the proposed DPDL method is first tested on the temperature 

independence case and compared to the performance of the DPML. A dataset of 100,000 unique 

combinations of defect parameters was generated and is used to evaluate the classification of 

the energy level half bandgap location (binary classification). The resulting confusion matrix of 

the validation set is shown in Fig. 3.10(a). The CNN achieves an accuracy of 90.0%. For 

comparison, a NN classifier trained on the same set using the DPML methodology achieves an 

accuracy of only 78.6% [Fig. 3.10(b)]. The DPDL approach outperforms the DPML method. 

Hence, the combination of deep learning and the proposed image representation significantly 

improves the accuracy of the bandgap half detection. It is assumed that the more complex 
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models of the CNN and the access to the TILM image representation significantly improve the 

performance of the model. 

The regression task results are presented in Fig. 3.11, where the predicted and true defect 

parameter predictions are shown for DPDL [Figs. 3.11(a,b)] and DPML [Figs. 3.11(c,d)]. For 

each graph, the scoring metrics (R2 and RMSE) are shown. For the prediction of Et, two 

regressors are trained on each half bandgap (Et,+ and Et,−) and are presented together in 

Figs. 3.11(a,c). For the k predictions, the RF is trained and evaluated into predicting the log10(k). 

 

Figure 3.11 - True vs predicted Et and log10(k) on the validation dataset for both (a,b) the DPDL and (c,d) 
the DPML approaches. 

The DPDL approach achieves an RMSE of 0.009 eV and an R2 of 0.999 for Et [Fig. 3.11(a)] and 

an RMSE of 0.030 and R2 of 0.999 for log10(k) [Fig. 3.11(b)]. With the half-bandgap location 

prediction accuracy of 90% [Fig. 3.10(a)], the DPDL approach completely solves the extraction 

of temperature-independent defect parameters. For comparison, the DPML approach has also 

been trained on the same dataset, achieving an RMSE of 0.013 eV for Et [Fig. 3.11(c)] and an 



Chapter 3 - Machine learning bulk defect parameter extraction from lifetime spectroscopy 

3.3 Deep learning-based defect parameter extraction 

 

52 

RMSE of 0.034 for log10(k) [Fig. 3.11(d)], matching the previously observed results of 

Section 3.2, including the DPML’s difficulty in predicting near the midgap. However, the DPDL 

surmounts that issue with better prediction near the midgap, explaining the overall better 

RMSE of Et. This is a remarkable achievement as it has been shown that in many cases the 

differences in the lifetime curves when defects are located near the midgap can be below 50 ns 

[Fig. 3.4]. As the CNN is trained on the half bandgap location classification task and, therefore, 

extracts features principally related to Et, an improvement in Et prediction is expected for the 

DPDL while k predictions are not expected to improve. However, it is notable that even with an 

Et-focused feature extraction, the DPDL manages to match the DPML’s performance in 

predicting k. 

To compare the DPDL and DPML to the traditional DPSS method, lifetime curves of a selected 

defect (Et = −0.37 eV; k = 0.25), without and with added noise, were generated. The defect 

parameters are then extracted using the different methods. Figure 3.12 presents the lifetime 

curves, DPSS curves, and defect parameter extraction results of that defect without added noise 

[Figs. 3.12(a,c,e,g)] and with noise [Figs. 3.12(b,d,f,h)]. The SRH lifetime curves are shown in 

Figs.3.12 (a,b). As seen in experimental measurements,137 the noise strongly impacts the low 

injection levels, resulting in some overlap of the SRH lifetime curves, especially at low 

temperatures (blue-yellow curves). The effect is similar in the TILM images [Figs.3.12 (c,d)], 

however, the different regions (high lifetime in yellow and low lifetime in dark blue) are still 

easily recognisable, helping the CNN to extract the relevant features. For the DPSS approach, 

the DPSS curves are first calculated using the SRH lifetime curves, following the methodology 

in Section 3.1, and then plotted for each temperature [Figs. 3.12(e,f)]. As discussed, each DPSS 

curve represents the set of (Et, k) that best fits the SRH equation. There is an infinite number of 

potential (Et, k) per temperature and the DPSS prediction lies at the intersection of all the DPSS 

curves. As can be seen in Figs. 3.12(e,f), the DPSS method identifies two potential intersection 

points, one in the upper half bandgap and one in the lower half bandgap. The sharpness of the 

intersections Sk is shown in Figs. 3.12(g,h). The sharpness is only defined when all the DPSS 

curves exist, thus, the discontinuity in the sharpness curve. In the case without noise 

[Fig. 3.12(g)], the lower half-bandgap intersection point is the sharpest. From the sharpness 

minima, the value of Et can be found; by reporting Et on the DPSS curves, the value of k can be 

identified. However, with noise [Fig. 3.12(h)], the sharper minimum is in the upper half 

bandgap and the DPSS method predicts the incorrect half bandgap and thus an incorrect Et. 



Chapter 3 - Machine learning bulk defect parameter extraction from lifetime spectroscopy 

3.3 Deep learning-based defect parameter extraction 

 

53 

 

Figure 3.12 - A simulated defect (Et = −0.37 eV; k = 0.25) (a,b) SRH lifetime curves, (c,d) TILM images, (e,f) 
calculated DPSS curves, and (g,h) DPSS sharpness curves for both (a,c,e,g) without and (b,d,f,h) with added 
noise. 

In the sharpness graphs [Figs. 3.12(g,h)], the prediction of the half bandgap classification 

tasks by each method is represented by a coloured band in the corresponding half. While the 
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DPSS makes an erroneous prediction, both the DPML and DPDL methods predict the correct 

half bandgap with and without added noise. For each method, the (Et, k) prediction in each 

bandgap half is shown over the DPSS curves [Figs. 3.12(e,f)] as symbols (DPDL – green 

diamond; DPML – purple circle; DPSS – black cross); the true value of the defect parameters is 

also shown as the intersection of the dotted grey line. Without added noise [Fig. 3.12(e)], all 

methods predict the correct (Et, k) values, while with added noise [Fig. 3.12(f)], the DPDL and 

DPML methods predict the correct Et, but the DPDL determines the incorrect k value. As 

discussed previously in Fig. 3.11, the DPDL focuses on features related to Et rather than k, which 

seems to be accentuated by the presence of noise. Both the DPML and DPDL perform better 

than DPSS with added noise, highlighting the general robustness to noise of ML-based methods. 

 

Figure 3.13 - Error comparison over a set of 1,000 defects for predictions of (a) Et, (b) k, and (c) half 
bandgap accuracies of the different parameter extraction methods: DPDL – green, DPML – purple, and 
DPSS – black. 
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Figure 3.13 compares the errors in predicting the defect parameters using a set of 1,000 

defects with and without noise (separate from the training sets) for each of the methods (DPDL, 

DPML, and DPSS). For the defect parameters (Et and k), the error is shown as an absolute error 

[Figs. 3.13(a,b)] on a log-scale. The RMSE of each distribution (diamond) with its 95% 

confidence interval (error bar) is also shown. For Et [Fig. 3.13(a)], the correct half bandgap is 

assumed when calculating the error, while the accuracy of the half bandgap prediction is shown 

over the entire dataset in Fig. 3.13(c). 

Without added noise, results consistent with Fig 3.11 are observed, with an RMSE for Et of 

0.007 eV for DPDL, which outperforms the DPML with an RMSE of 0.013 eV. The DPSS 

prediction being extracted from the sharpness curve is limited by the parametrisation step 

(used to plot the DPSS curves) which is here 0.001 eV. For the prediction of log10(k), the DPDL 

performs better (RMSE = 0.018) than the DPML (RMSE = 0.034) despite the limitation of the 

feature extractor of the DPDL being focused on Et. The DPSS obtains an RMSE of 0.002, which 

is directly impacted by the parametrisation step as translated in the k-space from the DPSS 

curve. For the half bandgap location prediction, the DPDL performs at 85.8% accuracy, while 

the DPML only obtains 78.6% accuracy. The DPSS, being a quasi-analytical solution when no 

noise is present, unsurprisingly reaches 98.4% accuracy. 

With added noise, the DPDL, with an RMSE of 0.077 eV and 0.47 on the prediction of Et and 

log10(k), respectively, performs slightly worse than the DPML [RMSE of 0.028 eV and 0.09, 

respectively, for Et and log10(k)] on the regression targets, and at a comparable level to the 

DPSS. As shown in Fig. 3.12, the DPSS performance significantly drops when noise is added. In 

particular, the half bandgap location prediction accuracy drops to 64.4%, barely better than 

random guessing, while the DPDL and DPML approaches retain a much higher accuracy of 

72.0% and 74.3% respectively. As discussed previously, the DPDL is not specifically calibrated 

to extract relevant k-features and focuses on Et-features. The higher accuracies highlight the 

superiority of the ML-based methods when noise is present. 

Another advantage of ML-based methods is the potential improvement with access to a 

larger dataset or more lifetime curves for each measurement. In practice, a continuous 

temperature measurement range can be achieved by gradually heating or cooling the sample 

from room temperature and letting it cool down (or heat up) to room temperature while 

continuously measuring the lifetime. With access to hundreds of temperature dependent 

lifetime curves, the calculation complexity of DPSS is significantly increased, while the DPDL 

approach stays the same, as the data is converted into the TILM image. The increase in the 
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number of temperatures increases the resolution of that image without changing its size. The 

DPDL approach also provides additional benefits for temperature-dependence parameter 

extraction as will be discussed in the next section. 

3.3.3 Application to temperature-dependent defect parameters 

In this section, the DPDL approach is evaluated using a more complex but realistic model 

that considers the temperature dependency of the capture cross-section, effectively adding two 

additional parameters to extract (α or E∞ for either σn or σp). Furthermore, an additional 

classification task is needed to identify the capture mode for each of the capture cross-sections 

(radiative, multiphonon emission, or cascade capture). Note that these capabilities are outside 

the capabilities of the DPSS method, which cannot extract the parameters of defects with such 

temperature dependency. 

Table 3.2 - DPDL (accuracy = 99.0%) and DPML (accuracy = 96.1%) F1-score for the nine combinations of 
capture cross-section modes. For each combination, the capture cross-section ratio temperature-
dependent component and its abbreviation are also shown. 

Mode 
abbreviation 

Mode σn Mode σp k/k0 
DPDL 

F1-score 
DPML 

F1-score 

RAD-RAD Radiative Radiative 1 99.6% 96.3% 

RAD-MPE Radiative 
Multiphonon 

Emission 𝑒
𝐸∞,𝑝⋅(

1
𝑘𝐵𝑇

−
1

𝑘𝐵𝑇0
)
 98.8% 95.1% 

RAD-CAS Radiative Cascade (
𝑇

𝑇0
)
𝛼𝑝

 99.7% 98.5% 

MPE-RAD 
Multiphonon 

Emission 
Radiative 𝑒

−𝐸∞,𝑛⋅(
1
𝑘𝐵𝑇

−
1

𝑘𝐵𝑇0
)
 98.3% 95.7% 

MPE-MPE 
Multiphonon 

Emission 
Multiphonon 

Emission 𝑒
(𝐸∞,𝑝−𝐸∞,𝑛)⋅(

1
𝑘𝐵𝑇

−
1

𝑘𝐵𝑇0
)
 98.2% 95.6% 

MPE-CAS 
Multiphonon 

Emission 
Cascade (

𝑇

𝑇0
)
𝛼𝑝

⋅ 𝑒
−𝐸∞,𝑛⋅(

1
𝑘𝐵𝑇

−
1

𝑘𝐵𝑇0
)
 99.3% 96.8% 

CAS-RAD Cascade Radiative (
𝑇

𝑇0
)
−𝛼𝑛

 98.6% 97.1% 

CAS-MPE Cascade 
Multiphonon 

Emission 
(
𝑇

𝑇0
)
−𝛼𝑛

⋅ 𝑒
𝐸∞,𝑝⋅(

1
𝑘𝐵𝑇

−
1

𝑘𝐵𝑇0
)
 99.1% 96.6% 

CAS-CAS Cascade Cascade (
𝑇

𝑇0
)
𝛼𝑝−𝛼𝑛

 99.2% 99.2% 

 

The dataset used in this section is balanced between the nine possible combinations of 

temperature-dependent capture modes (see Table. 3.2 for the abbreviation used for each 

combination). The ratio between k and a reference capture cross-section ratio at T0 = 300 K is 

defined as k0. The ratio k/k0 is derived from Eqs. 3.13 and 3.14 and explicitly shows the 
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dependency in the additional extracted parameters. The regression task for the capture cross-

section ratio is shifted from k to k0. 

As can be seen in Table 3.2, the DPDL classification task predicts the combination of the 

capture mode with an overall accuracy of 99.0%. All the F1-scores of the DPDL method are 

above 98% (ranging from 98.2% to 99.7%), highlighting its outstanding capabilities to obtain 

information that is outside the abilities of the DPSS approach. To evaluate the performance of 

the DPML on the identical task, a NN classifier is trained on the same dataset and the results are 

reported in Table 3.2. The DPML achieves an overall accuracy of 96.1% and F1-scores ranging 

from 95.1%-99.2%. Clearly, the DPDL outperforms the DPML both in average accuracy and F1-

scores in every mode combination. Furthermore, the detection of temperature independence 

in the defect parameters (RAD-RAD) achieves a near-perfect F1-score of 99.6%, making the 

DPDL approach a suitable tool to confirm or deny the presence of temperature dependency of 

the capture cross-sections. 

 

Figure 3.14 - Defect parameter extraction evaluation graphs for the prediction of (a,f) log10(k0), (b,g) σp 
multiphonon emission capture (E∞,p), (c,h) σn multiphonon emission capture (E∞,n), (d,i) σn cascade capture 
(αn), and (e,j) σp cascade capture; shown for both the (a-e) DPDL and (f-j) DPML approaches. 

For the regression tasks, a regressor is required for k0 and each of the four capture mode 

parameters (αn, αp, E∞,n, and E∞,p). While the k0 regressor is trained on the entire dataset, the 

capture mode parameters are trained on the subset where the capture mode is relevant (i.e αn 

regressor is trained on the combined CAS-RAD, CAS-MPE, and CAS-CAS subsets). The models’ 

performances are evaluated on a testing set (10% of the relevant subset) and each defect 

parameter’s prediction is plotted against its true value in Fig. 3.14, with log10(k0) 

[Figs. 3.14(a,f)], E∞,p [Figs. 3.14(b,g)], E∞,n [Figs. 3.14(c,h)], αp [Figs. 3.14(d,i)], and αn 
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[Figs. 3.14(e,j)] for both DPDL [Figs. 3.14(a-e)] and DPML [Figs. 3.14(f-j)]. The DPDL method 

completely characterises the temperature-dependent defect with an RMSE of 0.16 for log10(k0), 

0.01 eV for E∞,p and E∞,n, and 0.25 for αp and αn. All R2 are above 0.9 indicating a good correlation 

between the predicted and true parameter values. For the E∞,p and E∞,n [Figs. 3.14(b,c)], the 

DPDL accurately predicts the activation energy across the entire simulated range, even close to 

0 eV where the effects of temperature dependence from multiphonon emission capture are less 

detectable. The DPML results are shown for comparison. In most cases, the DPDL outperforms 

the DPML. Notably, the log10(k0) DPML’s RMSE [Fig. 3.14(f)] is more than double the DPDL’s 

RMSE. Both σp mode parameter predictions by the DPML [E∞,p  and αp – Figs. 3.14(g,i)] have a 

lower R2 and higher RMSE than the DPDL’s [Figs. 3.14(b,d)]. 

The DPDL method is demonstrated to provide a good capture mode prediction accuracy, k0 

and capture parameters prediction. The extraction of defect parameters in the presence of such 

temperature dependence is unachievable by conventional analytical or fitting-based methods, 

such as the DPSS, while the DPML struggles to predict a subset of the required parameters (αp 

for example). As all the main capture cross-section mode combinations are represented, it is 

not necessary to know the details of the capture mechanism (as predicted by the CNN) to 

extract the defect parameters. If further prediction accuracy is desired, two improvements to 

the framework can be undertaken. Firstly, simulating larger datasets will lower the RMSE and 

increase the R2, especially for the regressor training on subsets of the data (capture 

parameters). Secondly, if the capture mechanism is already known, an ML algorithm can be 

trained on a larger set that is specific to one of the nine capture mode combinations. 

Nonetheless, the results clearly demonstrate the potential of the proposed TILM image 

representation and the DPDL approach in extracting defect parameters from complex 

temperature-dependent models. 

3.4 Summary 

In this chapter, an ML-based approach to defect parameters extraction was proposed. By 

generating more than a million TIDLS lifetime curves with the SRH equation, ML and deep 

learning models were trained and evaluated on simulated data. 

For direct training on lifetime curves (DPML), ensemble methods, such as RF, AB and 

gradient boosting, seem to be the most promising algorithms to extract the defect parameters 

with an average R2 score above 0.99, whereas NNs excel at predicting the half bandgap location 
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of the defect with an average accuracy of 82.7%. With no knowledge of the relationships 

predicted by the SRH equation, ML models provide insights regarding the physical limitations, 

such as when the lifetime curves are indistinguishable from one another (near the midgap), 

while still performing well in those conditions. Experimental measurements validated the ML 

approach in the first-ever successful defect parameter extraction using ML. The ML-based 

methods have been shown to be outperforming the DPSS in predicting the half bandgap location 

of noisy SRH lifetime curves, which showcases an important advantage of the ML approach over 

the traditional approach 

A novel deep learning-based approach (DPDL) to extract defect parameters from TIDLS 

measurements was also proposed, using a new representation of the TIDLS measurements, the 

TILM. The traditional SRH curves are transferred into a temperature and injection space, 

mapping the lifetime across that space. The resulting TILM images are used to train a CNN for 

different classification tasks and enable ML to use CNN-extracted features for the regression 

tasks. Additionally, the TILM image representation is useful to quickly grasp the impact of a 

defect on the bulk lifetime as high or low lifetime regions can easily be identified even in the 

presence of noise. The main advantage of the DPDL approach is its outstanding capability to 

successfully extract the temperature-dependent capture cross-sections for a variety of capture 

mechanisms. These capabilities overcome the most significant limitation of the traditional 

fitting-based methods (such as the DPSS), their inability to extract the defect parameters when 

temperature dependence is present. To my knowledge, the developed method is the only 

method that enables the determination of the capture modes of both the electrons and holes 

with high accuracy and the extraction of the temperature-dependent capture parameters with 

low RMSE and high R2. The proposed approach can be generalised to any number of 

temperature measurements and wafer conditions and is not limited to Si wafers. Deep learning 

and lifetime maps pave the way to parameter extraction for more complex lifetime models, such 

as multiple defects or two-level defects. 

The adaptability of this method (both the ML-based methodology and image representation 

of measurements) can easily be transferred to other materials, for instance, perovskites, thin 

films, or tandems as well as to other measurement techniques, as discussed in Chapter 2. The 

power of deep learning on images for classification and regression is further explored in 

Chapters 4 and 5, replacing lifetime measurements with luminescence images.
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Chapter 4 - Deep learning inference of 
electrical parameters from luminescence 
images3 

End-of-line characterisation of Si solar cells is necessary for binning to filter out defective 

cells  to avoid power mismatch loss in PV modules.23, 161 I-V testers, used by almost every 

photovoltaic company and research laboratory, are the main end-of-line characterisation tool. 

However, I-V testers are costly to maintain and adapt to recent and future morphological 

changes in solar cells as predicted by the ITRPV.9 As the PV industry moves toward larger 

wafers with more busbars, new contacting methods need to be developed and adapted, while 

the trend towards thinner wafers increases the potential for mechanical breakage.162 The 

throughputs of I-V testers need to be increased dramatically to meet the forecasted 10,000 cells 

per hour,9 however, the higher cell voltages of the new solar cell structures prevent shorter 

measurement durations due to capacitance effects.163 Furthermore, the transition to half,21 

quarter, busbar-less,20 and shingled cells22 poses additional technical challenges for I-V testers. 

An additional end-of-line inspection technique that has gained popularity in the last few 

years is luminescence imaging, whether EL14 or PL.15 As a complement to I-V testers, 

luminescence imaging provides insightful knowledge on solar cell quality and reliability, such 

 
3 This chapter is partially based on: 

Y. Buratti, A. Sowmya, R. Evans, T. Trupke, and Z. Hameiri, “Deep learning on electroluminescence imaging for end-of-line cell 
binning,” 29th International Photovoltaic Science and Engineering Conference, 2019. 

Y. Buratti, A. Sowmya, R. Evans, T. Trupke, and Z. Hameiri, “Deep learning on electroluminescence images for end-of-line 
binning of full and half-cut cells,” Asia Pacific Solar Research Conference, 2020. 

Y. Buratti, A. Sowmya, R. Evans, and T. Trupke, “End-of-Line binning of full and half-cut cells using deep learning on 
electroluminescence images,” in 47th IEEE Photovoltaic Specialist Conference, pp. 0133–0138, 2020. 

Y. Buratti, A. Sowmya, C. E. Cobar Clement, S. Nalluri, S. Duttagupta, T. Trupke, and Z. Hameiri, “Efficiency prediction of solar 
cells using photoluminescence images and deep Learning,” 31th International Photovoltaic Science and Engineering Conference, 
2021. 

Y. Buratti, A. Sowmya, R. Evans, T. Trupke, and Z. Hameiri, “Half and full solar cell efficiency binning by deep learning on 
electroluminescence images,” Progress in Photovoltaics: Research and Applications, vol. 30, no. 3, pp. 276–287, 2021. 

Data and code available on https://github.com/acdc-pv-unsw/LumiNet. 

https://github.com/acdc-pv-unsw/LumiNet
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as series resistance,25 dark saturation currents,26 and transport properties.27 Luminescence 

images can also provide strong hints on manufacturing issues, such as faults with specific tools, 

contamination of handling equipment or defects such as cracks. Recently, the wealth of 

information contained in both PL and EL has been explored through ML and deep learning, as 

mentioned in Chapter 2. 

In this chapter, a luminescence-based binning method that can adequately replace I-V 

measurements is presented. In the proposed framework, a two-step method uses a deep 

learning network to predict the efficiency of solar cells to achieve the two goals of end-of-line 

binning. In the first step, deep learning models focus on identifying misprocessed and defective 

cells, while also learning the important underlying features of luminescence images. The second 

step allows direct prediction of the solar cell efficiency, using the models learned in the first 

step as well as ML regressors. The main advantages of the proposed methods are: (a) ease of 

luminescence imaging over I-V testing in terms of cell contacting or adaptation to busbar-less 

or shingled cells, (b) higher expected throughput of luminescence imaging tools,9 (c) lower 

upfront and maintenance costs of luminescence imaging tools,164 and (d) improved information 

for process control and troubleshooting tools due to the spatial image data.165 Furthermore, 

using PL imaging will further accentuate those advantages as approaches such as line-scan PL28 

are fully contactless. Coupling luminescence imaging with deep learning has the potential for 

transfer learning and fine tuning of the trained deep learning models between applications, cell 

lines, and technologies, providing a cost-effective and fast end-of-line sorting solution to the PV 

manufacturing industry. 

The methodology will be introduced in Section 4.1, while in Section 4.2 the LumiNet training 

and results on state-of-the-art mono-Si solar cells, including busbar-less cells are shown. In 

Section 4.3, transfer learning and fine-tuning applications are demonstrated on mono-Si and 

mc-Si cells as well as half-cut and shingled cells. 

4.1 Methodology 

End-of-line EL images and the associated I-V parameters of state-of-the-art mono-Si solar 

cells were collected by different industrial partners. These collections of EL-IV pairs can be 

divided into three distinct datasets of approximately 20,000 EL-IV pairs for each different 

industrial partner: (a) ‘M0’ busbar-less cells (22.50.8%), (b) ‘M3’ three-busbar cells 

(21.30.3%), and (c) ‘M5’ five-busbar cells (23.10.3%). The values in parenthesis represent 
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the average efficiency and the standard deviation of the efficiencies within each dataset. To 

have comparable scoring metrics and results, the cell efficiencies of each cell in each dataset 

were standardised to a median efficiency of 20% and a mean absolute deviation of 0.3%, 

according to the following transformation: 

 𝜂 = 20 + 0.3 ⋅ (
𝜂0 − 𝜂𝑚𝑒𝑑
𝜂𝑚𝑎𝑑

) (4.1) 

where 𝜂 is the standardised efficiency, 𝜂0 is the original efficiency for a specific cell, and 𝜂med 

and 𝜂mad are the median efficiency and the efficiency mean absolute deviation of the original 

datasets, respectively. Standardisation is preferred to the usual normalisation (using mean and 

standard deviation) to minimise the impact of probable low efficiency outliers that can affect 

the bin width of the efficiency distribution, resulting in datasets with different standard 

deviations, as shown in Fig. 4.1. 

 

Figure 4.1 - (left) Datasets (M0, M3, M5) statistics and (right) proposed LumiNet end-to-end deep learning 
two-step method to determine cell efficiencies from EL images. 

Each dataset is then binned into a ‘reject’ bin (efficiencies lower than 19%) and ten 0.2%-

wide efficiency bins from 19% to 21%. Efficiency-based binning and the bin’s size were 

determined based on early discussions with the industrial partners (Tier 1 companies), who 

suggested bins with a width of 0.2% absolute efficiency to be sufficient for their needs. 
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However, the proposed methodology can easily be adapted to support other binning strategies. 

The main statistical parameters of the standardised datasets are given in Fig. 4.1: mean, 

standard deviation (Std), maximum efficiency (Max), dataset size (Size), and percentage of 

‘reject’ cells (Rejects). A representative EL image from each of the datasets is also provided in 

Fig. 4.1. 

The proposed binning method consists of two steps, as outlined in Fig. 4.1. Firstly, a CNN is 

trained to predict the correct bin based on the EL images. A CNN is usually composed of a 

‘feature extraction’ block (convolutional and pooling layers) and a ‘classification’ block (fully 

connected layers).44 After training, the CNN is frozen – the weights in the feature extraction 

block are not allowed to change anymore – and the classification block is entirely removed. As 

such, the CNN now outputs a one-dimensional vector, corresponding to the last layer of the 

feature extraction block. The resulting vector, called a ‘feature vector’, contains the necessary 

information extracted by the CNN for the classification task. Step 1 enables the CNN to identify 

‘reject’ cells as well as to perform a first order efficiency binning. To refine that binning, the 

CNN is used as a feature extractor, transforming the EL image-based datasets into a set of CNN-

extracted features. Those features are passed to the second step (Step 2), where an ML 

regressor is trained to predict the cell efficiency. The prediction in this step refines the original 

efficiency binning obtained in the first step. As the second step focuses on the main bins, it does 

not include rejected cells. To avoid any information leakage, each dataset (M0, M3, M5) is 

randomly separated into four subsets, corresponding to training and validation datasets for 

each of the two steps, as specified in Fig. 4.1. Val1 contains 100 ‘reject’ and 900 ‘non-reject’ cells, 

while Train1 contains all the remaining ‘reject’ cells plus ‘non-reject’ cells for a total of 15,000 

cells. Val2 and Train2 contain 1,000 and 2,000 ‘non-reject’ cells respectively (no ‘reject’ cells are 

included in Step 2). 

In the first step, the following CNN architectures are trained and compared on the same 

dataset subdivision: AlexNet,47 ResNet,48 SqueezeNet,49 and VGGNet.50 The starting weights of 

each of the CNN architecture are determined from a pre-training session of the algorithm on 

the popular ImageNet set.46 The weights are then tuned over 25 training epochs run on Train1 

with a batch size of 17 cells and image size of 224×224. Each architecture is then used as a 

feature extractor for Step 2, where three different ML regressors are trained: RF,36 AB,38 and 

SVM.166 More details about the CNN and ML regressors can be found in Chapter 2. In Step 2 the 

training and validation are performed, respectively, on Train2 and Val2 after extraction of the 

features from the EL images by the frozen CNN. Additionally, an ML regression step is 
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performed using all four CNN feature vectors combined (from each CNN architecture), 

designated as the ‘Fusion’ CNN. The two-step training and regression are repeated five times 

for each dataset, with random subdivision to assess the repeatability of the proposed method. 

Finally, a ‘Universal’ CNN (based on the VGGNet architecture) is trained by combining the Train1 

subdivision for each of the three datasets (M0, M3, and M5). The Universal CNN is still evaluated 

on each of the dataset’s Val1 separately. The LumiNet approach is a combination of the Universal 

CNN feature extraction and the ML regression (shared on Github). More information about the 

CNN and ML training methodology can be found in Chapter 2. 

The deep learning CNNs are trained and evaluated using the CEL metric, defined in 

Chapter 2. Additionally, the accuracy of the ‘reject’ bin (Accr), also known as the recall of the 

‘reject’ bin, defined as the number of correctly predicted ‘reject’ cells over the total number of 

true ‘reject’ cells, and the accuracy of the ‘non-reject’ bins (Accnr) defined as the number of 

correctly predicted ‘non-reject’ cells, are used. For the scoring of ML regression models, the R2 

and the RMSE metrics are used (both are defined in Chapter 2). The same trends should be 

observed with both regression scores, with the RMSE scores able to be related to the regression 

target (absolute efficiency) and the R2 scores indicating the quality of the fit. 

The proposed two-step ML method is compared to a baseline of a linear regressor that uses 

statistical parameters extracted from the EL images, as explained by Spataru et al.,167 such as 

the statistics of the EL intensity histogram and of the image pixel counts (mean, deviation, 

entropy, kurtosis, and skewness). Additionally, after the second step of the proposed method, 

the resulting bins are compared to a baseline binning instance using the I-V data and the 

method introduced by Evans et al.161 Following that method, the power mismatch loss of a 

module (L), also known as the relative or fractional power loss,23, 168 is calculated as the square 

of the standard deviation of the maximum power point current (Imp) of the cells comprising the 

modules, normalised to the average of those cells (Imp):161 

 𝐿 = 𝐴 ⋅ 𝜎𝐼𝑚𝑝
2  (4.2) 

with A a derived correlation factor that is fixed to 9.48 as suggested by Evans et al.161 For each 

bin predicted by either the CNN+ML approach or the I-V tester, groups of 60 cells are randomly 

selected to build a module and the mismatch loss is calculated. The operation is repeated 1,000 

times with randomly selected cells. Due to the lack of the electrical parameters at the maximum 

power point, the standard deviation of Imp in Eq. 4.2 is approximated to using Isc data, as an 
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acceptable first-order estimation.161 This assumption is then used to evaluate the loss from both 

the traditional I-V binning and the CNN+ML-based binning. 

4.2 Cell efficiency prediction 

4.2.1 Cell efficiency bin classification 

 

Figure 4.2 - (a-c) Cross-entropy losses and (d-f) accuracies resulting from the first step of the proposed 
method. Each CNN algorithm (box plot) is compared to the universal CNN (dotted lines) as a reference. 
Train1* refers to the combination of the three Train1 datasets. 

The results of the first step of the LumiNet method, which is the classification of cells into 

efficiency bins based on their EL images, are presented in Fig. 4.2. Each column of subplots 

corresponds to one of the three datasets: (a,d) for M0, (b,e) for M3, and (c,f) for M5. In Fig. 4.2(a-

c), box plots of the CEL of the Train1 (blue box) and Val1 (light green box) sets are shown as 

functions of the used CNN architecture. As a reference for the discussion, the means of the CEL 
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of the Universal CNN across the three datasets are also presented (blue dotted line for Train1 

and light green dotted line for Val1). The second row of graphs [ Fig. 4.2(d-f)] presents the 

accuracies of the ‘reject’ and ‘non-reject’ bins as functions of the used CNN model for Val1, as 

well as the average ‘reject’/‘non-reject’ accuracies for the Universal CNN. On each subplot, the 

statistical box plot represents the mean and interquartile range (10%, 25%, 75%, and 90%) 

over the five repeats, while the shaded area marks the width of one standard deviation away 

from the mean over the five repeats. 

The graphs show that the ResNet and VGGNet architecture’s training CELs are lower than 

the corresponding validation CEL, especially on M0, meaning that the models achieve better 

performance on the Train1 than Val1 [Fig. 4.2(a-c)]. This slight, but unsurprising, overfitting can 

be mitigated by decreasing the number of training epochs.169 In two models trained on M3, the 

average Train1 CEL is larger than the average Val1 CEL. This can be explained as well by the 

random allocation of data into the two sets and the fact that training is subject to data 

augmentation.169 All the CNN models perform at a similar level in terms of CEL on Val1 with 

values between 0.8 to 1.2, with a few outliers for M5, due to the random distribution of the 

‘reject’ cells between Train1 and Val1. The Universal CNN (dotted line) shows a similar 

performance to the individual CNNs. As the Universal CNN model has been trained on all three 

Train1 datasets (designated as Train1* in the legend), its training error (blue dotted line) is the 

same for the three datasets. However, the individual validation loss differs between them, being 

comparable to the four CNNs trained on the same datasets. Although based on VGGNet, the 

Universal CNN outperforms VGGNet in the M0 dataset, indicating that additional information 

from training on the M3 and M5 datasets helps the classification and binning process in the M0 

dataset. Having busbar-less cells, M0 acts as a unique dataset compared to M3 and M5, making 

the Universal CNN more familiar with cells with busbars. This can explain the better learning 

on M0 with data from M3 and M5. Furthermore, as the performance of the Universal CNN is 

similar between the M3 and M5 datasets, the number of busbars does not impact its 

performance, as the model learns to recognise this feature. This strength in learning makes the 

Universal CNN an adequate candidate to apply to new datasets as the number of busbars is 

predicted to increase in the next few years.9 

From the accuracy graphs [Fig. 4.2 (d-f)], for all the models the ‘reject’ accuracy (~80%) is 

higher than the ‘non-reject’ accuracy (~60%) for M3 and M5 and slightly higher (~78%) than 

for M0. The high variance in accuracy is due to the randomness of the Train1 and Val1 splitting. 

In particular, the ‘reject’ cells only represent ~2% of the dataset, and while the proportion of 
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‘reject’ cells is increased in the Val1 set (to 10%), the type of features causing the ‘reject’ binning 

can be a source of variance. The setting of the ‘reject’ threshold at 19% efficiency also impacts 

the accuracies depending on the shape of the efficiency distribution. For instance, with M0, the 

standard deviation is lower than for M3 and M5, resulting in a smaller overlap between the 

rejected efficiencies and the main efficiency distribution. This explains the lower difference 

between the ‘reject’ and ‘non-reject’ accuracies. In terms of model comparison, all the models, 

including the Universal CNN, have statistically comparable performance, apart from the 

SqueezeNet models for M0. While still low on average, the ‘reject’ accuracies can be improved 

by collecting a dedicated dataset of ‘reject’ cells and applying binary classification on a balanced 

dataset: 50% ‘reject’ and 50% ‘non-reject (as mentioned, the three used datasets have only 

~2% ‘reject’ cells). Overall, considering the CEL, overfitting and ‘reject’ accuracy, VGGNet or 

AlexNet is recommended to be used for direct training on EL datasets or for the Universal CNN. 

Table 4.1 - CNN models and Universal CNN per dataset with highest ‘reject’ accuracy. 

Dataset CNN model Val1 CEL Val1 ‘reject’ accuracy 
Val1 ‘non-reject’ 

accuracy 

M0 VGGNet 1.03 84% 76% 
M3 AlexNet 1.26 96% 51% 
M5 AlexNet 1.10 92% 60% 

     

M0 Universal 0.75 86% 80% 
M3 Universal 1.38 96% 49% 
M5 Universal 1.01 83% 61% 

 

In Table 4.1 the Val1 CEL and accuracies for the best performing CNN models and Universal 

CNN training are summarised. As previously stated, AlexNet produces the best CNN model for 

two of the datasets, while VGGNet performs best for M0. Nevertheless, even for M0, the best 

performing AlexNet achieves CEL and accuracies that are only slightly below the best VGGNet. 

The ‘reject’ accuracies are all above 80% and reached as high as 96% for M3. As previously 

mentioned, those high accuracies can be improved by collecting a dedicated dataset to increase 

the examples of ‘reject’ cells that the CNN can learn from. Table 4.1 also shows that a Universal 

CNN, trained on different technologies and datasets, can match or outperform the CNN trained 

on only one dataset. This opens the potential for model weight sharing (transfer learning) 

where a Universal CNN, referred to as the LumiNet CNN, is trained on multiple different 

datasets across technologies or companies and shared with the scientific community (Github). 

Such a pre-trained model can easily be downloaded by the user and either directly applied to a 

dataset as a feature extractor or classifier (transfer learning) or can be further trained (fine-
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tuning) on the specific dataset at hand, as will be discussed in Section 4.3. This would be an 

advantage over training a CNN from scratch, as the LumiNet CNN would already have insight 

into the structure of a solar cell (such as busbars, background luminescence patterns, 

measurement probes, edges, etc). LumiNet CNN has the potential to be extended to defect 

detection, the prediction of other I-V parameters, or the correlation with inline monitoring 

metrics. 

4.2.2 Cell efficiency regression and refined binning 

 

Figure 4.3 - (a-c) R2 and (d-f) RMSE resulting from the second step of the proposed method. Each ML 
algorithm (box plot) is compared for each CNN feature extractor, including the Fusion and Universal CNN. 
A linear regressor on statistical features derived from the EL images (dotted lines) is used as a reference. 

For each CNN model from the first step, the classification block is removed, and the model 

weights are frozen to be used as a feature extractor. The Train2 and Val2 datasets are 

transformed from EL images to feature vectors of varying lengths, depending on the selected 

CNN model. The results of the second step of the proposed approach, namely efficiency 
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regression of the cells using ML, are presented in Fig. 4.3. Each column of subplots corresponds 

to the results on each of the three datasets: (a,d) for M0, (b,e) for M3, and (c,f) for M5. The 

graphs in the first row [Fig. 4.3(a-c)] show box plots of R2 of the Val2 set as a function of the CNN 

model used for each of the three ML regressors: AB (red box), RF (blue box), and SVM (purple 

box). The CNN axis contains the Universal CNN, as well as the Fusion CNN where each of the 

CNN’s feature vectors is merged before the ML regression step. The second set of graphs 

[Fig. 4.3(d-f)] presents the RMSE of the Val2 set as a function of the CNN model used. In each 

graph, the results from the linear regression extracted from the EL images are shown as a 

reference: mean score (dotted black line) and one standard deviation away from the mean over 

the five repeats (shaded area). 

The first row of graphs [Fig. 4.3(a-c)] shows that of the four studied CNN models, SqueezeNet 

performs worst for M3 and M5, while ResNet and VGGNet perform at a similar level to AlexNet, 

despite the overfitting in step one. The Fusion model (combining the feature vectors of each of 

the four CNN models) outperforms the other model for each dataset, which is as expected 

because it has access to all the features learned by the individual CNN models. This showcases 

the fact that the different CNN models find different features in the EL images. The Universal 

CNN performs as well as VGGNet, as both are based on the same underlying CNN architecture, 

though trained on different datasets. The difference in training reveals that while learning 

features are relevant for classifying ‘reject’ vs ‘non-reject’, the additional features learned on 

the other dataset by the Universal CNN do not improve or harm the second regression step. In 

the second row [Fig. 4.3 (d-f)] the RMSE is shown as a more interpretable result in terms of 

absolute efficiency, even though it is inversely proportional to 1-R2. In the graphs, all the RMSE 

values are below the width of the efficiency bins (0.2% absolute efficiency), which ensures that 

the second step of the proposed method provides adequate binning. As a lower bound, RMSE is 

not expected to overcome the precision of the I-V tester used to gather the data. However, the 

use of the Universal CNN for transfer learning or fine-tuning can help achieve higher precision 

when replacing the less accurate I-V testing. In all graphs, the proposed ML approach 

outperforms the more direct linear regression approach on the statistical features of the EL 

images, showing the advantage of using a CNN+ML method in analysing EL images. 

In Table 4.2, the best CNN+ML models and the Fusion models that achieve the lowest RMSE 

are summarised. Despite the Fusion models performing better on average, the best performing 

models are closely matched by the VGGNet model with an SVM or RF. The best models achieve 

less than 0.1% absolute efficiency mean error on efficiency prediction from EL images and R2 
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above 0.9. Finally, the ‘non-reject’ accuracies are comparable to those obtained after the first 

step. With high R2 and low RMSE, the lack of increased accuracy is explained by the sharp 

threshold for binning, where, for example, a cell with 19.79% efficiency can be predicted as 

having 19.81% and, thus, be misclassified from the 19.6%-19.8% bin into the neighbouring bin 

(19.8%-20.0%). 

Table 4.2 - CNN+ML models and Fusion CNN models with lowest RMSE. 

Dataset CNN model ML model Val2 R2 Val2 RMSE 
Val2 ‘non-reject’ 

accuracy 

M0 VGGNet SVM 0.92 0.09 67% 
M3 VGGNet SVM 0.89 0.11 57% 
M5 VGGNet RF 0.83 0.11 56% 

      

M0 Fusion RF 0.93 0.09 70% 
M3 Fusion RF 0.89 0.10 56% 
M5 Fusion RF 0.85 0.11 58% 

 

To evaluate the impact of the proposed two-step method on binning, a study of the power 

loss generated by the binning misclassification is performed. For each dataset, the best CNN 

and ML models are selected (first three rows of Table 4.2) and the analysis is shown in Fig. 4.4. 

Each column of subplots corresponds to the results on each of the three datasets: (a,d) for M0, 

(b,e) for M3, and (c,f) for M5. In the first row of graphs [Fig. 4.4(a-c)], the predicted against 

measured efficiency of the cells in the Val2 set are shown. Each cell is coloured based on its 

being in the correct bin (green), neighbouring bin (blue), or incorrect bin (red). The y = x line 

(black dotted line) is shown, as well as the y = x  RMSE (grey dotted line) for reference. As can 

be seen, almost all the data (<98%) are binned either in the correct efficiency bin or a 

neighbouring bin. The graphs also show that cells can be misclassified, while having very low 

RMSE, due to sharp binning thresholds. The impact of the I-V or CNN+ML binning is shown in 

the second row of graphs [Fig. 4.4(d-f)]. For each I-V or ML bin, 100 modules are simulated from 

a random sample of 60 cells and the mismatch power loss L is evaluated as a relative 

percentage.161 The statistical box plot of the mismatch loss is shown for both I-V-based binning 

(purple box) or ML-based binning (orange box). On average, the difference between the two 

binning approaches is less than 0.002%, corresponding to a negligible power loss, 6 mW for a 

300 W module for reference, when switching from I-V to CNN+ML-based binning. Furthermore, 

in some instances, the CNN+ML-based binning results in a lower module power loss than I-V 

binning. This occurs when there is a low number of cells in the bins and may be due to lower 

variance within the ML bins than the I-V bins. 



Chapter 4 - Deep learning inference of electrical parameters from luminescence images 

4.2 Cell efficiency prediction 

 

71 

 

Figure 4.4 - (a-c) Predicted and actual efficiencies and (d-f) estimated relative module power loss 
resulting from the second step of the proposed method, for the best performing algorithms on each of the 
three datasets. 

The results hold across all three tested mono-Si datasets, showcasing the potential of the 

proposed deep learning approach as an adequate replacement for I-V testers in end-of-line 

testing. I-V testers should still be use off-line to keep the CNN in check and continue its training 

over time. This heralds the usefulness of luminescence imaging for manufacturing monitoring 

and shows how deep learning can unlock its full potential by matching I-V binning and 

accurately inferring cell efficiencies. The assumption of approximating Imp to Isc in Evans’ 

method161 is validated by using the worst-case scenario, taking into account the FF, of 

Imp = Isc  FF; similar results have been obtained with the maximum difference between the 

binning approaches of less than 0.003%, (9 mW out of a 300 W module). 

Having a pre-trained Universal CNN (LumiNet) opens the path to transfer learning via weight 

sharing using the LumiNet CNN as a feature extractor on new datasets. Fine-tuning on the user’s 

dataset, using the LumiNet CNN’s weight as a starting point for the CNN training on new 
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datasets, is still recommended. Examples of applications of transfer learning and fine-tuning 

are discussed in the Section 4.3. 

4.3 Transfer learning and fine-tuning applications of LumiNet 

In this section, applications of the LumiNet model are explored either via transfer learning, 

where the layers of the CNN are fixed and used as is for the new application, or via fine-tuning, 

where the weights are further trained on data from the new application. 

4.3.1 Monocrystalline cells 

To demonstrate the usefulness of the proposed transfer learning or fine-tuning method, the 

LumiNet CNN is applied on a distinct dataset ‘M9’, containing 800 EL-IV pairs of nine-busbar 

mono-Si cells (22.70.2%), a cell architecture that has not been used during the LumiNet CNN 

training (‘pre-training’). A comparison is performed between transfer learning, fine-tuning, and 

direct training approaches. For the fine-tuning and direct training, the LumiNet CNN is trained 

on a subset of M9 in classifying into 0.2% standardised efficiency bins. For the three 

approaches, an ML regressor is then trained in predicting the standardised efficiency of the cell 

from the LumiNet CNN’s extracted features. While fine-tuning of the classification steps must 

be performed on standardised efficiency bins, the regression step can be performed on non-

standardised or normalised cell efficiencies. Since the choice of the regressor has no significant 

impact on the results (as discussed regarding Fig. 4.4), an RF is chosen as the regressor. Of the 

800 cells of M9, 200 are assigned to train the RF, 100 for validation of the CNN+RF approach, 

and the remaining cells (500) are used in the fine-tuning or direct training of the LumiNet CNN. 

The size of the validation set is kept constant across all three applications for comparison. 

 

Figure 4.5 - Validation set prediction and actual cell efficiencies of (a) transfer learning, (b) fine-tuning, 
and (c) direct training approaches of the LumiNet CNN on M9. 
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The predicted and actual cell efficiency of each approach is given in Figure 4.5, with the same 

colour code as in Fig. 4.4. All approaches perform to the level of the CNN+ML approach 

demonstrated in Section 4.2, with an R2 of 0.85, 0.92, and 0.89 for the transfer learning, fine-

tuning, and direct training approaches, respectively. The feature extraction of the LumiNet CNN 

through transfer learning is successful in achieving an RMSE of 0.1% absolute efficiency and 

correctly binning (adjusted) 96% of the validation sets, despite never having seen a nine-

busbar cell during pre-training. Transfer learning is comparable in results to direct training 

(RMSE of 0.09% absolute and 97% accuracy) but is more time efficient and does not require 

dedicated hardware. However, allowing a fine-tuning of the LumiNet CNN – where the LumiNet 

CNN is trained on part of the M9 dataset – improves the performance in both binning accuracy 

(99%) and efficiency prediction (RMSE = 0.07% absolute). This shows that the LumiNet model 

has the potential to be a plug-and-play solution for cell efficiency binning and prediction. This 

opens the application of pre-trained LumiNet to other transfer learning and fine-tuning 

applications, such as defect detection, correlation with inline monitoring metrics or simply 

reducing the usage of I-V testers by shifting the monitoring to luminescence-based tools. 

4.3.2 Multicrystalline cells 

With a similar approach to transfer learning, fine-tuning and direct training is performed on 

a four-busbar mc-Si dataset ‘P4’ (18.50.2%) containing around 20,000 cells. The dataset split 

for the application is similar to Fig. 4.1 with 15,000 cells for CNN training/fine-tuning, 2,000 

cells for ML training (RF for this application), and 1,000 cells for validation. 

 

Figure 4.6 - Validation set prediction and actual cell efficiencies of (a) transfer learning, (b) fine-tuning, 
and (c) direct training approaches of the LumiNet CNN on P4. 
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The results of all three approaches are shown in Fig. 4.6 as the predicted versus the actual 

cell efficiency on the validation dataset. The cell efficiencies shown are all standardised for 

comparison purposes. With no knowledge of mc-Si cells, the out-of-the-box LumiNet CNN 

(transfer learning) achieves an RMSE of 0.23% absolute efficiency prediction, capturing the 

general trend of the cell efficiencies distribution. This is remarkable considering that mc-Si EL 

images look distinctively different from mono-Si EL images, especially with the presence of 

grain boundaries and dislocation networks. Fine-tuning considerably ameliorates the LumiNet 

CNN prediction level to an RMSE of 0.16% absolute efficiency, slightly better than the direct 

training approach (RMSE = 0.17% absolute). Compared to direct training, fine-tuning allows 

the LumiNet to retain previously encountered features such as cracks, shunts, and other EL-

apparent defects in the pre-training datasets (M0, M3, M5) while learning the new EL-apparent 

features from mc-Si, such as grain boundaries. This transfer learning and fine-tuning 

demonstration of LumiNet showcases the potential for other applications across technologies 

such as thin-film, perovskite, or tandem cells, especially if only smaller datasets (<10,000) are 

available for training. 

4.3.3 Half-cut cells 

 

Figure 4.7 - Generic examples of (a) ‘Full’ cell (b) ‘Half’ cut cell with image pre-processing and (c) the red 
green blue (RGB) superposition of the full and half cells. 

The proposed methodology is also demonstrated on a separate dataset (‘MH’) of 500 images 

(‘Full’), from which 1,000 half-cut cell images are created (‘Half’) by cutting. The cells are from 

the same industrial partner as the M5 dataset, but nevertheless distinct from that dataset. The 

cells were cut and measured by the industrial partner. The best performing networks for M5 

are compared in predicting the efficiency of the full and half cells. Examples of EL images of the 
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full and half-cut cells are presented in Fig. 4.7. As shown in Fig. 4.7(b), the half-cell images are 

pre-processed by cropping and resizing them to resemble the full cell images, such that the CNN 

extracted features are relevant for the ML regression. Pseudo-coloured images are then created 

by combining the ‘Full’ and its two pre-processed ‘Half’ images. The ‘Full’ image is added into 

the red channel, while the two ‘Half’ images are added into the green, and blue channels, 

resulting in a 3-channel image (‘RGB’) which are used for training, as shown in Fig. 4.7(c). To 

adapt the LumiNet from 1-channel (EL) to 3-channel (RGB) input, the first layer of the CNN has 

been duplicated. The RGB superposition has the advantage of using all the information available 

to predict the desired target (half-cell efficiency). The difference in contrast and brightness 

between the ‘Full’ and ‘Half’ EL images that can be seen in Fig. 4.7 comes from the different 

imaging systems that were used before and after the cutting process. Note that different 

measuring conditions do not challenge our approach and can easily be learned by the CNN 

models. The ‘Full’ set contains 500 full cells, 50 of which are used for validation while the rest 

are used for fine-tuning. 

For both the ‘Half’ and ‘RGB’ datasets, the CNNs used for extraction are fine-tuned on half of 

the training dataset, while the other half is used in the training of the ML regressor. The task is 

to predict the half-cut cell efficiencies from either the ‘Half’ image or the combined ‘RGB’ image. 

Each training and regression cycle is repeated ten times for statistical purposes, and the 

resulting validation R2 is shown in Fig. 4.8(a). Different feature extractors are compared using 

the best-trained network from the M5 dataset: VGGNet, Universal CNN (LumiNet), and Fusion 

CNN. On the x-axis, the results are shown for the ‘Full’ set, the ‘Half’ set, the ‘Half’ after fine-

tuning with 50% of the training data, and the RGB superposition approach, which also includes 

fine-tuning. An SVM regressor is used to predict the efficiency of the cell from the extracted 

feature. As discussed previously, the choice of the ML regressor has no significant impact on the 

results. As a reference, the prediction of the efficiency R2 by linear regression over the statistical 

features is also shown (black). 

The proposed CNN+ML deep learning method is validated by the full set, achieving an R2 of 

0.99, which is expected from Section 4.2. However, a direct regression of the extracted features 

on the pre-processed half cells [‘Half’ in Fig. 4.8(a)] underperforms. Fine-tuning of the CNN 

feature extractor improves the results, and the proposed RGB superposition processing further 

improves the R2 score, reaching 0.84 for the best performing iteration. Across all sets, the 

CNN+ML method outperforms the linear regressor. The LumiNet (Universal CNN) and VGGNet 

perform at similar levels for the Half set with and without fine-tuning, while the LumiNet 
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performs slightly worse for the RGB superposition. This can be explained by the very small 

dataset size (~500 Full cells) available for fine-tuning. Since the LumiNet CNN has been trained 

on data from different datasets (M0, M3, M5) it requires more data for successful fine-tuning 

than the VGGNet model, which has only been trained on the same industrial partner’s dataset 

(M5). Access to a larger dataset should significantly improve the results of the fine-tuned 

dataset. Furthermore, the rescaling of the half-cell images might impact the feature extraction 

capability, although enough data should allow the models to recognise the scaled defects in the 

images. Finally, as expected, the Fusion CNN feature extractor outperforms the LumiNet or 

VGGNet. While the RGB approach still performs better than direct training over the Half set, in 

practice it should be possible to achieve high R2 in training on half-cut cells only, with no 

knowledge of the other half, by having access to a larger dataset (>10,000). This would enable 

easy-to-implement industrial level applications where the full cell image is not required. The 

proposed RGB approach is an efficient way to circumvent the problem of the low sample size of 

this dataset; however, training using a large dataset of half-cut cell EL images is preferred. 

 

Figure 4.8 - (a) Validation R2 for different approaches, (b) best performing fusion CNN predicted vs actual 
cell efficiency, and (c) module power loss estimation from binning methods on the half-cut cells dataset. 

In Fig. 4.8(b), the best performing Fusion CNN predicted and actual cell efficiencies for the 

validation set is shown, with an RMSE of 0.16% absolute efficiency. The graph also shows that 

the cells come from two distinct efficiency bins, below and above 19.5% efficiency. For each bin, 

the mismatch loss is estimated with both the I-V and ML methods [Fig. 4.8(c)] in a similar 

fashion to Fig. 4.4. The mismatch loss estimation shows no additional module power loss when 
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switching from I-V to CNN+ML binning, with an average loss of 0.01% (3 mW out of 300 W 

modules). The approach of predicting half-cell efficiency helps in considering damage created 

during the cutting process and optimising module power by performing post-cutting binning. 

Adding luminescence imaging post-cutting is inexpensive compared to adding I-V testers and 

can ensure better quality and reliability of PV modules. 

4.3.4 Shingled cells 

As shingled modules become more common, sorting the cells after the cutting process is key 

to ensuring minimal mismatch loss and identifying defects that may cause low performance or 

reliability issues. Currently, individual shingled cells are not measured and are binned for 

module assembly based on the characteristics of the full cell before the cutting process. A set of 

296 mono-Si cells with five busbars was measured using a Wavelabs Sinus-220 I-V tester under 

standard testing conditions, and imaged using a custom-made line-scanning PL system.28 The 

cells were then each cut into four shingles and both I-V and PL measurements were repeated. 

Examples of PL images of both ‘Full’ and ‘Shingle’ cells are shown in Fig. 4.9(a). Compared to EL 

imaging, line-scan PL imaging can be easily measured for any cell morphology, which makes 

the technique suitable for half-cut and shingled cells without the need of contacting. 

Furthermore, compared to traditional PL, line-scan PL shows resistive features as bright 

regions in the image.28 

 

Figure 4.9 - Examples of (a) line-scan PL images, and predicted and measured open-circuit voltage on the 
validation set for (b) the ‘Full’ cells and (c) ‘Shingle’ cells dataset. 

A fine-tuning approach of the LumiNet CNN is applied here on both the ‘Full’ (~300 cells) 

and ‘Shingles’ (~1,200 cells) datasets. For the ‘Shingle’ cells, their EL images were rescaled 

following the same procedure as for the Half-cells in the previous subsection. For the ‘Full’ 

(resp. ‘Shingle’) dataset, 50 (resp. 100) cells were assigned for validation, 100 (resp. 200) for 

ML regression training, and the remainder for the fine-tuning of the LumiNet CNN. A notable 
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difference for the fine-tuning was that the target of the prediction was changed from efficiency 

to Voc, showcasing the LumiNet’s adaptability to other target outputs. The prediction and 

measured Voc values of the validation ‘Full’ dataset are given in Fig. 4.9(b). The Voc is predicted 

within an RMSE of 1.25 mV. For the ‘Shingle’ dataset, shown in Fig. 4.9(c), the Voc prediction 

achieves an RMSE of 1.83 mV. The lower bound of the RMSE values is limited by the 

repeatability of the I-V tester used to measure the Voc of the cells and the tight distribution of 

Voc. The dotted lines show y = x (black) and y = x±RMSE (grey). The data are mostly within the 

RMSE prediction capability of the CNN+ML algorithm approach. Despite the tight Voc 

distribution and the I-V tester limitation, the shingled cells’ prediction reached a similar level 

of prediction as the full cells, showing the potential of the approach, even though the margin of 

prediction is wider for shingled cells. The dataset is relatively small and narrow, and the 

performance is expected to increase on a larger and broader dataset (>10,000). However, the 

LumiNet fine-tuning approach manages to reasonably predict the Voc of the cells and has the 

potential to identify low Voc cells or other anomalies that occur during the cutting process. 

Measuring line-scan PL after cutting the cells into shingles can help manufacturers filter out 

defective shingles or use acceptable areas of defective cells while minimising the impact on 

mismatch loss during shingled module assembly. 

The application on half-cut cell efficiency and shingled cell Voc prediction shows the potential 

of the proposed deep learning method in predicting electrical parameters of hard-to-measure 

cells such as half-cut, busbar-less, or shingled cells. With accurate prediction capabilities, 

mismatch loss in modules can be minimised and the impact of the cutting process can be 

assessed, which is not currently done in production lines. 

4.4 Summary 

In this chapter, an end-of-line binning based on luminescence imaging and deep learning 

inference was demonstrated. A CNN is trained to extract features from EL images and 

effectively filter out defective cells with an accuracy of up to 96%. An ML regressor predicts the 

cell efficiency from the extracted features, with an R2 achieving 0.93 and an RMSE below 0.10% 

absolute cell efficiency. For even greater accuracy, a fusion approach of multiple CNN 

architectures is trained for feature extraction. The choice of the ML regressor, however, is less 

critical as an SVM or RF performs similarly in all cases. The CNN+ML binning is shown to have 
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only a negligible impact on module mismatch loss compared to the traditional I-V binning and 

is proven to be a suitable substitute for I-V binning. 

The trained LumiNet models for transfer learning or fine-tuning applications are shared via 

GitHub. Such applications were demonstrated in Section 4.3, firstly by predicting the efficiency 

of a different cell structure (nine busbars) not seen before by the LumiNet. The transfer learning 

and fine-tuning concept have also been validated across cell technologies (mc-Si) and cell 

morphology (half-cut and shingled cells). For the shingled cells, the LumiNet is trained on a 

different electrical parameter (Voc) and applied on line-scan PL images. Furthermore, the ease 

of luminescence imaging of half-cut or shingled cells makes the proposed method a promising 

technique for binning and filtering out defective cells after the cutting process. The concepts 

presented in this chapter can easily be extended to the prediction of other electrical parameters 

of interest and replicated across cell technology and morphology. Further improvement on the 

generalisability of the LumiNet models can be explored with techniques such as dropout, or 

more complex data augmentation (blurring, simulating camera’s lensing issues, etc). 

Moving from lab-scale characterisation in Chapter 3 to production-scale characterisation in 

this chapter showcases the breadth of applications available for ML in the PV industry. 

Specifically, the proposed luminescence-based deep learning inference approach in this 

chapter has the potential to enhance illuminated I-V measurements as the standard end-of-line 

binning tool, truly unlocking the potential of luminescence-based techniques. An application of 

the LumiNet models to automate the loss-analysis process of solar cells in the production line 

is discussed in depth in the next chapter.
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Chapter 5 - Automated deep learning-
based efficiency loss-analysis from 
luminescence images4 

During the manufacturing process, solar cells and modules undergo different mechanical, 

thermal, and chemical stresses that can introduce defects and lower their output conversion 

efficiency.170 Often, these defects can be detected by luminescence-based imaging techniques 

such as EL14 or PL15 imaging. As discussed in Chapter 4, EL and PL are more insightful than I-V 

measurements regarding the quality and reliability of the solar cell, and luminescence 

techniques are also more adapted to the PV industry shift towards larger and thinner wafers, 

and different structures such as half, quarter, and shingled cells.9 As was shown in Chapter 4, 

deep learning and ML can correlate features from the EL and PL images to the I-V electrical 

parameters with techniques such as CNNs. With the advances in deep learning research, a new 

class of deep learning algorithms has been developed: generative adversarial networks 

(GAN),45 based on deep neural networks or CNNs, that facilitate the generation of different 

types of realistic images.171, 172 To date, in the PV community, GANs have been used for data 

augmentation,173 automatic labelling,174 image denoising,175 and defect localisation.176, 177 

However, it has not been applied to automated efficiency-loss analysis. 

In this chapter, the CNN-based EL image analysis from Chapter 4 is combined with a newly 

developed GAN architecture to build an automated efficiency loss-analysis method. In this 

proposed framework, defective regions in solar cell luminescence images are identified. Then, 

a GAN-based in-painting model reconstructs the defective area, resulting in a defect-free 

 
4 This chapter is partially based on: 

Y. Buratti, Z. Abdullah-Vetter, A. Sowmya, T. Trupke, and Z. Hameiri, “A deep learning approach for loss-analysis from 
luminescence images,” 48th IEEE Photovoltaic Specialists Conference, pp. 0097–0100, 2021. (Best student presentation 
award) 

Y. Buratti, A. Sowmya, R. Dumbrell, P. Dwivedi, T. Trupke, and Z. Hameiri, “Automated efficiency loss-analysis by luminescence 
image reconstruction using generative adversarial networks,” Joule, 2022. 

Data and code available on https://github.com/acdc-pv-unsw/LumiGAN. 

https://github.com/acdc-pv-unsw/LumiGAN
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luminescence image. The cell efficiency of the resulting image is assessed through the LumiNet 

CNN model from Chapter 4 and is compared with the pre-reconstruction efficiency. The 

shortfall in efficiency provides a fully automated efficiency loss estimate. Furthermore, with 

defect detection and localisation, each type of defect can be individually reconstructed, allowing 

assessment of the efficiency loss per defect type. Applied to entire solar cell manufacturing 

datasets, the proposed approach has the potential to quickly identify the defective pattern that 

causes the largest efficiency loss in the production line. Identifying those patterns on such a 

large scale is key for manufacturers to further enhance the yield of production lines and reach 

higher and narrower efficiency distributions while addressing potential reliability issues. With 

access to automated GAN and CNN-based efficiency loss-analysis of luminescence images, 

troubleshooting production lines becomes effortless with minimal investment from the 

manufacturer. 

First the combination of the Chapter 4 framework into the automated loss-analysis 

framework is described in Section 5.1. Training results for the GAN and CNN are presented in 

Section 5.2. The automated loss-analysis approach is applied to a large dataset to identify the 

efficiency shortfall in Section 5.3, and the method is validated on an experimental dataset in 

Section 5.4. 

5.1 Methodology 

The main deep learning model proposed in this chapter is a GAN-based method tasked with 

generating a convincing defect-free portion of an EL image based on the context around a 

selected area to reconstruct. The GAN framework consists of three CNNs performing the roles 

of (i) generator, (ii) area discriminator, and (iii) full image discriminator.45, 178 During the 

training, for each EL image, a random region across the image is assigned as the area to 

reconstruct. A uniform white mask is placed upon the area, and the resulting masked images 

are passed to the generator model. The masked full-size EL image is down-sampled to a set 

fixed-size latent space, before being up-sampled to the size of the patch to be generated (which 

is equal to the size of the masked area), resulting in context-encoded area generation. As shown 

in Fig. 5.1 (red box), the generated area is compared to the originally masked area using a 

smooth L1 loss function, given by:179 

 𝐿1(𝑔, 𝑜) = {
0.5 ⋅ (𝑔 − 𝑜)2    𝑖𝑓 |𝑔 − 𝑜| < 1
|𝑔 − 𝑜| − 0.5           𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

 (5.1) 
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where g and o are pixels of, respectively, the generated area and the originally masked area. 

The smooth L1 loss is averaged over all the pixels from the generated patch and originally 

masked area, providing a loss criterion less sensitive to outliers than the more traditional mean 

square error loss and the ability to prevent exploding gradients during training.180 

 

Figure 5.1 - Training framework for the GAN-based EL reconstruction algorithm. Pixel-wise training of 
the generator is used in tandem with adversarial training provided by two discriminators. 

To supplement the supervised learning aspect of the area generation, two discriminators 

(Fig. 5.1 – blue and purple boxes) are used to provide an adversarial loss to the training of the 

generator, inspired by the context-encoder approach of Pathak et al.178 Each discriminator 

(image/area) outputs a score, between −1 and 1, averaged over a batch of original images 

(Li/a,o), and a score averaged over a batch of reconstructed images (Li/a,r). The two scores are 

subtracted such that a loss close to zero indicates that the discriminator model is unable to 

accurately distinguish the generated from the original images or areas (which is the intended 

result). Additionally, a divergence gradient penalty (divi/a), assessing the distance between the 

distribution of the original and reconstructed images, is added to the loss as introduced for 

Wasserstein GANs by Wu et al.,181 such that the final loss for the discriminators’ training (Li/a) 

is given by: 
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 𝐿𝑖 = 𝐿𝑖,𝑟 − 𝐿𝑖,𝑜 + 𝑑𝑖𝑣𝑖  (5.2) 

 𝐿𝑎 = 𝐿𝑎,𝑟 − 𝐿𝑎,𝑜 + 𝑑𝑖𝑣𝑎  (5.3) 

The total loss backpropagated for the generator training Lg is a combination of the pixel-wise 

loss (L1) and the ability of the discriminators to identify reconstructed images (Li/a,r), given by: 

 𝐿𝑔 = 0.8 ⋅ 𝐿1 − 0.1 ⋅ 𝐿𝑖,𝑟 − 0.1 ⋅ 𝐿𝑎,𝑟 (5.4) 

noting that the image and patch discriminator losses are subtracted for the generator due to 

the adversarial nature of the training. The coefficients for each of the total losses were chosen 

based on Pathak et al.178 and adapted to the use of two discriminators with divergence gradient 

loss. 

 

Figure 5.2 - (1) The defect localisation algorithm identifies various defects in EL images to be processed 
by the (2) image reconstruction algorithm, resulting in a defect-free EL image. The efficiency of both the 
original and defect-free cells is assessed by the (3) efficiency prediction algorithm, their difference being 
the efficiency loss due to the presence of the defect. 

The proposed deep learning framework for automated efficiency loss-analysis, shown in 

Fig. 5.2, consists of three algorithms: (i) defect localisation, (ii) image reconstruction, and (iii) 

efficiency prediction. The defect localisation algorithm scans through EL images to find 

defective regions. The image reconstruction algorithm then entirely removes the defective area 

and reconstructs the EL image as a defect-free image without affecting the rest of the image. 

The efficiency of the cell with and without defects is assessed from the original and 

reconstructed EL images using the efficiency prediction algorithm. The difference in efficiency 
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is the efficiency loss due to the presence of the defect, while the difference in the images 

highlights the responsible defects. 

The defect localisation algorithm is based on the generator network of the trained GAN. The 

generator can reconstruct any fixed-size masked area of an EL image into a defect-free area. By 

evaluating the pixel-wise reconstruction error (L1 smooth loss) between the area to reconstruct 

and the generated area, the algorithm is able to detect the presence of a defect in that area by 

flagging the areas with a high reconstruction error. When a defect is present in the masked area, 

the L1 loss returns a high reconstruction error, while without a defect, a low reconstruction 

error is reported. The high reconstruction error arises from the GAN generating a defect-free 

area, therefore, the difference between the generated (defect-free) and original (defective) 

images is significantly different from the difference between the generated and original image 

when a defect is not present. By scanning the entire EL image with the fixed-size mask, the 

algorithm quickly identifies the defective regions in the EL image. The image reconstruction 

algorithm is also based on the trained generator of the GAN, as it can convert defective EL areas 

into non-defective. Compared to defect localisation, the adversarial training of the GAN is 

crucial to ensure that the generated area integrates seamlessly into the entire EL image. It also 

ensures better prediction by the efficiency prediction algorithm, which is based on the LumiNet 

CNN from Chapter 4. The prediction is made for both the original EL image and the 

reconstructed EL image, and the difference in predicted efficiency is the efficiency loss due to 

the presence of the defect. The LumiNet CNN model is pre-trained on the multiple independent 

EL image datasets to extract efficiency-related features from the images, which are then used 

to train a RF regressor to predict the cell efficiency with high fidelity, as described in Chapter 4. 

The dataset used in this chapter contains 37,800 nine-busbar mono-Si solar cells which are 

industrially produced. For each cell, the I-V electrical parameters and the associated EL image 

were provided. The I-V electrical parameters have a mean efficiency of 23.12% and a standard 

deviation of 0.08% absolute efficiency. The dataset was divided into three subsets: (i) a training 

set (Set A, 30,000 cells) used for fine-tuning the LumiNet CNN and training the GAN, (ii) a 

second training set (Set B, 7,300 cells) used for training the RF efficiency regressor, and (iii) an 

independent test set (500 cells) which does not overlap with either of the training sets. The 

evaluation of the LumiNet model was done on the test set using both the R2 and RMSE metrics 

defined in Chapter 2. For the GAN training, the EL images were resized to 256×256 pixels, while 

the generated area size was set to 32×32 pixels. The choice of the image and mask sizes were 

based on the GAN architecture and can be adapted depending on the needs of the user. 
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5.2 Deep learning training results 

For the efficiency extraction algorithm, LumiNet was fine-tuned to predict cell efficiencies 

from EL images, using training Sets A and B, following the methodology in Chapter 4. In 

Fig. 5.3(a) the predicted efficiency is presented as a function of the measured efficiency for the 

500 cells of the test set, whose images were not seen by either the LumiNet feature extractor 

nor the RF regressor during training. An RMSE of 0.03% absolute efficiency and an R2 of 0.89 

were achieved, comparable to the previously reported results in Chapter 4. 

 

Figure 5.3 - (a) Predicted and measured solar cell efficiency for the test set; and (b) an example of a 
reconstructed EL image from the test set after GAN training, where the target area to reconstruct is marked 
with a green square. The difference image between the reconstructed and original image including a zoom-
in of the area of interest is also shown (blue – negative, orange – positive). 

The GAN generator was trained and evaluated in reconstructing non-defective areas of the 

cells. In Fig. 5.3(b), a representative image of a defect-free cell from the test set is shown 

(‘original’). Also presented is the ‘reconstructed’ image of the same cell. The reconstructed area, 

which was randomly selected across the image for testing, is marked with a green square. A 

relative intensity scale (between −1 to 1) is used for all the EL images in this chapter with zero 

being the average EL count across the images. Remarkably, the reconstructed image is 

indistinguishable from the original image. A zoom-in of the area is provided under each image. 

The high precision of the reconstruction is highlighted using the difference image (blue: 

negative; orange: positive). A non-zero difference is expected as the generator is trained to 

generate convincing areas of the EL image and not just to replicate pixels in those areas. 
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However, the difference is very small due to the GAN generating high quality features including 

the busbars and background luminescence. 

Additional examples of cells from the test sets are shown in Fig. 5.4, where the original, 

reconstructed, and difference images are shown for five cells. The area to reconstruct is only 

highlighted in the original image to show that it is near impossible to identify that region once 

reconstructed as the generated area seamlessly recreates features such as busbar (all cells), cell 

edges (Cells #2 and #4), local luminescence background contrasts (most cells), and even overall 

lower (Cell #1) or higher (Cell #3) luminescence contrast. 

 

Figure 5.4 - Additional examples of reconstructed cell EL images by the GAN on the test set, where the 
target areas to reconstruct are marked with green squares in the original images. The difference image 
between the reconstructed and original image is also shown (blue – negative, orange – positive). 

Combining the GAN and LumiNet CNN trained networks, reconstruction of a randomly 

selected area was performed for each cell image in the test set. Since it is unlikely for the 

randomly masked area to have a defect, the reconstruction is not expected to affect the 

predicted efficiencies. In Fig. 5.5(a), the measured efficiencies (by I-V measurements, blue) are 

compared to the ML predicted efficiencies using LumiNet for the original images (orange), and 

the reconstructed images (green). The shape of the plot indicates the efficiency distribution, 

while the box plots provide the first and third quartiles as well as the mean of the distribution 

(white diamond). The results confirms that the LumiNet CNN efficiency prediction algorithm 
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generates a near-identical distribution as for the actual efficiencies. Furthermore, the 

reconstructed image predicted efficiencies also match the actual efficiencies distribution with 

a similar standard deviation. The mean difference is within the RMSE of the RF regressor 

(0.03%). The removal and reconstruction of a non-defective part of the luminescence image, 

thus, has no significant effect on the predicted efficiency, demonstrating the ability of the GAN-

based reconstruction approach. 

 

Figure 5.5 - (a) Distribution and statistical box plot of the measured efficiencies, predicted efficiencies 
from the LumiNet CNN on the original EL images, and predicted efficiencies based on randomly 
reconstructed EL images from the test set. (b) Comparison of predicted efficiencies from 500 random 
reconstructions by either repeated single reconstructions of the original image or successive 
reconstructions of the same image for the next iteration, applied to three independent cells. (c) The same 
comparison is also shown for Cell #2 as a function of the number of successive reconstructions on a log 
scale. 
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The size of the reconstructed area is restricted to a fixed 1/64th of the size of the images 

(32×32 pixels) due to network architectural constraints. Thus, multiple masked areas may be 

required to cover a defective area, for example when defects are large or when multiple defects 

are present. To assess the impact of multiple reconstructions of the same EL image on the 

predicted cell efficiency, images of three representative cells from the test set underwent 500 

reconstructions of different random areas. The results are shown in Fig. 5.5(b): the repeated 

single reconstruction (violet), where the original image without any of the previous 

reconstructions is used for every single reconstruction, and the successive reconstruction (red) 

where the nth reconstructed image is used for the n+1th reconstruction iteration. In both 

approaches, an area was randomly selected for each reconstruction iteration. The distributions 

obtained (for single and successive reconstructions) are compared using violin plots that 

include the mean and standard deviation. The cell’s measured efficiency (dotted line) and RMSE 

of the efficiency prediction LumiNet CNN algorithm (shaded area) are also shown. 

For the repeated single reconstruction, the mean single efficiency that was predicted from 

the reconstructed images and most of the cell efficiency distribution fall within one RMSE of the 

measured efficiency. These results confirm the results shown in Fig. 5.5(a) at the individual cell 

level, showcasing the GAN’s ability to reconstruct non-defective cells without impacting their 

efficiency. In contrast, the efficiencies predicted from the successive reconstructions have a cell 

efficiency distribution with a significantly lower mean efficiency of 22.9% and deviate from the 

actual efficiency by three times the RMSE of 0.03%. To shed further light on this observation, 

the single and successive reconstruction efficiency distributions of Cell #3 are plotted in 

Fig. 5.5(c) as a function of the number of successive reconstructions on a log scale. The single 

reconstructions of different random areas (violet cross) show a stable and consistent predicted 

cell efficiency of 23.15%, which is within one RMSE of the measured efficiency (23.17%). For 

the successive reconstruction of different areas (red diamonds), the efficiency predicted from 

the reconstructed image starts at the same predicted efficiency of 23.15% but drops to 22.9% 

as the number of successive reconstructions increases. 

This is explained by observing the successively reconstructed images of Cell #3, shown in 

Fig. 5.6. For reconstructions #1 and #4, the EL image does not seem to be impacted by the 

reconstruction and the cell efficiency prediction is consistent [Fig. 5.5(c)]. At reconstruction 

#13, “stitching” errors started to occur in integrating the reconstructed areas into the full cell 

image. The LumiNet CNN interprets those “stitching” errors as negatively impacting the cell 

efficiency, and the predicted cell efficiency drops. After 105 successive random reconstructions, 
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multiple EL artefacts and “stitching” errors can be seen, explaining the much lower efficiency. 

At 500 reconstructions, most of the original cell pixels have been reconstructed, hence, most 

cells' efficiency is predicted towards the same lower bound of the efficiency distribution 

[Fig. 5.5(b)]. This limits the number of successive reconstructions that can be performed safely 

for this specific image to seven. However, repeating this procedure for the 500 cells in the test 

set determined an average of 20 successive reconstructions before the predicted reconstructed 

cell efficiency was degraded on average by more than one RMSE from the measured efficiency. 

Therefore, to err on the side of caution, a limit of five successive reconstructions is 

recommended. Note that five distinct reconstructed areas, which would cover 7.5% of the EL 

image, are sufficient to mask most defects seen in production lines. 

 

Figure 5.6 - EL images of successive reconstruction of Cell #3. For each reconstruction, a new area was 
randomly selected from the previous reconstruction iteration EL image to be reconstructed. After a 
significant number of reconstructions (>100), the resulting EL images contain multiple reconstruction 
artefacts. 

With both GAN and LumiNet CNN trained, the deep learning models are ready to be used in 

the automated loss-analysis framework proposed in this chapter (see Fig. 5.2). In Section 5.3, a 

showcase of how the GAN is able to perform large-scale defect localisation is presented. This 

capability, combined with LumiNet, allows the estimation of the efficiency shortfalls of a 

production line. 

5.3 Automated efficiency loss-analysis 

Based on the trained GAN, the defect localisation algorithm was implemented and applied to 

an entire production line dataset (37,800 EL images and corresponding I-V measurements). 

Multiple cells and regions of interest were identified. The cells’ defective areas were then 

reconstructed by the GAN and the efficiency shortfall between the measured efficiency and the 

post-reconstruction predicted efficiency was estimated by the LumiNet CNN. 

A total of 566 cells (‘defect distribution’) which showed significant improvement in the 

reconstructed efficiency (>0.03% absolute) were found in the production line dataset. Five 
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sample cells from the defect distribution – their original, reconstructed, and difference EL 

images – are shown in Fig. 5.7. The green squares in the original images show the identified 

areas containing defects (high reconstruction error). The predicted cell efficiency loss caused 

by the detected defect, as predicted by the approach, is given for each cell in the bottom right 

corner of each original cell image. The proposed GAN-based localisation algorithm successfully 

identifies and locates a wide variety of defects, from smudges, apparent fingerprints, and other 

surface defects (Cells #1 and #4), to cracks (Cells #2 and #3), and electrically isolated areas 

(Cell #5). From these examples, surface defects appear to have a higher impact on cell efficiency 

than isolated areas and cracks, while cracks appear to have the lowest, but still relevant, impact. 

The variety of defects that can impact the cell efficiency is shown in Fig. 5.7, with a maximum 

observed impact of 0.20% efficiency loss (Cell #1). 

 

Figure 5.7 - Examples of EL images containing defects found with the GAN-based defect localisation 
algorithm. A wide variety of defects marked in green squares was identified and reconstructed. The 
efficiency loss was assessed for each cell (green shade). The difference between reconstructed and original 
images is also shown (blue: negative; orange: positive). 

The efficiency distributions of the measured (blue) and reconstructed (green) efficiencies 

for both the defected group and the entire dataset are shown in Fig. 5.8(a) and Fig. 5.8(b), 

respectively. The distribution size (N), measured efficiencies, and reconstructed image 

predicted efficiencies (mean ± standard deviation) are also shown. The defect distribution of 

cells identified by the GAN-based defect localisation algorithm [Fig. 5.8(a)] shows a significant 
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mean efficiency improvement post-reconstruction (of 0.06%) that is two times the RMSE of 

LumiNet, and nearly one standard deviation of the efficiency distribution. When the predicted 

efficiencies of the 566 reconstructed EL images from the defect distribution were incorporated 

into the production line dataset [Fig 5.9(b)], the blue peak of measured efficiencies was shifted 

within the main efficiency distribution (shown by the red arrow). As the reconstructed 

distribution only comprises 1.5% of the production line distribution, the impact of 

reconstruction on the mean line distribution efficiency is minimal, yet still visible and 

meaningful as the standard deviation is reduced. The automated loss-analysis framework 

enables the manufacturer to identify the sources of the efficiency shortfall, even in a very well-

tuned and well-behaved manufacturing line. While the defect localisation highlights the types 

of defect present in the production data, the efficiency-loss analysis assesses how each type of 

defect impacts the overall efficiency and helps the manufacturer to prioritise how to address 

the identified problems. 

 

Figure 5.8 - (a) Defect distribution resulting from the GAN-based localisation and automated cell 
efficiency loss-analysis for both measured and reconstructed cell efficiencies; and (b) the impact of the 
reconstruction of the found defects on the entire line cell efficiency distribution. 

By applying the proposed GAN-based defect localisation of EL images, the LumiNet efficiency 

prediction algorithm and the proposed GAN-based reconstruction algorithm, automated loss-

analysis per defect type can be performed on entire mass production datasets, both in real time 

as well as retrospectively. The prediction speed reached  30,000 cells/hour, much faster than 

the required throughput of 10,000 cells/hour according to the international roadmap for 

photovoltaics.9 The throughput can be significantly increased with dedicated hardware, while 
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training times of the algorithms can be done offline, without impacting the prediction speed. 

The approach was developed to handle small to medium defects (<50 mm) that induce a 

contrast in the EL images. Applying the proposed method to larger defects is possible but not 

recommended as reconstructing a large portion of the EL image increases the associated 

uncertainty. Such large defects are easily detected by other methods and their impact on the 

efficiency can easily be determined. Such an analysis empowers manufacturers to quantify the 

potential impacts of process-related defects quickly and cost-effectively, which in turn 

increases the overall efficiency and reliability of their production lines. 

5.4 Experimental validation 

 
Figure 5.9 - Original, scratched, and reconstructed EL images of validation set D1 that were intentionally 
scratched once. Each cell’s damaged area was reconstructed and the efficiency loss due to the scratch was 
assessed. 

To validate the proposed method and assess the quality of prediction of the efficiencies from 

reconstructed EL images, a set of ten non-defective cells were selected. Each cell was measured 
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by an I-V tester and an EL imaging system. The cells were then intentionally damaged by 

scratching them at specific locations, and the I-V and EL measurements were repeated after the 

damage. Half of the cells were scratched once (set D1), while the other half was scratched in two 

different locations (set D2). These ten cells were distinct from the training sets (A and B), so 

that the GAN and LumiNet CNN have not encountered them during training. Each cell was 

passed through the three algorithms proposed in this chapter: defect localisation, image 

reconstruction, and efficiency prediction. 

In Fig. 5.9, the original, scratched, and reconstructed EL images of the cells from D1 are 

shown. For each image, the measured efficiency by the I-V tester (blue box), predicted efficiency 

by the LumiNet CNN before reconstruction (orange box), and the predicted efficiency by the 

LumiNet CNN after reconstruction (green box) are displayed. The defect localisation algorithm 

successfully finds all the defects in the ‘scratched’ cells as highlighted by the difference image 

(reconstructed – scratched). The reconstructed EL images are defect free and the difference in 

background luminescence between the reconstructed and original EL images comes from the 

original and scratched images being two different EL measurements. On average, the mean 

measured cell efficiencies dropped by 0.21% absolute from 23.19% to 22.98% between the 

original and scratched cells while the mean predicted cell efficiency shortfall for D1 was 0.20% 

absolute. Hence, the difference between the I-V measurements and the prediction by the 

LumiNet CNN is within the CNN’s RMSE (0.03%). Overall, the proposed framework is validated 

both quantitatively and qualitatively when a defect is present. 

When two distinct defects are present (D2), the results hold, as shown in Fig. 5.10, where the 

original, scratched, and reconstructed EL images of the cells from D2 are shown. The average 

predicted efficiency loss for D2 was 0.19%, lower than the measured efficiency loss (0.28%), as 

the CNN is slightly over-estimating the efficiency of the scratched cells. This can be explained 

by LumiNet not having access to such damaged cells in the training set. However, when the 

predicted efficiency is compared to the measured efficiency of the scratched cell, the predicted 

efficiency loss reaches 0.25% on average. This means that the efficiency predicted post-

reconstruction closely matches the original cell efficiencies. In the case of Cell #9, the predicted 

efficiency after GAN reconstruction of 23.18% remarkably matches the measured efficiency of 

the original cell. Individually the different cells from Fig. 5.9 and Fig. 5.10 showcase the 

diversity of the intentional damage applied to the validation set, with defects crossing busbars 

(Cells #1 and #2, for example) or extending vertically along the busbar (Cell #9). 
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Figure 5.10 - Original, scratched, and reconstructed EL images of validation set D2 that were intentionally 
scratched twice. Each cell’s damaged area was reconstructed and the efficiency loss due to the scratch was 
assessed. 

5.5 Summary 

An automated cell efficiency loss-analysis method based on luminescence images and deep 

learning state-of-the-art algorithms such as CNNs and GANs has been successfully 

demonstrated in this chapter. The method proposed the use of a GAN-based defect localisation 

algorithm which identifies a wide variety of defects in EL images and a GAN generator to 

reconstruct EL images defect-free. The LumiNet CNN algorithm predicts the cell efficiency from 

both the original and reconstructed images, thereby enabling the quantification of the efficiency 

loss caused by the presence of defects. 

Defective luminescence image areas were successfully reconstructed by the GAN while 

retaining essential information such as background luminescence variations, busbars, and 

fingers. Efficiencies predicted from reconstructed images by the LumiNet CNN, from Chapter 4, 

showed no significant deviation from the measured efficiency distribution with an RMSE of 
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0.03% absolute efficiency. It was shown that the GAN can reconstruct EL images without 

impacting the predicted cell efficiency when the reconstructed area is non-defective. 

The proposed automated efficiency loss-analysis framework was applied to an industrial 

dataset at a rate of 30,000 cells/hour, illustrating its capability for large-scale PV manufacturing 

line troubleshooting. It can quickly identify the defects that cause the largest efficiency shortfall, 

increasing the overall production efficiency in a cost-effective manner, while highlighting a 

wide variety of defects in the production line data. This troubleshooting ability can help 

pinpoint the faulty processing steps. After focusing on local defects that affect the production 

line, the next chapter will focus on directly optimising the processes within the production line 

to maximise the global efficiency output. 

An experimental validation set, containing intentionally damaged cells, further showcased 

the potential of this approach with predicted efficiencies of the reconstructed images matching 

the originally measured efficiencies, thereby successfully assessing the actual efficiency loss 

caused by the defects. The idea of “repairing” the data using GANs to better identify the 

defective region could be implemented in other characterisation techniques, such as the 

lifetime measurement techniques from Chapter 3 where GANs could help fill in the gaps 

between the different temperature-dependent lifetime curves. The proposed approach can also 

easily be extended to other types of solar cells, such as tandem, perovskites, and others, as well 

as any process monitoring techniques involving luminescence imaging. Alongside the results 

from Chapter 4, the deep learning algorithms developed provide a powerful method to truly 

unlock the potential of luminescence imaging.
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Chapter 6 - Machine learning for solar cell 
efficiency optimisation of a virtual 
production line5 

To keep increasing the efficiency-to-cost ratio of PV solar cells, manufacturing lines need to 

be continuously improved by optimising the PV manufacturing processes.182 However, 

optimising a production line is neither simple nor cheap. For example, optimising a single 

process using a full factorial design with five key parameters and three levels per parameter 

requires 35 = 243 experimental runs.183 Hence, to independently optimise ten consecutive 

processes, 10×243 = 2,430 experimental runs are needed. However, this procedure does not 

consider dependencies between processes, as processes are optimised individually. To 

measure the effect of these dependencies, the number of experimental runs needed increases 

to an unrealistic number (350 > 1023). Although this number can be reduced using design of 

experiment (DoE) approaches,183 such as Taguchi’s orthogonal design,184 they have severe 

limitations when more than 40 parameters are investigated.184 In practice, production line 

optimisation is done process-wise, optimising each process individually which can fail to 

address inter-process effects and dependencies.  

In this chapter, the problem of PV production line optimisation using a data-driven approach 

is addressed. An ML algorithm trained to learn the intra- and inter-process dependencies 

between process parameters and the resulting output cell efficiency. The ML algorithm learns 

directly from natural production line variation, eliminating the need for special experimental 

 
5 This chapter is partially based on: 

C. Eijkens, Y. Buratti, and Z. Hameiri, “Process optimization of commercial solar cell manufacturing using machine learning,” 
29th International Photovoltaic Science and Engineering Conference, 2019. 

C. Eijkens, Y. Buratti, and Z. Hameiri, “Optimization of industrial manufacturing of solar cells with machine learning,” Asia 
Pacific Solar Research Conference, 2019. 

Y. Buratti, C. Eijkens, and Z. Hameiri, “Optimization of solar cell production lines using neural networks and genetic 
algorithms,” ACS Applied Energy Materials, vol. 3, no. 11, pp. 10317–10322, 2020. 

Data and code available on https://github.com/acdc-pv-unsw/NEOGA. 

https://github.com/acdc-pv-unsw/NEOGA
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runs. ML-based techniques for PV manufacturing have been explored previously for solar cell 

material design,185 optimising individual processes,186 and optimising a combination of 

processes.187 They have also been studied in regard to DoE optimisation,188 quality control,189 

and production troubleshooting.190 More background details are discussed in Chapter 2. 

The ML algorithm is developed on a simulated dataset and both the algorithm methodology 

and dataset generation is introduced in Section 6.1. The results of the ML training and its 

application are addressed in Section 6.2, and its use in optimising a PV production line is 

discussed in Section 6.3. 

6.1 Methodology 

6.1.1 Virtual production line and dataset generation 

Inspired by UNSW’s virtual production line and PV Lighthouse’s PV Factory,191 a Python 

package has been developed to simulate the industrial manufacturing of mono-Si Al-BSF solar 

cells.192 Al-BSF technology is used because of the simplicity of the process and the availability 

of modelling tools to simulate that technology. The virtual production line features ten 

processing steps and 47 different process input parameters, shown in Table 6.1. The outputs of 

the Python simulation (such as the diffusion profile, surface recombination velocity, etc.) are 

then fed into PC1D,193 a finite-element numerical solver for modelling semiconductor devices, 

to determine the cell efficiency. 

Table 6.1 - Process steps and simulated variables. Lower and upper bound are for the ‘broad’ dataset while 
the baseline recipe helps generate the ‘production’ dataset. 

Process step Input process parameter Unit 
Lower 
bound 

Upper 
bound 

Baseline 

Incoming wafer quality Bulk resistivity Ω.cm 160 280 211.5 

 Bulk lifetime µs 50 1000 1000 

 Bulk multiplier factor - 0 2 1 

 Initial saw damage factor - 8 12 8 

Saw-damage etch Etch temperature °C 0 90 51.54 

 Etch time s 0 40 10.09 

 Etch factor - 0 40 0 

Random texturing Sodium hydroxide concentration factor - 1 3 3 

 Propanol concentration factor - 1 10 4.98 

 Texturing temperature °C 50 100 63.69 

 Texturing time s 0 30 26.83 

 Texturing exhaust factor - 0 4 2.07 

Pre-diffusion clean Hydrofluoric acid concentration factor - 0 30 26.71 

 HCl concentration factor - 0 30 26.33 

 Clean time s 0 10 8.02 
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In order to generate simulated cell efficiencies across a wide range of parameter inputs, a 

‘broad’ dataset is generated by the virtual production line, where the input parameters are 

randomly selected between the lower and upper bounds (see Table 6.1). In this dataset, the 

efficiencies of the 300,000 simulated cells range from 0.74% to 21.40% with a mean efficiency 

of 10% and 3% standard deviation [Fig. 6.1(a)]. A combination of process input parameters (a 

‘recipe’) achieving a cell efficiency of 18% is selected to be used as the baseline recipe, with the 

parameters included in Table 6.1. A Monte-Carlo approach is used to randomly generate 

process input parameters following a Gaussian distribution, centred around the baseline recipe 

and allowing ±1% variation for each input parameter. This generates the ‘production’ efficiency 

distribution in a range that is typically seen in Al-BSF solar cell manufacturing lines.192 It 

contains around 300,000 simulated cells, with efficiencies ranging from 15% to 18.8% with a 

 Rinse time s 0 10 9.36 

Belt diffusion Phosphorus concentration factor - 10 100 89.69 

 Emitter junction depth factor - 0.1 1 0.31 

 Diffusion temperature when dry °C 100 300 123.96 

 Diffusion peak temperature °C 700 1000 900 

Plasma edge isolation Plasma power W 150 1500 568.60 

 Plasma time s 2 20 11.05 

PECVD SiNx PECVD time s 1 30 15.61 

 PECVD temperature °C 0 400 153.52 

 SiH4 concentration factor - 1 5 1.59 

 NH4 concentration factor - 1 5 1.51 

Screen-print Al paste Al paste density factor - 50 250 243.67 

 Al paste reduction factor - 0 30 4.21 

 Al paste reduction factor - 0 30 28.23 

 Al paste mesh condition factor - 20 120 20 

 Al paste deposition pressure factor - 1 10 5.02 

 Al paste viscosity factor - 1 10 2.06 

 Al paste deposition velocity factor - 1 10 3.80 

Screen-print Ag paste Ag paste density factor - 50 250 154.69 

 Ag paste reduction factor - 0 30 3.62 

 Ag paste reduction factor - 0 30 20.83 

 Ag paste mesh condition factor - 20 120 50.71 

 Ag paste deposition pressure factor - 1 10 7.29 

 Ag paste viscosity factor - 1 10 6.50 

 Ag paste deposition velocity factor - 1 10 8.11 

 Ag metal width factor µm 50 250 152.85 

 Ag finger pitch factor - 1 6 3.04 

Cofiring O2 concentration - 0 100 37.97 

 N2 concentration - 0 20 12.64 

 Firing quasi-thermal-dose factor - 1 10 6.20 

 Firing temperature when dry °C 100 300 210.86 

 Peak firing temperature °C 700 1000 830 
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mean efficiency of 17.86% and a standard deviation of 0.32%. The ‘production’ distribution is 

shown in Fig. 6.1(b); it is narrower than the ‘broad’ dataset, with a tenth of its standard 

deviation. However, the ‘broad’ dataset boasts a higher maximum efficiency, which means that 

there is room for improvement within the simulated parameter space for the ‘production’ 

dataset. The means of improving the cell efficiency distribution is the main discussion topic of 

this chapter. 

 

Figure 6.1 - Solar cell efficiency distribution (a) along the entire simulation range (‘broad’’ dataset) and 
(b) centred ±1% around the baseline recipe (‘production’ dataset). 

6.1.2 Machine learning model and optimisation framework 

Several commonly used ML models are trained to predict the output cell efficiencies from 

the input process parameters: SVM,42 RF,36 AB39 and NNs.35 A five-fold CV51 is used to assess 

which ML model is best suited to learn the relationship between the input recipe and the 

resulting cell efficiency while mitigating the risk of over-fitting.51 As illustrated in Fig. 6.2(a), 

the dataset (either the ‘broad’ or ‘production’) is randomly split into five blocks; at each 

iteration, four blocks are used for training the ML model while the remaining block is used to 

evaluate the model (‘validation block’). The models are trained independently using the five-

fold cross-validation approach and are scored using the RMSE of the absolute cell efficiency and 

R2 (as defined in Chapter 2) on the validation block. The best performing ML model, that is the 

model that is scoring the lowest RMSE and highest R2, is chosen to model the virtual production 

line. 
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A genetic algorithm (GA)194 is then employed to maximise the ML-based objective function 

in order to identify a recipe (a set of input process parameters) that would result in the highest 

cell efficiency possible. This new recipe is input into the developed Python/PC1D simulation 

described in Section. 6.1.1 to verify the output cell efficiency compared to the cell efficiency 

predicted by the ML. The new recipe is validated by running the virtual production line with 

those input process parameters. The final step, as presented in Fig. 6.2(b), is to use the new GA-

optimised recipe and the Monte-Carlo technique to generate a new production-like 

distribution. In practice, the production line is run on the new input process parameters until 

accumulating enough data for a naturally varying distribution. The entire ML and GA 

optimisation method is then iterated to further optimise towards higher cell efficiency recipes. 

 

Figure 6.2 - (a) Machine learning algorithm selection using five-fold cross-validation and (b) efficiency 
optimisation framework using genetic algorithm. 
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6.2 Machine learning model training 

6.2.1 Cross-validation results 

 

Figure 6.3 - Machine learning models comparison, each symbol represents the average score on the 
validation block, while the shaded area indicates the 95% confidence interval for both (a) RMSE and (b) R2 
scores of models as a function of dataset size for the ‘production’ dataset. 

To compare the ML models, a five-fold cross-validation method51 is applied. The RMSE and 

R2 as a function of the size of the used dataset (from 100 to 400,000) for the ‘production’ dataset 

are plotted in Fig. 6.3(a) and Fig. 6.3(b), respectively. For each model, the average score 

(‘symbol’) on the validation block and its 95% confidence interval (‘shaded area’) are shown. 

The RMSE is shown on a log-log plot to accentuate the differences between the ML models. For 

a small dataset size (N ~ 100), the four ML models are comparable with RMSEs averaging 0.3% 

absolute efficiency error. As the dataset size increases (N ~ 1,000), the NN-based models 

significantly improve and outperform the other three ML models in both RMSE and R2. This 

remains true for each fold of the CV, mitigating the risk of over-fitting.51 NN models have a 

higher variance than the other models, due to their sensitivity to the random initial weights and 

the random order in which the data is processed during training.159 With access to the entire 

dataset (N ~ 400,000), the NN models achieve an average R2 = 0.994±0.002 and predict cell 

efficiency with an average RMSE of 0.023±0.004% (absolute). The ability of NN to model more 

complex relationships without overfitting44 is assumed to be the main reason for their superior 
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performance. It was concluded that NN has the highest potential as a modelling algorithm for 

solar cell efficiency prediction. Hence, it was the model chosen for the GA optimiser. 

Focusing on the best performing NN model, trained on 80% of the 300,000 cell ‘production’ 

dataset, Fig. 6.4(b) compares the NN’s prediction of cell efficiency to their true efficiency 

(simulated using Python/PC1D) on the validation set. The NN achieves an R2 of 0.996 and an 

RMSE of 0.019% absolute efficiency, corresponding to a prediction with a relative error below 

0.1%. This is a strong demonstration of the ability of NN to learn the complex relationship 

between a large number of input process parameters (47) and the output cell efficiency solely 

using natural variation (± 1%) within the cell manufacturing processes. This level of accuracy 

and modelling of inter-process dependencies would be very costly and time consuming to 

obtain through the DoE-based approach.184 Thus, given a set of manufacturing inputs (recipe), 

the NN can predict the output cell efficiency, resulting in a data-driven model of the 

manufacturing process. For comparison, an NN was also trained on the 300,000 cells from the 

‘broad’ dataset. In Fig. 6.4(a), the NN achieves an R2 of 0.986 and an RMSE of 0.361% absolute 

efficiency on this dataset, highlighting the potential of the NN to model large variations in input 

process parameters across a wide range of cell efficiencies. However, a more narrow and 

focused parameter space, such as that of the ‘production’ dataset, enhanced the RMSE by a 

factor of almost 20, allowing the NN to focus on more subtle inter- and intra-process 

relationships. 

 

Figure 6.4 - The true vs the predicted cell efficiency on the validation dataset of both (a) the ‘broad’dataset 
and (b) the ‘production’ dataset. 
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6.2.1 Process parameters influence over the cell efficiency 

To investigate the process parameters’ impact on the predicted cell efficiency, the Shapley 

additive explanations (SHAP)195 method is used. The contributions (called ‘SHAP values’) of 

every feature (input process parameter) to the output variable (cell efficiency) are calculated. 

The average absolute SHAP value can be seen as a measure of the importance of that feature in 

the prediction process, while a positive (negative) SHAP value indicates a positive (negative) 

contribution to the predicted cell efficiency.195 Because the calculation of the SHAP values is 

computationally expensive, the analysis is performed on a subset of 1,000 cells of each of the 

‘broad’ and ‘production’ datasets. 

The ten most impactful input process parameters and the corresponding process steps (with 

the highest absolute SHAP values) are reported in Fig. 6.5. For each feature, the relative SHAP 

value is graphed and coloured depending on the feature’s value (light to dark for low to high 

values). For the ‘broad’ dataset [Fig. 6.5(a)], random texturing and belt diffusion are the most 

impactful processes. Specifically for the random texturing step, high propanol concentration, 

long texturing time, and high temperature all negatively impact the output cell efficiency. 

However, for the ‘production’ dataset [Fig. 6.5(b)], random texturing is absent from the top ten, 

while only two parameters of the belt diffusion are included. Screen-printing of the metal 

contacts – Al or silver (Ag) – is the key process for this narrow ‘production’ dataset. 

To understand this difference, it helps to explore the hierarchy of the fabrication processes. 

Chemical-based cleaning processes (such as random texturing and saw-damage etch) ensure 

that the damaged surface and contaminants are removed from the wafer surfaces. This is a 

necessary condition for decent efficiency. Without a proper cleaning process, medium and high 

efficiencies cannot be attained. It is thus understandable that these processes have a critical 

impact in the case of the 'broad' dataset as they shade the impacts of the other processes. When 

the cleaning processes are done within acceptable parameters, such as in the 'production' 

dataset, the influence of processes such as metallisation appears. In simple cell structures, as 

Al-BSF, metallisation processes play a critical role as they impact several cell electrical 

parameters: the shunt and series resistances, the current (via shading), and the voltage (shunt 

and junction recombination). This explains the presence of such metallisation parameters in 

Fig. 6.5(b). 
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Figure 6.5 - SHAP analysis, indexing the input process parameters with the most impact on the NN 
efficiency prediction output for both (a) the ‘broad ’dataset and (b) the ‘production’ dataset. 

Exploring the process input parameters’ impact on the final cell efficiency through the SHAP 

analysis method presented in this section gives meaningful insight into the state of the virtual 

production line and where the areas of improvements are. In the next section, the ML model’s 

insight into the cell efficiency relationship to the process input parameters is leveraged with an 

optimisation framework to maximise the cell efficiency and thus the yield of the virtual 

production line. 
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6.3 Manufacturing cell efficiency iterative optimisation 

6.3.1 Genetic optimisation of the cell efficiency 

To maximise the virtual production line’s efficiency, the NN model is passed to a GA 

optimiser as its objective function. The optimiser starts with a population of 100 random 

individuals, corresponding to 100 recipes from the ‘production’ dataset. The optimisation 

process is inspired by Charles Darwin’s natural selection theory of the survival of the fittest.196 

In this application, a ‘fit individual’ corresponds to a recipe producing high-efficiency cells, as 

estimated by the NN. A set of selection, breeding, cross-over, and mutation operations 

transforms the first generation of recipes into a new population of 100 individuals (i.e. new 

recipes).57, 194 With each new generation, the overall average fitness (i.e. cell efficiency) 

increases. 

 

Figure 6.6 - Predicted (NN) and true (Python/PC1D) efficiency from the genetic algorithm optimisation 
search (a) averaged and maximum for each generation, (b) plotted against each other for each individual. 

Applied to the optimisation problem, Fig. 6.6(a) shows the mean (symbol) and maximum 

(line) efficiency for each generation as predicted by the NN model (light blue). To verify that 

the new-found recipes are improvements over the original recipes, each new recipe is 

evaluated by the Python/PC1D simulation (green). The maximum cell efficiency of the original 

‘production’ dataset (18.79%) is marked by the dashed dark blue line. As can be seen, only a 

few generations (~10) are required to surpass the maximum efficiency of the original dataset. 

Impressively, the GA algorithm identifies recipes with significantly higher efficiencies 

compared to the original production dataset, with a maximum effective efficiency of 19.15%, 

corresponding to a 2% relative increase in efficiency. With each new generation, the disparity 
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between the NN predicted efficiency and the actual Python/PC1D average efficiency increases. 

As the GA explores recipes further away from the parameter space boundaries where the NN 

model was trained, extrapolation and fitting error widens the disparity seen between predicted 

(NN) and true (Python/PC1D) cell efficiency. Above 25 generations, the disparity becomes 

constant as a ‘plateau’ stage is reached, corresponding to a local maximum in the efficiency 

hyperplane modelled by the NN. Even with extrapolation and fitting error, that local maximum 

still corresponds to a recipe with higher cell efficiency (19.15%) than the maximum of the 

original dataset (18.79%). 

An alternative presentation of this data is provided in Fig. 6.6(b). Here, every individual of 

each generation is marked by a coloured symbol. Bright colours represent the first generations, 

while darker colours represent the later generations. Also shown are the maximum efficiency 

of the original dataset (blue dashed line), the newly obtained maximum efficiency (yellow 

dashed line), and the diagonal y = x (black dashed line). In the early generations (light colours), 

the individual’s efficiency agrees with the line y = x, indicating that the NN is still accurate. 

However, after 25 generations (green and darker) the predictions diverge from their true 

efficiency, as more and more extrapolation errors are committed by the NN. The optimisation 

algorithm still provides recipes that reach higher efficiencies than the original dataset, 

achieving maximum true efficiency of 19.15%, corresponding to a 2% relative increase 

compared to the original production dataset. 

6.3.2 Production line optimisation 

Using the GA optimiser, a new recipe is generated from the average of the ten best recipes of 

the last generation. The new recipe is fed back to the Python/PC1D Monte-Carlo simulation to 

generate a new production-type dataset. The new recipe acts as a baseline seed for the new 

dataset. Afterwards, a new NN model is trained on the dataset and a new optimisation step is 

done through GA. This iterative process, coined as NEO-GA (NN efficiency optimiser using GA), 

consists of three steps: (1) training an NN to model the input-output relationships of a certain 

distribution, (2) performing GA optimisation on the NN model and selecting the best 

performing new recipe, and (3) generate a new production-type dataset from the new recipe 

with the Python/PC1D simulation. The NEO-GA iterative process can be repeated as required 

to achieve the best overall efficiency in order to optimise the virtual production line. 

The results of the NEO-GA iterative process are shown in Fig. 6.7. For each new dataset 

[Step (3)], 10,000 cells are simulated, centred on the new recipe, allowing a ±1% variation for 
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each input parameter. From Fig. 6.3, the RMSE of Step (1) is expected to be ~0.03% absolute 

efficiency, providing an accurate model of the relationship between the input parameters and 

the output cell efficiency. Step (2) is performed with 25 generations, as this number is sufficient 

to reach the ‘plateau’ seen in Fig. 6.6. A total of five iterations are performed. The initial dataset 

distribution and each successive iteration are shown as distinct colours in the figure. 

The initial dataset (10,000 cells) is generated from the baseline recipe [Table 6.1], achieving 

a mean cell efficiency of 18.07% and a maximum cell efficiency of 18.36%. After five NEO-GA 

iterations, the virtual production line efficiencies reach a mean of 19.45% (7.6% relative 

increase) and a maximum of 19.72% (7.4% relative increase). For each GA optimisation step, 

the same behaviour as in Fig. 6.6 is observed, as both NN-predicted (circle) and Python/PC1D-

true (cross) average efficiencies match during the first few generations, before reaching a 

‘plateau’ from increased extrapolation and fitting errors. The final generation of each GA 

optimisation step is used to generate a new production-type dataset, which will seed the next 

iteration of the NEO-GA process (GA optimisation and resulting dataset distribution shown in 

the same colour for each iteration). Each new dataset’s standard deviation is comparable with 

the initial dataset (~0.3%) which indicates that the local maximum reached in the plateau 

phase is stable (less than ±0.5% efficiency variation from ±1% input variation). In iterations 

two and four, it is seen that the maximum efficiency is lower than the previous distribution. 

This can be explained by the random approach of the GA and is expected as a consequence of 

the large parameter space under investigation. However, in both cases the disparity between 

the mean and the maximum efficiency is reduced, allowing the NN to learn the relationship 

between the parameters and the cell efficiency as close as possible to the maximum reached 

efficiency which will minimise extrapolation error in the following iteration. 

 

Figure 6.7 - Successive iteration of the NEO-GA approach, showing the GA predicted (NN) and true 
(Python/PC1D) cell efficiency of the average of each generation followed by the efficiency distribution 
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generated by the new recipe found (Python/PC1D); each generated cell efficiency distribution reports its 
mean and standard deviation while each dotted line reports its maximum cell efficiency. 

To put the significance of such an improvement in perspective, in the ITRPV reports of 2010, 

mono-Si production average cell efficiency was reported to be 18% (similar to the initial 

dataset) and predicted to reach 19.5% in 2015, five years later.197 The NEO-GA method achieved 

a five-year improvement in only five iterations. NEO-GA has the potential to achieve rapid 

optimisation of solar cell manufacturing lines in only a few iterations and could be implemented 

in a matter of days. Assuming that a ±1% input parameter variation is within the statistical 

variation of a manufacturing line, by implementing rigorous statistical process control, 

monitoring processes’ actual conditions, and wafer tracking; which is the direction predicted 

by the latest ITRPV report,9 it would be possible to build an initial dataset from a standard 

industrial production line. By implementing the NEO-GA iteration method, running a new 

production batch with the newly found recipe in lieu of Step (3), it can be expected to 

significantly improve the average and maximum efficiency of the line, within an acceptable time 

frame. 

Table 6.2 - The 23 NEO-GA optimised recipe input process parameters with a change of more than 10% 
ordered by change value. 

Process step Input process parameter Unit Initial Final Change 

Screen-print Al paste Al paste reduction factor - 28.23 37.59 33.15% 

Belt diffusion Emitter junction depth factor - 0.31 0.40 26.66% 

Incoming wafer quality Bulk multiplier factor - 1.00 1.20 20.01% 

Saw-damage etch Etch time s 10.09 11.79 16.84% 

Cofiring Firing quasi-thermal-dose factor - 6.20 7.18 15.80% 

PECVD SiNx PECVD time s 15.61 18.01 15.36% 

Incoming wafer quality Initial saw damage factor - 8.00 9.22 15.29% 

Screen-print Ag paste Ag paste deposition pressure factor - 7.29 8.34 14.45% 

Screen-print Ag paste Ag paste deposition velocity factor - 8.11 9.02 11.21% 

Random texturing Sodium hydroxide concentration factor - 3.00 3.32 10.81% 

Pre-diffusion clean Rinse time s 9.36 10.35 10.54% 

PECVD SiNx SiH4 concentration factor - 1.59 1.43 -10.06% 

Pre-diffusion clean HCl concentration factor - 26.33 23.67 -10.10% 

Random texturing Propanol concentration factor - 4.98 4.40 -11.69% 

Screen-print Ag paste Ag paste reduction factor - 3.62 3.17 -12.31% 

Cofiring O2 concentration - 37.97 32.96 -13.22% 

Plasma edge isolation Plasma time s 11.05 9.54 -13.63% 

Screen-print Al paste Al paste mesh condition factor - 20.00 17.03 -14.85% 

Screen-print Ag paste Ag paste mesh condition factor - 50.71 42.43 -16.33% 

Screen-print Ag paste Ag metal width factor µm 152.85 125.80 -17.70% 

Pre-diffusion clean Hydrofluoric acid concentration factor - 26.71 21.72 -18.69% 

Plasma edge isolation Plasma power W 568.60 460.89 -18.94% 

Belt diffusion Phosphorus concentration factor - 89.69 72.69 -18.95% 
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The new recipe parameters outputted by the NEO-GA are >1% from the baseline recipe (as 

changes below this threshold are assumed to be too small to be practical) and stay within the 

expected process parameter window (upper and lower bound from Table 6.1). On average, the 

GA optimisation led to half of the input process parameters (23) changing by more than 10% 

from the baseline recipe. Those 23 parameters are shown in Table 6.2 with the initial and final 

values of the input process parameters and the relative change for that parameter. With a 

maximum of 33.2%, the screen-print Al paste reduction factor is the parameter most changed 

by the NEO-GA process, which is found in the top ten most impactful parameters in Fig. 6.5(b). 

Among those top ten parameters, seven  have been significantly changed by the NEO-GA 

optimisation. A similar conclusion is reached where the metallisation-related processes such as 

screen-printing or cofiring (nine of the 23 parameters in consideration) are key for the 

manufacturing line cell efficiency optimisation process. However, the parameters that are most 

impactful on the ‘broad’ dataset in Fig. 6.5(a) also appear in Table 6.2 with seven out of ten 

parameters (three parameters are shared between the top ten of the ‘broad’ and ‘production’ 

SHAP analysis). The NEO-GA process offers useful insights into virtual the production line, 

while pointing out the most relevant process parameters to experiment on. Furthermore, by 

training the NN, an accurate model of the production line can be used for R&D projects or 

further optimisation schemes. 

6.4 Summary 

In this chapter, a method (coined NEO-GA) to optimise the cell efficiency of production 

manufacturing lines of solar cells was proposed. The method was demonstrated using a 

simulated Al-BSF production line. An NN algorithm was shown to accurately model the 

relationship between input process parameters and output cell efficiency, both for a ‘broad’ 

spectrum of efficiency and ‘production’ narrow efficiency distribution. 

The model produced by the NN is then used as an objective function for a GA optimiser and 

outputs a new set of input process parameters resulting in a relative maximum cell efficiency 

increase of 2%. The proposed NEO-GA can be looped to continue increasing the virtual 

production line efficiency and building more accurate NN models. Starting with a mean 

efficiency of 18.07%, the NEO-GA loops increased the virtual production line efficiencies by 

7.6% relative to a mean of 19.45%. 
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Considering an actual production line natural variation, the NEO-GA approach can be applied 

and maximise the cell efficiency after only a few iterations, as well as building an accurate digital 

model of the solar cell production line. Optimising on a real-world scenario would necessitate 

a longer timeframe to generate enough data (~100,000 cells) to train a reliable NN model at 

each NEO-GA iteration. Furthermore, perfect knowledge of processing parameters might not be 

achievable, due to intrinsic parameter variation within a process (temperature profile of a 

diffusion tube for example). ML techniques can help mitigate that by learning the impact of that 

variation (the position of the wafer in the tube in lieu could be an extra parameter in the 

previous example). The proposed approach is not limited by the number of input parameters 

or the complexity of the model and can be extended from Al-BSF to other cell structures such 

as PERC or HJT cells. Furthermore, the NEO-GA approach can be applied to groups of cells, such 

as cassettes or diffusion boats, to enhance the adoption of ML and data-driven models in the PV 

industry. 

This chapter showcases how ML can be applied for large-scale data-driven applications. 

While Chapters 4 and 5 are focused on end-of-line measurements, the work presented in this 

chapter focuses on process optimisation. However, luminescence images and lifetime 

modelling can be used as inputs to improve the modelling and optimisation framework 

proposed in this chapter. The access to multi-dimensional data, from process parameters 

(Chapter 6), lifetime defect parameters (Chapter 3) and luminescence imaging (Chapter 4 and 

5) has the potential to make the proposed efficiency optimisation framework a key component 

of a fully automated smart manufacturing facility, enabling the PV industry to join the fourth 

industrial revolution.
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Chapter 7 - Conclusions 

7.1 Summary 

In this thesis available data and state-of-the-art ML algorithms are leveraged to unlock the 

full potential of different characterisation techniques of PV devices. This was pursued for Si 

solar cell characterisation with inline measurements, such as I-V measurements and 

luminescence imaging, and offline measurements, such as TIDLS. The introduction of ML 

automated analysis or optimisation for the characterisation measurement provides new 

insights, simplifies the characterisation process, and can drive down the cost of 

characterisation, ultimately contributing to one of the IPCC’s key strategies. 

A review of the underlying concept was presented in Chapter 2, followed by a review of 

different applications of ML in the Si PV industry: device investigation, process optimisation, 

and deep learning applications for automated luminescence image analysis. From the review, 

it was found that the era of big data encourages the use of ML for accurate prediction or to gain 

new insight into solar devices’ physics. Luminescence imaging provides a wealth of information 

particularly adapted to deep learning approaches. However, the lack of publicly available 

datasets or trained models impairs the benchmarking of new methods or models, thus, in this 

thesis, the data and trained models are shared through the GitHub link when possible. 

An ML-based defect parameter extraction method was proposed in Chapter 3. The ML 

algorithms are trained on millions of simulated TIDLS lifetime curves. To enable deep learning 

applications, an image representation of lifetime data is introduced, mapping the lifetime 

against the temperature and injection. Both the DPML and DPDL can successfully extract the 

different defect parameters in the case of a temperature independent defect, even 

outperforming the traditional DPSS method when noise is introduced in the lifetime data. 

Contrary to the DPSS method, the ML-based methods are still applicable when the defect 

parameters have temperature dependences, such as multiphonon emission capture or cascade 

capture, showing successful defect parameter extraction of the temperature-dependent 

coefficients. 
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A luminescence- and deep learning-based end-of-line binning was demonstrated in 

Chapter 4. CNN and ML are successfully trained to filter out defective cells and predict the cells’ 

efficiency. A two-step approach is implemented with the CNN extracting features from the EL 

image, converting it to a feature vector, which is then fed to the ML regressor to predict the 

efficiency. The trained models, LumiNet, are shared with the PV community through GitHub. 

With transfer learning or fine-tuning, LumiNet can be used for different EL- and PL-based 

applications, some of which are demonstrated in the chapter, such as predicting the efficiency 

of new cell morphology: multi busbars, half cells, and shingled cells. 

The LumiNet CNN is incorporated into an automated cell efficiency loss analysis from 

luminescence images in Chapter 5. State-of-the-art GANs are introduced to identify defects in 

EL images and reconstruct a defect-free image. The efficiency of the cell from the EL image is 

predicted before and after reconstruction to assess the efficiency shortfall caused by the 

presence of the defect. The method’s capability on large-scale PV manufacturing data was 

demonstrated on an industrial partner’s production line data by quickly identifying the defects 

that caused the largest efficiency shortfall. In the chapter, the method was also validated on an 

intentionally damaged set of cells and was shown to successfully reconstruct the cells’ EL 

images and the predicted efficiency was close to the original non-defective measured cell 

efficiency. 

Finally, a process-wise cell efficiency optimisation method for a simulated Al-BSF production 

line was demonstrated in Chapter 6. The method is based on an NN that learns the relationship 

between the input process parameters and the resulting cell efficiency and a GA that finds the 

input process parameters that maximise the cell efficiency, as predicted by the NN. The method 

is applied on production-like data where only a natural variation of the input process 

parameters, similar to what is expected in a production environment, is used to train the NN. 

The cell efficiencies of the simulated Al-BSF production are significantly increased with just a 

few iterations of the NEO-GA method. 

 

Overall, the objectives set in Chapter 1 are addressed. ML techniques are successfully 

employed to simplify the identification process of bulk defects in Si solar cells from TIDLS 

measurements. Luminescence-based deep learning analysis has been shown to match I-V 

functionality such as binning and efficiency prediction, for a partial or full replacement of I-V 

measurements in a production like environment. With the added capability of automated loss 

analysis, the potential of luminescence imaging as the ultimate characterisation tool was 
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further demonstrated. Both GAN-based automated analysis and the NEO-GA optimisation 

approach help manufacturers troubleshoot production lines and enable a fast cycle of learning 

to ensure the high efficiency and reliability of PV devices. 

7.2 Future work 

To conclude the thesis, I would like to share some general remarks and avenues for further 

development: 

 

• When there is a lack of access to a large dataset, physics-based simulation can be used 

to complement the data. Training on a large amount of simulated data increases the 

performance of ML models and can be generalised to experimental data provided the 

physics models are accurate. This aspect was demonstrated with lifetime data in 

Chapter 3 and production line data in Chapter 6. However, when physics models are 

not available, other data augmentation techniques can be introduced. In Chapter 5, 

the use of GAN for image manipulation is demonstrated. The application of GANs 

should be investigated for data generation from physics-based models or to generate 

the models from experimental data. 

 

• Having access to image-type data over linear data gives access to powerful deep 

learning tools. As demonstrated in Chapter 3, the image representation of the data 

enabled an ML-based solution for the extraction of temperature-dependent defect 

parameters. The conversion from linear to multi-dimensional data should be 

introduced to other characterisation techniques to enable deep learning algorithms 

on those techniques. 

 

• Furthermore, Chapters 3 and 4 also demonstrated that a feature vector resulting from 

a feature extraction of an image by CNNs gives more predictive power to ML 

regressors than a direct linear vector, as CNNs are capable of extracting the relevant 

information and condensing it in a relevant vector. When possible, the two-step 

approach of feature extraction by CNNs and ML regression should be considered for 

other applications. 
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• As discussed in Chapter 2, there is a need to develop a large, shared dataset for 

benchmarking ML applications for EL and PL automated analysis. 

 

• The DPDL and DPML approaches from Chapter 3 can be expanded to more complex 

lifetime models, such as multiple one-level defects or two-level defects, or applied to 

lifetime data extracted from luminescence imaging. 

 

• The methodology introduced in Chapter 6 should be explored on a subset of 

processes, such as a group of cells, cassettes or diffusion boats on both natural 

process variation and DOE-type data. In particular, traditional DOE polynomial fitting 

for process optimisation could be replaced by ML regression and GA optimisation. 

 

• Despite the focus of the thesis being on Si-based characterisation, all the applications 

presented can be extended to other technologies such as thin-films or perovskites. 

The methodologies introduced are also relevant for other characterisation 

techniques or imaging techniques, and a knowledge transfer should be investigated 

between the different potential applications. 

 

The fourth industrial revolution is underway in the PV industry and intelligent machines 

might be the key to being victorious in the battle against climate change. However, training AIs 

comes with accountability, as we learned from le petit prince that “you become responsible, 

forever, for what you have tamed.” Be responsible!
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Appendix A – Norm minimisation solution 
of the Shockley, Read, and Hall equation 

As mentioned in Chapter 3, an analytical resolution of the SRH equation is possible with the 

proposed linearisation from Eqs. 3.7 to 3.10 to extract the defect parameters. In this Appendix, 

the problem for two temperatures is first solved, then the problem is extended to any number 

of measured temperatures and solved by proposing the minimisation of a single metric. 

A.1 Parameter extraction from two measured temperatures 

Measuring two SRH curves at two different temperatures T1 and T2 gives, after linearisation, 

access to the following system of equations: 

 

{
 
 

 
 
𝑚𝐵,1 = 𝜏𝑛0,1 ⋅ (𝑝1,1 − 𝑛0,1) + 𝜏𝑝0,1 ⋅ (𝑛1,1 − 𝑝0,1)

ℎ𝐵,1 = 𝜏𝑝0,1 + 𝜏𝑛0,1                                                     

𝑚𝐵,2 = 𝜏𝑛0,2 ⋅ (𝑝1,2 − 𝑛0,2) + 𝜏𝑝0,2 ⋅ (𝑛1,2 − 𝑝0,2)

ℎ𝐵,2 = 𝜏𝑝0,2 + 𝜏𝑛0,2                                                     

 (A.1) 

with a subscript “,1” or “,2” for parameters related to T1 and T2, respectively. The intercept 

equations, related to hB,1 and hB,2, are independent of Et, which gives a system of two equations 

with two unknows (σn and σp), and can be re-written in a matrix form: 

 (
ℎ𝐵,1
ℎ𝐵,2

) = (
𝜈𝑛,1
−1 𝜈𝑛,2

−1

𝜈𝑝,1
−1 𝜈𝑝,2

−1) ⋅ (
(𝜎𝑛 ⋅ 𝑁𝑡)

−1

(𝜎𝑝 ⋅ 𝑁𝑡)
−1)  (A.2) 

Let Λ be the 22 matrix of the inverse thermal velocities. As long as T1  T2, Λ is invertible and 

the equation can be solved for the capture cross-section, relative to Nt: 

 (
(𝜎𝑛 ⋅ 𝑁𝑡)

−1

(𝜎𝑝 ⋅ 𝑁𝑡)
−1) =

1

(𝜈𝑛,1 ⋅ 𝜈𝑝,2)
−1
− (𝜈𝑝,1 ⋅ 𝜈𝑛,2)

−1 ⋅ (
𝜈𝑝,2
−1 −𝜈𝑝,1

−1

−𝜈𝑛,2
−1 𝜈𝑛,1

−1 ) ⋅ (
ℎ𝐵,1
ℎ𝐵,2

)  (A.3) 

which completely determines Nt∙σn, Nt∙σn, k, τn0 and τp0 from the measurement intercept and 

the material properties at T1 and T2, leaving Et as the sole unknown parameter.
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The first slope equation of Eq. A.1, related to mB,1, can be transformed in a second-degree 

polynomial equation by substituting 𝑒𝑡,1: = 𝑒𝐸t 𝑘B𝑇1⁄ : 

 𝜏𝑝0,1𝑛𝑖,1 ⋅ 𝑒𝑡,1
2 − (𝑚𝐵,1 + 𝜏𝑛0,1 ⋅ 𝑛0,1 + 𝜏𝑝0,1 ⋅ 𝑝0,1) ⋅ 𝑒𝑡,1 + 𝜏𝑛0,1 ⋅ 𝑛𝑖,1 = 0 (A.4) 

which can be solved for et,1, resulting in two solutions for Et names Et+,1 and Et−,1: 

 

𝐸𝑡+,1 = 𝑘𝐵𝑇 ⋅ ln (
𝑚𝐵,1 + 𝜏𝑛0,1 ⋅ 𝑛0,1 + 𝜏𝑝0,1 ⋅ 𝑝0,1 +√𝛿1

2 ⋅ 𝜏𝑝0,1 ⋅ 𝑛𝑖,1
)

𝐸𝑡−,1 = 𝑘𝐵𝑇 ⋅ ln (
𝑚𝐵,1 + 𝜏𝑛0,1 ⋅ 𝑛0,1 + 𝜏𝑝0,1 ⋅ 𝑝0,1 −√𝛿1

2 ⋅ 𝜏𝑝0,1 ⋅ 𝑛𝑖,1
)

 (A.5) 

with 

 𝛿1: = (𝑚𝐵,1 + 𝜏𝑛0,1 ⋅ 𝑛0,1 + 𝜏𝑝0,1 ⋅ 𝑝0,1)
2
− 4 ⋅ 𝜏𝑝0,1 ⋅ 𝜏𝑛0,1 ⋅ 𝑛𝑖,1

2  (A.6) 

From each slope equation in Eq. A.1, two sets of potential solutions are obtained (Et+,1, Et−,1) and 

(Et+,2, Et−,2), where the correct solution being the one present in both sets. When noise is present 

in the SRH curves, the defect energy level with the lowest error between the two sets is 

considered instead. This concludes the determination of the defect parameter from the SRH 

equation with two temperatures. 

A.2 Parameter extraction through norm minimisation 

The proposed solution in A.1 is extended to the case of M temperatures, by extending the 

definition of ΛM for M temperatures with a M2 matrix, defining the M-long vector mB,M and hB,M 

of, respectively, the slope and intercept of the M linearised fitting of the SRH equation. ΛM is 

completely determined by the material properties, while mB,M and hB,M result from the 

measurement fitting. The defect parameters, are defined as the capture cross-section vector ξ 

and the M2 matrix for the defect energy level parameters and ψM, given by: 

 

ξ = (
(𝜎𝑛 ⋅ 𝑁𝑡)

−1

(𝜎𝑝 ⋅ 𝑁𝑡)
−1) 

𝜓𝑀(𝐸𝑡) = [
𝑝1,𝑖 − 𝑛0,𝑖
𝜈𝑛,𝑖

𝑛1,𝑖 − 𝑝0,𝑖
𝜈𝑝,𝑖

]
𝑖∈⟦1,𝑀⟧

 (A.7) 

With the defined matrices and vectors, the system of equations resulting from the linearisation 

process of the SRH equation is:
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 {
𝑚𝐵,𝑀 = 𝜓𝑀(𝐸𝑡) ⋅ 𝜉

ℎ𝐵,𝑀 = Λ𝑀 ⋅ 𝜉       
 (A.8) 

The second equation, the intercept equation, can be solved by the pseudo-inverse of the ΛM 

matrix: 

 

 

 𝜉 = (ΛM
𝑇 ΛM)

−1ΛM
𝑇 ⋅ ℎ𝐵,𝑀 (A.9) 

with the superscript “T” referring to the transposed matrix. Similarly to Eq. A.3, Eq. A.9 gives 

Nt∙σn, Nt∙σn, k, τn0 and τp0 from the measurement intercept and the material parameters. 

By substituting ξ in the slope equation of Eq. A.8, the defect parameter extraction problem 

can be posed as a minimisation problem over Et: 

 min
𝐸𝑡
‖𝜓(𝐸𝑡) ⋅ (ΛM

𝑇 ΛM)
−1ΛM

𝑇 ⋅ ℎ𝐵,𝑀 −𝑚𝐵,𝑀‖ (A.10) 

with ||.|| the norm of the resulting vector. 

The combination of Eqs. A.9 and A.10 provides a method to extract the defect parameters 

through norm minimisation. A simple way to minimise the norm is to scan the values of Et from 

-0.55 eV to 0.55 eV with a constant energy step, which is very similar to the DPSS approach. 

However more advanced tools can be employed such as PSO or GA. 



 

118 

References 

1. J. Zillman, “The IPCC third assessment report on the scientific basis of climate change,” 
Australasian Journal of Environmental Management, vol. 8, pp. 169–185, 2001. 

2. A. Dessler, Introduction to modern climate change. Cambridge University Press, 2016. 
3. Y. Malhi et al., “Climate change and ecosystems: threats, opportunities and solutions,” 

Philosophical Transactions of the Royal Society B: Biological Sciences, vol. 375, no. 1794, p. 
20190104, 2020. 

4. T. Dietz, R. L. Shwom, and C. T. Whitley, “Climate change and society,” Annual Review of 
Sociology, vol. 46, no. 1, pp. 135–158, 2020. 

5. M. Lynas, B. Z. Houlton, and S. Perry, “Greater than 99% consensus on human caused 
climate change in the peer-reviewed scientific literature,” Environ. Res. Lett., vol. 16, no. 
11, p. 114005, 2021. 

6. V. Masson-Delmotte et al., “Global warming of 1.5°C - an IPCC special report on the impacts 
of global warming of 1.5°C above pre-industrial levels and related global greenhouse gas 
emission pathways, in the context of strengthening the global response to the threat of 
climate change, sustainable development, and efforts to eradicate poverty,” IPCC, In Press, 
2018. 

7. R. Perez and M. Perez, “A fundamental look at energy reserves for the planet.,” The IEA SHC 
Solar Update, vol. 50, pp. 2–3, 2015. 

8. IEA, “Net zero by 2050,” IEA, Paris, 2021. 
9. M. Fisher, M. Woodhouse, S. Herritsch, and J. Trube, “International technology roadmap for 

photovoltaics (12th edition),” VDMA e. V., 2021. 
10. J. Wolff, J. Pauling, A. Keck, and J. Baumbach, “The economic impact of artificial intelligence 

in health care: systematic review,” Journal of Medical Internet Research, vol. 22, no. 2, p. 
e16866, 2020. 

11. D. M. Dimiduk, E. A. Holm, and S. R. Niezgoda, “Perspectives on the impact of machine 
learning, deep learning, and artificial intelligence on materials, processes, and structures 
engineering,” Integr Mater Manuf Innov, vol. 7, no. 3, pp. 157–172, 2018. 

12. I. Tuomi, M. Cabrera, R. Vuorikari, Y. Punie, European Commission, and Joint Research 
Centre, The impact of artificial intelligence on learning, teaching, and education: policies for 
the future. 2018. 

13. J. Cowls, A. Tsamados, M. Taddeo, and L. Floridi, “The AI gambit: leveraging artificial 
intelligence to combat climate change—opportunities, challenges, and recommendations,” 
AI & Soc, 2021. 

14. T. Fuyuki, H. Kondo, T. Yamazaki, Y. Takahashi, and Y. Uraoka, “Photographic surveying of 
minority carrier diffusion length in polycrystalline silicon solar cells by 
electroluminescence,” Appl. Phys. Lett., vol. 86, no. 26, p. 262108, 2005. 

15. T. Trupke, R. A. Bardos, M. C. Schubert, and W. Warta, “Photoluminescence imaging of 
silicon wafers,” Appl. Phys. Lett., vol. 89, no. 4, p. 044107, 2006. 



 

119 

16. J. Schmidt, “Temperature- and injection-dependent lifetime spectroscopy for the 
characterization of defect centers in semiconductors,” Appl. Phys. Lett., vol. 82, no. 13, pp. 
2178–2180, 2003. 

17. J. Schmidt et al., “Impurity-related limitations of next-generation industrial silicon solar 
cells,” in 38th IEEE Photovoltaic Specialists Conference, pp. 1–5, 2012. 

18. M. Fisher, M. Woodhouse, S. Herritsch, and J. Trube, “International Technology Roadmap 
for Photovoltaics (12th edition),” VDMA e. V., 2021. 

19. L. El Chaar, L. A. lamont, and N. El Zein, “Review of photovoltaic technologies,” Renewable 
and Sustainable Energy Reviews, vol. 15, no. 5, pp. 2165–2175, 2011. 

20. P. Papet et al., “New cell metallization patterns for heterojunction solar cells 
interconnected by the smart wire connection technology,” Energy Procedia, vol. 67, pp. 
203–209, 2015. 

21. J. Qian, C. E. Clement, M. Ernst, Y. S. Khoo, A. Thomson, and A. Blakers, “Analysis of hotspots 
in half cell modules undetected by current test standards,” IEEE Journal of Photovoltaics, 
vol. 9, no. 3, pp. 842–848, 2019. 

22. J. Zhao, A. Wang, E. Abbaspour-Sani, F. Yun, and M. A. Green, “Improved efficiency silicon 
solar cell module,” IEEE Electron Device Letters, vol. 18, no. 2, pp. 48–50, 1997. 

23. L. L. Bucciarelli, “Power loss in photovoltaic arrays due to mismatch in cell characteristics,” 
Solar Energy, vol. 23, no. 4, pp. 277–288, 1979. 

24. R. Evans and M. Boreland, “Multivariate data analytics in PV manufacturing—four case 
studies using manufacturing datasets,” IEEE Journal of Photovoltaics, vol. 8, no. 1, pp. 38–
47, 2018. 

25. H. Kampwerth, T. Trupke, J. W. Weber, and Y. Augarten, “Advanced luminescence based 
effective series resistance imaging of silicon solar cells,” Appl. Phys. Lett., vol. 93, no. 20, p. 
202102, 2008. 

26. M. Glatthaar, J. Haunschild, M. Kasemann, J. Giesecke, W. Warta, and S. Rein, “Spatially 
resolved determination of dark saturation current and series resistance of silicon solar 
cells,” physica status solidi (RRL) – Rapid Research Letters, vol. 4, no. 1–2, pp. 13–15, 2010. 

27. J. Giesecke, Quantitative recombination and transport properties in silicon from dynamic 
luminescence. Springer International Publishing, 2020. 

28. I. Zafirovska, M. K. Juhl, J. W. Weber, J. Wong, and T. Trupke, “Detection of finger 
interruptions in silicon solar cells using line scan photoluminescence imaging,” IEEE 
Journal of Photovoltaics, vol. 7, no. 6, pp. 1496–1502, 2017. 

29. R. Bhoopathy, O. Kunz, M. Juhl, T. Trupke, and Z. Hameiri, “Outdoor photoluminescence 
imaging of photovoltaic modules with sunlight excitation,” Progress in Photovoltaics: 
Research and Applications, vol. 26, no. 1, pp. 69–73, 2018. 

30. A. Morlier, M. Siebert, I. Kunze, G. Mathiak, and M. Köntges, “Detecting photovoltaic module 
failures in the field during daytime with ultraviolet fluorescence module inspection,” IEEE 
Journal of Photovoltaics, vol. 7, no. 6, pp. 1710–1716, 2017. 

31. R. Ebner, B. Kubicek, and G. Újvári, “Non-destructive techniques for quality control of PV 
modules: Infrared thermography, electro- and photoluminescence imaging,” in IECON 
2013 - 39th Annual Conference of the IEEE Industrial Electronics Society, pp. 8104–8109, 
2013. 

32. S. Russel and P. Norvig, Artificial intelligence: a modern approach, 4th ed. Pearson 
Education, 1995. 

33. G. Hinton and T. J. Sejnowski, Unsupervised learning: foundations of neural computation. 
MIT Press, 1999. 

34. R. S. Sutton and A. G. Barto, Reinforcement Learning, second edition: An Introduction. MIT 
Press, 2018. 



 

120 

35. G. E. Hinton, “Connectionist learning procedures,” Artificial Intelligence, vol. 40, no. 1–3, 
pp. 185–234, 1989. 

36. L. Breiman, “Random forests,” Machine Learning, vol. 45, no. 1, pp. 5–32, 2001. 
37. Y. Freund and R. E. Schapire, “A decision-theoretic generalization of on-line learning and 

an application to boosting,” Journal of Computer and System Sciences, vol. 55, no. 1, pp. 119–
139, 1997. 

38. H. Drucker, “Improving regressors using boosting techniques,” in ICML, pp. 107–115, 1997. 
39. J. H. Friedman, “Stochastic gradient boosting,” Computational Statistics & Data Analysis, vol. 

38, no. 4, pp. 367–378, 2002. 
40. J. C. Platt, “Probabilistic outputs for support vector machines and comparisons to 

regularized likelihood methods,” in Advances in Large Margin Classifiers, pp. 61–74, 1999. 
41. C.-C. Chang and C.-J. Lin, “LIBSVM: A library for support vector machines,” ACM 

Transactions on Intelligent Systems and Technology, vol. 2, no. 3, pp. 1–27, 2011. 
42. D. Basak, S. Pal, and D. C. Patranabis, “Support vector regression,” Neural Information 

Processing-Letters and Reviews, vol. 11, no. 10, pp. 203–224, 2007. 
43. N. S. Altman, “An introduction to kernel and nearest-neighbor nonparametric regression,” 

The American Statistician, vol. 46, no. 3, pp. 175–185, 1992. 
44. Y. LeCun, Y. Bengio, and G. Hinton, “Deep learning,” Nature, vol. 521, no. 7553, pp. 436–

444, 2015. 
45. I. J. Goodfellow et al., “Generative adversarial networks,” 2014. 
46. O. Russakovsky et al., “ImageNet large scale visual recognition challenge,” Int J Comput Vis, 

vol. 115, no. 3, pp. 211–252, 2015. 
47. A. Krizhevsky, I. Sutskever, and G. E. Hinton, “ImageNet classification with deep 

convolutional neural networks,” Advances in Neural Information Processing Systems 25, pp. 
1097–1105, 2012. 

48. K. He, X. Zhang, S. Ren, and J. Sun, “Deep residual learning for image recognition,” in 2016 
IEEE Conference on Computer Vision and Pattern Recognition (CVPR), Las Vegas, NV, USA, 
pp. 770–778, 2016. 

49. F. N. Iandola, S. Han, M. W. Moskewicz, K. Ashraf, W. J. Dally, and K. Keutzer, “SqueezeNet: 
AlexNet-level accuracy with 50x fewer parameters and <0.5MB model size,” 
arXiv:1602.07360 [cs], 2016. 

50. K. Simonyan and A. Zisserman, “Very deep convolutional networks for large-scale image 
recognition,” arXiv:1409.1556 [cs], 2014. 

51. R. Kohavi, “A study of cross-validation and bootstrap for accuracy estimation and model 
selection,” vol. 2, pp. 1137–1143. 

52. S. A. Glantz and B. K. Slinker, Primer of applied regression and analysis of variance. New 
York (N.Y.) : McGraw-Hill, 1990. 

53. S. W. Glunz, S. Rein, W. Warta, J. Knobloch, and W. Wettling, “Degradation of carrier lifetime 
in Cz silicon solar cells,” Solar energy materials and solar cells, vol. 65, no. 1–4, pp. 219–
229, 2001. 

54. P. Jaccard, “The distribution of the flora in the alpine zone.1,” New Phytologist, vol. 11, no. 
2, pp. 37–50, 1912. 

55. L. R. Dice, “Measures of the smount of ecologic association between species,” Ecology, vol. 
26, no. 3, pp. 297–302, 1945. 

56. Z. Wang, A. C. Bovik, H. R. Sheikh, and E. P. Simoncelli, “Image quality assessment: from 
error visibility to structural similarity,” IEEE Transactions on Image Processing, vol. 13, no. 
4, pp. 600–612, 2004. 



 

121 

57. F.-A. Fortin, F.-M. De Rainville, M.-A. Gardner, M. Parizeau, and C. Gagne, “DEAP: 
evolutionary algorithms made easy,” Journal of Machine Learning Research, vol. 13, pp. 
2171–2175, 2012. 

58. F. Pedregosa et al., “Scikit-learn: machine learning in python,” Journal of Machine Learning 
Research, vol. 12, pp. 2825–2830, 2011. 

59. A. Paszke et al., “PyTorch: An imperative style, high-performance deep learning library,” 
in Advances in Neural Information Processing Systems, Curran Associates, Inc., pp. 8026–
8037, 2019. 

60. E. Kayabasi, S. Ozturk, E. Celik, and H. Kurt, “Determination of cutting parameters for 
silicon wafer with a diamond wire saw using an artificial neural network,” Solar Energy, 
vol. 149, pp. 285–293, 2017. 

61. E. Kayabasi, S. Ozturk, E. Celik, H. Kurt, and E. Arcaklioğlu, “Prediction of nano etching 
parameters of silicon wafer for a better energy absorption with the aid of an artificial 
neural network,” Solar Energy Materials and Solar Cells, vol. 188, pp. 234–240, 2018. 

62. S. Ozturk, E. Kayabasi, E. Celik, and H. Kurt, “Determination of lapping parameters for 
silicon wafer using an artificial neural network,” J Mater Sci: Mater Electron, vol. 29, no. 1, 
pp. 260–270, 2018. 

63. S. Ozturk, L. Aydin, N. Kucukdogan, and E. Celik, “Optimization of lapping processes of 
silicon wafer for photovoltaic applications,” Solar Energy, vol. 164, pp. 1–11, 2018. 

64. X. Qi, W. Ma, Y. Dang, W. Su, and L. Liu, “Optimization of the melt/crystal interface shape 
and oxygen concentration during the Czochralski silicon crystal growth process using an 
artificial neural network and a genetic algorithm,” Journal of Crystal Growth, vol. 548, p. 
125828, 2020. 

65. L. Rachdi and M. Hofmann, “Use of optical emission spectroscopy to predict silicon nitride 
layer properties,” Vacuum, vol. 191, p. 110322, 2021. 

66. H. Wagner-Mohnsen et al., “Combining numerical simulations, machine learning and 
genetic algorithms for optimizing a POCl3 diffusion process,” in 2021 IEEE 48th 
Photovoltaic Specialists Conference (PVSC), pp. 0528–0531, 2021. 

67. G. Aiello, S. Alfonzetti, S. A. Rizzo, and N. Salerno, “Multi-objective optimization of thin-film 
silicon solar cells with metallic and dielectric nanoparticles,” Energies, vol. 10, no. 1, Art. 
no. 1, 2017. 

68. M. Kaya and S. Hajimirza, “Rapid optimization of external quantum efficiency of thin film 
solar cells using surrogate modeling of absorptivity,” Sci Rep, vol. 8, no. 1, p. 8170, 2018. 

69. S. Hamedi, Z. Kordrostami, and A. Yadollahi, “Artificial neural network approaches for 
modeling absorption spectrum of nanowire solar cells,” Neural Comput & Applic, vol. 31, 
no. 12, pp. 8985–8995, 2019. 

70. S. Bhattacharya, D. Arya, D. Bhowmick, R. M. Thomas, and D. K. Gupta, “Improving solar cell 
metallization designs using convolutional neural networks,” p. 6, 2021. 

71. J. M. Ripalda, “Solar cell designs by maximizing energy production based on machine 
learning clustering of spectral variations,” Nature Communications, p. 8, 2018. 

72. V. Kumar and P. Maheshwari, “Advanced analytics on IV curves and electroluminescence 
images of photovoltaic modules using machine learning algorithms,” Progress in 
Photovoltaics: Research and Applications, 2021. 

73. E. Grau-Luque et al., “Thickness evaluation of AlOx barrier layers for encapsulation of 
flexible PV modules in industrial environments by normal reflectance and machine 
learning,” Progress in Photovoltaics: Research and Applications, 2021. 

74. H. Zhu et al., “Design investigation on 100 μm-thickness thin silicon PERC solar cells with 
assistance of machine learning,” Materials Science in Semiconductor Processing, vol. 137, p. 
106198, 2022. 



 

122 

75. T. J. Peshek et al., “Insights into metastability of photovoltaic materials at the mesoscale 
through massive I–V analytics,” Journal of Vacuum Science & Technology B, vol. 34, no. 5, p. 
050801, 2016. 

76. A. Zekry and A. Y. Al-Mazroo, “A distributed SPICE-model of a solar cell,” IEEE Transactions 
on Electron Devices, vol. 43, no. 5, pp. 691–700, 1996. 

77. X. Ma et al., “Data-driven IV feature extraction for photovoltaic modules,” IEEE Journal of 
Photovoltaics, vol. 9, no. 5, pp. 1405–1412, 2019. 

78. J. Liu et al., “Cross-correlation analysis of the indoor accelerated and real world exposed 
photovoltaic systems across multiple climate zones,” in 2018 IEEE 7th World Conference 
on Photovoltaic Energy Conversion (WCPEC) (A Joint Conference of 45th IEEE PVSC, 28th 
PVSEC 34th EU PVSEC), pp. 3949–3954, 2018. 

79. H. Wagner-Mohnsen and P. P. Altermatt, “A combined numerical modeling and machine 
learning approach for optimization of mass-produced industrial solar cells,” IEEE Journal 
of Photovoltaics, vol. 10, no. 5, pp. 1441–1447, 2020. 

80. O. Olikh, O. Lozitsky, and O. Zavhorodnii, “Estimation for iron contamination in Si solar cell 
by ideality factor: deep neural network approach,” Progress in Photovoltaics: Research and 
Applications, 2022. 

81. S. Wasmer et al., “Impact of material and process variations on the distribution of 
multicrystalline silicon PERC cell efficiencies,” IEEE Journal of Photovoltaics, vol. 7, no. 1, 
pp. 118–128, 2017. 

82. B. Klöter, “Application of machine learning for production optimization,” in 2018 IEEE 7th 
World Conference on Photovoltaic Energy Conversion (WCPEC) (A Joint Conference of 45th 
IEEE PVSC, 28th PVSEC 34th EU PVSEC), pp. 3489–3491, 2018. 

83. R. Evans and M. Boreland, “Multivariate data analytics in PV manufacturing—Four case 
studies using manufacturing datasets,” IEEE Journal of Photovoltaics, vol. 8, no. 1, pp. 38–
47, 2018. 

84. E. Arena et al., “Anomaly detection in photovoltaic production factories via Monte Carlo 
pre-processed principal component analysis,” Energies, vol. 14, no. 13, p. 3951, 2021. 

85. A. Kunwar, P. B. Malla, J. Sun, L. Qu, and H. Ma, “Convolutional neural network model for 
synchrotron radiation imaging datasets to automatically detect interfacial microstructure: 
An in situ process monitoring tool during solar PV ribbon fabrication,” Solar Energy, vol. 
224, pp. 230–244, 2021. 

86. F.-Q. Pei, Y.-F. Tong, M.-H. Yuan, K. Ding, and X.-H. Chen, “The digital twin of the quality 
monitoring and control in the series solar cell production line,” Journal of Manufacturing 
Systems, vol. 59, pp. 127–137, 2021. 

87. S. Wasmer, K. Hübener, and B. Klöter, “Explaining the efficiencies of mass-produced p-type 
Cz-si solar cells by interpretable machine learning,” Solar RRL, p. 2100477, 2021. 

88. M. J. Hossain et al., “A comprehensive methodology to evaluate losses and process 
variations in silicon solar cell manufacturing,” IEEE J. Photovoltaics, vol. 9, no. 5, pp. 1350–
1359, 2019. 

89. H. R. Parikh et al., “Solar cell cracks and finger failure detection using statistical parameters 
of electroluminescence images and machine learning,” Applied Sciences, vol. 10, no. 24, p. 
8834, 2020. 

90. X. Zhang, H. Sun, Y. Zhou, J. Xi, and M. Li, “A novel method for surface defect detection of 
photovoltaic module based on independent component analysis,” Mathematical Problems 
in Engineering, vol. 2013, p. e520568, 2013. 

91. B. Su, H. Chen, Y. Zhu, W. Liu, and K. Liu, “Classification of manufacturing defects in 
multicrystalline solar cells with novel feature descriptor,” IEEE Transactions on 
Instrumentation and Measurement, vol. 68, no. 12, pp. 4675–4688, 2019. 



 

123 

92. R. O. Serfa Juan and J. Kim, “Photovoltaic cell defect detection model based-on extracted 
electroluminescence Images using SVM classifier,” in 2020 International Conference on 
Artificial Intelligence in Information and Communication (ICAIIC), pp. 578–582, 2020. 

93. C. Buerhop-Lutz et al., “A benchmark for visual identification of defective solar cells in 
electroluminescence imagery,” 35th European Photovoltaic Solar Energy Conference and 
Exhibition, pp. 1287–1289, 2018. 

94. S. Deitsch et al., “Automatic classification of defective photovoltaic module cells in 
electroluminescence images,” Solar Energy, vol. 185, pp. 455–468, 2019. 

95. M. W. Akram et al., “CNN based automatic detection of photovoltaic cell defects in 
electroluminescence images,” Energy, vol. 189, p. 116319, 2019. 

96. A. K. Acharya, P. K. Sahu, and S. R. Jena, “Deep neural network based approach for detection 
of defective solar cell,” Materials Today: Proceedings, vol. 39, pp. 2009–2014, 2020. 

97. C. Ge, Z. Liu, L. Fang, H. Ling, A. Zhang, and C. Yin, “A hybrid fuzzy convolutional neural 
network based mechanism for photovoltaic cell defect detection with electroluminescence 
images,” IEEE Transactions on Parallel and Distributed Systems, vol. 32, no. 7, pp. 1653–
1664, 2021. 

98. M. Y. Demirci, N. Beşli, and A. Gümüşçü, “Efficient deep feature extraction and classification 
for identifying defective photovoltaic module cells in electroluminescence images,” Expert 
Systems with Applications, vol. 175, p. 114810, 2021. 

99. A. Bartler, L. Mauch, B. Yang, M. Reuter, and L. Stoicescu, “Automated detection of solar cell 
defects with deep learning,” in 2018 26th European Signal Processing Conference 
(EUSIPCO), pp. 2035–2039, 2018. 

100. Z. Ying, M. Li, W. Tong, and C. Haiyong, “Automatic detection of photovoltaic module cells 
using multi-channel convolutional neural network,” in 2018 Chinese Automation Congress 
(CAC), pp. 3571–3576, 2018. 

101. A. M. Karimi et al., “Automated pipeline for photovoltaic module electroluminescence 
image processing and degradation feature classification,” IEEE Journal of Photovoltaics, 
vol. 9, no. 5, pp. 1324–1335, 2019. 

102. Z. Luo, S. Y. Cheng, and Q. Y. Zheng, “GAN-based augmentation for improving CNN 
performance of classification of defective photovoltaic module cells in 
electroluminescence images,” IOP Conference Series: Earth and Environmental Science, vol. 
354, p. 012106, 2019. 

103. W. Tang, Q. Yang, K. Xiong, and W. Yan, “Deep learning based automatic defect 
identification of photovoltaic module using electroluminescence images,” Solar Energy, 
vol. 201, pp. 453–460, 2020. 

104. L. Liu, Y. Zhu, M. R. Ur Rahman, P. Zhao, and H. Chen, “Surface defect detection of solar cells 
based on feature pyramid network and GA-Faster-RCNN,” in 2019 2nd China Symposium 
on Cognitive Computing and Hybrid Intelligence (CCHI), pp. 292–297, 2019. 

105. X. Zhang, Y. Hao, H. Shangguan, P. Zhang, and A. Wang, “Detection of surface defects on 
solar cells by fusing multi-channel convolution neural networks,” Infrared Physics & 
Technology, vol. 108, p. 103334, 2020. 

106. Z. Xu, Z. Wu, and W. Fan, “Improved SSD-assisted algorithm for surface defect detection of 
electromagnetic luminescence,” Proceedings of the Institution of Mechanical Engineers, 
Part O: Journal of Risk and Reliability, 2021. 

107. B. Su, H. Chen, and Z. Zhou, “BAF-Detector: an efficient CNN-based detector for 
photovoltaic cell defect detection,” IEEE Transactions on Industrial Electronics, pp. 1–1, 
2021. 



 

124 

108. B. Su, H. yong Chen, P. Chen, G.-B. Bian,  kun Liu, and W. Liu, “Deep learning-based solar-
cell manufacturing defect detection with complementary attention network,” IEEE 
Transactions on Industrial Informatics, vol. 17, no. 6, pp. 4084–4095, 2021. 

109. M. Mayr, M. Hoffmann, A. Maier, and V. Christlein, “Weakly supervised segmentation of 
cracks on solar cells using normalized Lp norm,” in 2019 IEEE International Conference on 
Image Processing (ICIP), pp. 1885–1889, 2019. 

110. M. R. U. Rahman, H. Chen, and W. Xi, “U-Net based defects inspection in photovoltaic 
electroluminecscence images,” in 2019 IEEE International Conference on Big Knowledge 
(ICBK), pp. 215–220, 2019. 

111. Y. Jiang, C. Zhao, W. Ding, L. Hong, and Q. Shen, “Attention M-net for automatic pixel-level 
micro-crack detection of photovoltaic module cells in electroluminescence images,” in 
2020 IEEE 9th Data Driven Control and Learning Systems Conference (DDCLS), pp. 1415–
1421, 2020. 

112. X. Qian, J. Li, J. Cao, Y. Wu, and W. Wang, “Micro-cracks detection of solar cells surface via 
combining short-term and long-term deep features,” Neural Netw, vol. 127, pp. 132–140, 
2020. 

113. U. Otamendi, I. Martinez, M. Quartulli, I. G. Olaizola, E. Viles, and W. Cambarau, 
“Segmentation of cell-level anomalies in electroluminescence images of photovoltaic 
modules,” Solar Energy, vol. 220, pp. 914–926, 2021. 

114. L. Pratt, D. Govender, and R. Klein, “Defect detection and quantification in 
electroluminescence images of solar PV modules using U-net semantic segmentation,” 
Renewable Energy, vol. 178, pp. 1211–1222, 2021. 

115. S. Tian, W. Li, S. Li, G. Tian, L. Sun, and X. Ning, “Image defect detection and segmentation 
algorithm of solar cell based on convolutional neural network,” in 2021 6th International 
Conference on Intelligent Computing and Signal Processing (ICSP), pp. 154–157, 2021. 

116. B. Ni, P. Zou, Q. Li, and Y. Chen, “Intelligent defect detection method of photovoltaic 
modules based on deep learning,” Advances in Intelligent Systems Research, vol. 161, pp. 
167–173, 2018. 

117. B. Su, Z. Zhou, H. Chen, and X. Cao, “SIGAN: a novel image generation method for solar cell 
defect segmentation and augmentation,” ArXiv, 2021. 

118. J. Balzategui, L. Eciolaza, and D. Maestro-Watson, “Anomaly detection and automatic 
labeling for solar cell quality inspection based on generative adversarial network,” Sensors 
(Basel), vol. 21, no. 13, p. 4361, 2021. 

119. M. Demant, P. Virtue, A. Kovvali, S. X. Yu, and S. Rein, “Learning quality rating of as-cut mc-
Si wafers via convolutional regression networks,” IEEE Journal of Photovoltaics, vol. 9, no. 
4, pp. 1064–1072, 2019. 

120. M. Demant, P. Virtue, A. Kovvali, S. X. Yu, and S. Rein, “Visualizing material quality and 
similarity of mc-Si wafers learned by convolutional regression networks,” IEEE Journal of 
Photovoltaics, vol. 9, no. 4, pp. 1073–1080, 2019. 

121. M. Demant, L. Kurumundayil, P. Kunze, A. Woernhoer, A. Kovvali, and S. Rein, “Machine 
learning for advanced solar cell production: adversarial denoising, sub-pixel alignment 
and the digital twin,” in NeurIPS 2020 Workshop Tackling Climate Change with Machine 
Learning, p. 7, 2020. 

122. Y. Fu, X. Li, and X. Ma, “Deep-learning-based defect evaluation of mono-like cast silicon 
wafers,” Photonics, vol. 8, no. 10, Art. no. 10, 2021. 

123. H. Han, C. Gao, Y. Zhao, S. Liao, L. Tang, and X. Li, “Polycrystalline silicon wafer defect 
segmentation based on deep convolutional neural networks,” Pattern Recognition Letters, 
vol. 130, pp. 234–241, 2020. 



 

125 

124. A. M. Karimi et al., “Generalized and mechanistic PV module performance prediction from 
computer vision and machine learning on electroluminescence images,” IEEE Journal of 
Photovoltaics, vol. 10, no. 3, pp. 878–887, 2020. 

125. M. Hoffmann et al., “Deep-learning-based pipeline for module power prediction from 
electroluminescense measurements,” Progress in Photovoltaics: Research and Applications, 
pp. 1–16, 2021. 

126. X. Li, W. Li, Q. Yang, W. Yan, and A. Y. Zomaya, “An unmanned inspection system for 
multiple defects detection in photovoltaic plants,” IEEE Journal of Photovoltaics, vol. 10, no. 
2, pp. 568–576, 2020. 

127. H. Chen, Y. Pang, Q. Hu, and K. Liu, “Solar cell surface defect inspection based on 
multispectral convolutional neural network,” J Intell Manuf, vol. 31, no. 2, pp. 453–468, 
2020. 

128. R. Pierdicca, E. S. Malinverni, F. Piccinini, M. Paolanti, A. Felicetti, and P. Zingaretti, “Deep 
convolutional neural network for automatic detection of damaged photovoltaic cells,” 
ISPRS - International Archives of the Photogrammetry, Remote Sensing and Spatial 
Information Sciences, vol. XLII–2, pp. 893–900, 2018. 

129. M. W. Akram, G. Li, Y. Jin, X. Chen, C. Zhu, and A. Ahmad, “Automatic detection of 
photovoltaic module defects in infrared images with isolated and develop-model transfer 
deep learning,” Solar Energy, vol. 198, pp. 175–186, 2020. 

130. L. Bommes, T. Pickel, C. Buerhop-Lutz, J. Hauch, C. Brabec, and I. M. Peters, “Computer 
vision tool for detection, mapping, and fault classification of photovoltaics modules in 
aerial IR videos,” Progress in Photovoltaics: Research and Applications, pp. 1–16, 2021. 

131. R. H. Fonseca Alves, G. Antero de Deus Júnior, E. G. Marra, and R. P. Lemos, “Automatic fault 
classification in photovoltaic modules using convolutional neural networks,” Renewable 
Energy, 2021. 

132. B. Su, H. Chen, K. Liu, and W. Liu, “RCAG-Net: residual channelwise attention gate network 
for hot spot defect detection of photovoltaic farms,” IEEE Transactions on Instrumentation 
and Measurement, vol. 70, pp. 1–14, 2021. 

133. B. Gilleland, W. B. Hobbs, and J. B. Richardson, “High throughput detection of cracks and 
other faults in solar PV modules using a high-power ultraviolet fluorescence imaging 
system,” in 46th IEEE Photovoltaic Specialist Conference, pp. 2575–2582, 2019. 

134. W. Shockley and W. T. Read, “Statistics of the recombinations of holes and electrons,” 
Physical Review, vol. 87, no. 5, pp. 835–842, 1952. 

135. R. N. Hall, “Electron-hole recombination in germanium,” Physical Review, vol. 87, no. 2, pp. 
387–387, 1952. 

136. Y. Zhu et al., “New insights into the thermally activated defects in n-type float-zone silicon,” 
AIP Conference Proceedings, vol. 2147, no. 1, p. 140014, 2019. 

137. S. Rein, Lifetime spectroscopy: A method of defect characterization in silicon for photovoltaic 
applications. Springer Science & Business Media, 2005. 

138. A. Inglese, J. Lindroos, H. Vahlman, and H. Savin, “Recombination activity of light-activated 
copper defects in p-type silicon studied by injection- and temperature-dependent lifetime 
spectroscopy,” Journal of Applied Physics, vol. 120, no. 12, p. 125703, 2016. 

139. J. E. Birkholz, K. Bothe, D. Macdonald, and J. Schmidt, “Electronic properties of iron-boron 
pairs in crystalline silicon by temperature- and injection-level-dependent lifetime 
measurements,” Journal of Applied Physics, vol. 97, no. 10, p. 103708, 2005. 

140. B. B. Paudyal, K. R. McIntosh, and D. H. Macdonald, “Temperature dependent electron and 
hole capture cross sections of iron-contaminated boron-doped silicon,” in 34th IEEE 
Photovoltaic Specialists Conference, pp. 001588–001593, 2009. 



 

126 

141. J. Schmidt, R. Krain, K. Bothe, G. Pensl, and S. Beljakowa, “Recombination activity of 
interstitial chromium and chromium-boron pairs in silicon,” Journal of Applied Physics, vol. 
102, no. 12, p. 123701, 2007. 

142. C. Sun, F. E. Rougieux, and D. Macdonald, “Reassessment of the recombination parameters 
of chromium in n- and p-type crystalline silicon and chromium-boron pairs in p-type 
crystalline silicon,” Journal of Applied Physics, vol. 115, no. 21, p. 214907, 2014. 

143. C. Sun, F. E. Rougieux, J. Degoulange, R. Einhaus, and D. Macdonald, “Reassessment of the 
recombination properties of aluminium–oxygen complexes in n- and p-type Czochralski-
grown silicon,” Physica Status Solidi B, vol. 253, no. 10, pp. 2079–2084, 2016. 

144. S. Jafari, M. Abbott, D. Zhang, J. Wu, F. Jiang, and Z. Hameiri, “Bulk defect characterization 
in metalized solar cells using temperature-dependent Suns-Voc measurements,” Solar 
Energy Materials and Solar Cells, vol. 236, p. 111530, 2022. 

145. J. D. Murphy, K. Bothe, R. Krain, V. V. Voronkov, and R. J. Falster, “Parameterisation of 
injection-dependent lifetime measurements in semiconductors in terms of Shockley-Read-
Hall statistics: an application to oxide precipitates in silicon,” Journal of Applied Physics, 
vol. 111, no. 11, p. 113709, 2012. 

146. C. Vargas et al., “Recombination parameters of lifetime-limiting carrier-induced defects in 
multicrystalline silicon for solar cells,” Applied Physics Letters, vol. 110, no. 9, p. 092106, 
2017. 

147. S. Diez, S. Rein, T. Roth, and S. W. Glunz, “Cobalt related defect levels in silicon analyzed by 
temperature- and injection-dependent lifetime spectroscopy,” Journal of Applied Physics, 
vol. 101, no. 3, p. 033710, 2007. 

148. P. Rosenits, T. Roth, S. W. Glunz, and S. Beljakowa, “Determining the defect parameters of 
the deep aluminum-related defect center in silicon,” Appl. Phys. Lett., vol. 91, no. 12, p. 
122109, 2007. 

149. A. E. Morishige et al., “Lifetime spectroscopy investigation of light-Induced degradation in 
p-type multicrystalline silicon PERC,” IEEE Journal of Photovoltaics, vol. 6, no. 6, pp. 1466–
1472, 2016. 

150. Y. Zhu, Q. T. L. Gia, M. K. Juhl, G. Coletti, and Z. Hameiri, “Application of the Newton–
Raphson method to lifetime spectroscopy for extraction of defect parameters,” IEEE 
Journal of Photovoltaics, vol. 7, no. 4, pp. 1092–1097, 2017. 

151. S. Bernardini, T. U. Naerland, G. Coletti, and M. I. Bertoni, “Defect parameters contour 
mapping: a powerful tool for lifetime spectroscopy data analysis,” physica status solidi (b), 
vol. 255, no. 8, p. 1800082, 2018. 

152. M. A. Green, “Intrinsic concentration, effective densities of states, and effective mass in 
silicon,” Journal of Applied Physics, vol. 67, no. 6, pp. 2944–2954, 1990. 

153. R. Couderc, M. Amara, and M. Lemiti, “Reassessment of the intrinsic carrier density 
temperature dependence in crystalline silicon,” Journal of Applied Physics, vol. 115, no. 9, 
p. 093705, 2014. 

154. D. Yan and A. Cuevas, “Empirical determination of the energy band gap narrowing in highly 
doped n+ silicon,” Journal of Applied Physics, vol. 114, no. 4, p. 044508, 2013. 

155. F. E. Rougieux, C. Sun, and D. Macdonald, “Determining the charge states and capture 
mechanisms of defects in silicon through accurate recombination analyses: A review,” 
Solar Energy Materials and Solar Cells, vol. 187, pp. 263–272, 2018. 

156. C. H. Henry and D. V. Lang, “Nonradiative capture and recombination by multiphonon 
emission in GaAs and GaP,” Phys. Rev. B, vol. 15, no. 2, pp. 989–1016, 1977. 

157. M. Lax, “Cascade capture of electrons in solids,” Physical Review, vol. 119, no. 5, pp. 1502–
1523, 1960. 



 

127 

158. M. Fernández-Delgado, E. Cernadas, S. Barro, and D. Amorim, “Do we need hundreds of 
classifiers to solve real world classification problems?,” J. Mach. Learn. Res., vol. 15, no. 1, 
pp. 3133–3181, 2014. 

159. M. A. Nielsen, Neural networks and deep learning. Determination Press, 2015. 
160. P. P. Altermatt, F. Geelhaar, T. Trupke, X. Dai, A. Neisser, and E. Daub, “Injection dependence 

of spontaneous radiative recombination in c-Si: experiment, theoretical analysis, and 
simulation,” in NUSOD ’05. Proceedings of the 5th International Conference on Numerical 
Simulation of Optoelectronic Devices, 2005., pp. 47–48, 2005. 

161. R. Evans et al., “Simplified technique for calculating mismatch loss in mass production,” 
Solar Energy Materials and Solar Cells, vol. 134, pp. 236–243, 2015. 

162. S. Pingel, Y. Zemen, O. Frank, T. Geipel, and J. Berghold, “Mechanical stability of solar cells 
within solar panels,” 2009. 

163. G. Friesen and H. A. Ossenbrink, “Capacitance effects in high-efficiency cells,” Solar Energy 
Materials and Solar Cells, vol. 48, no. 1, pp. 77–83, 1997. 

164. M. Frazao, J. A. Silva, K. Lobato, and J. M. Serra, “Electroluminescence of silicon solar cells 
using a consumer grade digital camera,” Measurement, vol. 99, pp. 7–12, 2017. 

165. R. Evans, A. Sugianto, and W. Mao, “Interpreting module EL images for quality control,” in 
Australian Solar 2014 Conference, p. 11, 2014. 

166. H. Drucker, C. J. Burges, L. Kaufman, A. J. Smola, and V. Vapnik, “Support vector regression 
machines,” in Advances in neural information processing systems, pp. 155–161, 1997. 

167. S. Spataru, P. Hacke, D. Sera, S. Glick, T. Kerekes, and R. Teodorescu, “Quantifying solar cell 
cracks in photovoltaic modules by electroluminescence imaging,” in 2015 IEEE 42nd 
Photovoltaic Specialist Conference (PVSC), New Orleans, LA, pp. 1–6, 2015. 

168. E. Forniés, F. Naranjo, M. Mazo, and F. Ruiz, “The influence of mismatch of solar cells on 
relative power loss of photovoltaic modules,” Solar Energy, vol. 97, pp. 39–47, 2013. 

169. I. Goodfellow, Y. Bengio, and A. Courville, Deep learning. MIT press, 2016. 
170. P. J. Verlinden, “Future challenges for photovoltaic manufacturing at the terawatt level,” 

Journal of Renewable and Sustainable Energy, vol. 12, no. 5, p. 053505, 2020. 
171. R. Huang, S. Zhang, T. Li, and R. He, “Beyond face rotation: global and local perception GAN 

for photorealistic and identity preserving frontal view synthesis,” in 2017 IEEE 
International Conference on Computer Vision (ICCV), pp. 2458–2467, 2017. 

172. J.-Y. Zhu, T. Park, P. Isola, and A. A. Efros, “Unpaired image-to-image translation using cycle-
consistent adversarial networks,” in 2017 IEEE International Conference on Computer 
Vision (ICCV), pp. 2242–2251, 2017. 

173. Z. Luo, S. Y. Cheng, and Q. Y. Zheng, “GAN-based augmentation for improving CNN 
performance of classification of defective photovoltaic module cells in 
electroluminescence Images,” IOP Conference Series: Earth and Environmental Science, vol. 
354, p. 012106, 2019. 

174. J. Balzategui, L. Eciolaza, and D. Maestro-Watson, “Anomaly detection and automatic 
labeling for solar cell quality inspection based on generative adversarial network,” Sensors 
(Basel), vol. 21, no. 13, p. 4361, 2021. 

175. L. Kurumundayil, H. Schremmer, S. Rein, and M. Demant, “Denoising of image data for DWS 
wafer characterization using generative adversarial networks,” in 38th European 
Photovoltaic Solar Energy Conference and Exhibition, pp. 194–197, 2021. 

176. W. Tang, Q. Yang, K. Xiong, and W. Yan, “Deep learning based automatic defect 
identification of photovoltaic module using electroluminescence images,” Solar Energy, 
vol. 201, pp. 453–460, 2020. 

177. B. Su, Z. Zhou, H. Chen, and X. Cao, “SIGAN: a novel image generation method for solar cell 
defect segmentation and augmentation,” ArXiv, 2021. 



 

128 

178. D. Pathak, P. Krahenbuhl, J. Donahue, T. Darrell, and A. A. Efros, “Context encoders: Feature 
learning by inpainting,” pp. 2536–2544, 2016. 

179. P. J. Huber, “Robust estimation of a location parameter,” The Annals of Mathematical 
Statistics, vol. 35, no. 1, pp. 73–101, 1964. 

180. R. Girshick, “Fast R-CNN,” in 2015 IEEE International Conference on Computer Vision (ICCV), 
pp. 1440–1448, 2015. 

181. J. Wu, Z. Huang, J. Thoma, D. Acharya, and L. Van Gool, “Wasserstein divergence for GANs,” 
in Computer Vision – ECCV 2018, vol. 11209, Cham: Springer International Publishing, pp. 
673–688, 2018. 

182. G. Kavlak, J. McNerney, and J. E. Trancik, “Evaluating the causes of cost reduction in 
photovoltaic modules,” Energy policy, vol. 123, pp. 700–710, 2018. 

183. R. H. Myers, D. C. Montgomery, and C. M. Anderson-Cook, Response surface methodology: 
process and product optimization using designed experiments. John Wiley & Sons, 2016. 

184. R. K. Roy, Design of experiments using The Taguchi approach: 16 steps to product and 
process improvement. New Jersey: Wiley, 2001. 

185. D. P. Fenning et al., “Darwin at high temperature: advancing solar cell material design using 
defect kinetics simulations and evolutionary optimization,” Advanced Energy Materials, 
vol. 4, no. 13, p. 1400459, 2014. 

186. H. Bae et al., “Optimization of silicon solar cell fabrication based on neural network and 
genetic programming modeling,” Soft Comput., vol. 14, no. 2, pp. 161–169, 2010. 

187. H. Wagner-Mohnsen and P. P. Altermatt, “A combined numerical modeling and machine 
learning approach for optimization of mass-produced Industrial solar cells,” IEEE Journal 
of Photovoltaics, vol. 10, no. 5, pp. 1441–1447, 2020. 

188. B. Cao et al., “How to optimize materials and devices via design of experiments and 
machine learning: demonstration using organic photovoltaics,” ACS Nano, vol. 12, no. 8, pp. 
7434–7444, 2018. 

189. Z. N. Mevawalla, G. S. May, and M. W. Kiehlbauch, “Neural network modeling for advanced 
process control using production data,” IEEE Transactions on Semiconductor 
Manufacturing, vol. 24, no. 2, pp. 182–189, 2011. 

190. B. Kloter, “Application of machine learning for production optimization,” in 2018 IEEE 7th 
World Conference on Photovoltaic Energy Conversion (WCPEC) (A Joint Conference of 45th 
IEEE PVSC, 28th PVSEC & 34th EU PVSEC), Waikoloa Village, HI, pp. 3489–3491, 2018. 

191. M. D. Abbott et al., “Online education with PV factory,” in 42nd Photovoltaic Specialist 
Conference, pp. 1–5, 2015. 

192. M. A. Green, “Forty years of photovoltaic research at UNSW,” in Journal and proceedings of 
the Royal Society of New South Wales, vol. 148, pp. 2–14, 2015. 

193. H. Haug and J. Greulich, “PC1Dmod 6.2–Improved simulation of c-Si devices with updates 
on device physics and user interface,” Energy Procedia, vol. 92, pp. 60–68, 2016. 

194. J. H. Holland, “Genetic algorithms and adaptation,” in Adaptive Control of Ill-Defined 
Systems, Boston, MA: Springer US, pp. 317–333, 1984. 

195. S. M. Lundberg and S.-I. Lee, “A unified approach to interpreting model predictions,” in 
Advances in Neural Information Processing Systems, vol. 30, 2017. 

196. C. Darwin, On the origin of species, or the preservation of favoured races in the struggle for 
life. Royal Society, 1859. 

197. M. Fisher, “International Technology Roadmap for Photovoltaics,” 2010. 
 


